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Abstract

Twitter has over 316 million active users and the engagement of these Twitter

users results in the rapid production of data, notably in the context of popular topics

(such as news stories, politics, and sports). This data is available in the form of data

streams, which has led many researchers to develop analysis techniques especially for

Twitter data streams. Although anomaly detection in time series is a well established

research area, its application to detect sentiment-based anomalies in large volumes

of streaming data began recently. A sentiment-based anomaly is defined as a sudden

increase in the time series of tweets individually associated with a positive, neutral, or

negative sentiment. The goal of this research is to develop and evaluate a technique to

automatically detect sentiment-based anomalies, while avoiding the repeated detec-

tion of anomalies of similar types. Detecting anomalies in data streams is challenging

due the requirement that anomalies be detected in real-time.

We propose an approach for real-time sentiment-based anomaly detection (RSAD)

in Twitter data streams. Sentiment classification is used to split the input data stream

into three independent streams (positive, neutral, and negative), which are then an-

alyzed separately for anomalous spikes in the number of tweets. Rare anomalies and

the first occurrence of repeated anomalies are distinguished from the repeated occur-

rence of similar anomalies. Six approaches for anomaly detection in data streams,

including two baseline approaches, are described. These approaches were tested on

two user-generated datasets. The first dataset concerned an international sports event

and was collected from Twitter and the second concerned a political party and was

collected from multiple social media platforms. Results from these evaluations show

that a probabilistic exponentially weighted moving average (PEWMA), coupled with

a sliding window that uses a median absolute deviation (MAD) calculation, is ef-

fective at identifying sentiment-based anomalies. The PEWMA-MAD approach is
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consistently among the top two methods for all cases tested. The simple linear re-

gression approach is slightly better in the case of the second dataset. Overall, the

results suggest that the PEWMA-MAD approach may be robust sufficiently to be

applied to a wide variety of datasets from different social media platforms.
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Chapter 1

Introduction

In recent years, social media has become an important source of information.

User-generated content is commonly created in the form of text, images, and video

and posted on social media platforms such as Facebook, Google+, LinkedIn, Tumbler,

and Twitter. These platforms have revolutionized the way a user can generate and

share information with individuals, groups, and communities. Users choose to use

social media platforms as information sharing tools because of the unique commu-

nication services that they provide, such as portability, immediacy, and ease of use,

which allows users to instantly respond to and spread information with limited or

no restriction on content [21]. Users share timely and fine-grained information about

many kinds of ongoing events, often reflecting their personal perspectives, emotional

reactions, and controversial opinions. Virtually any person involved in or following

an event is able to share information in real-time. This information can thus reach

anywhere in the world as the event unfolds. For instance, in January 2011, during

the political crisis in Egypt, citizens turned to Twitter to spread news around the

world when the government blocked all news agencies [38]. Thus, social media may be

considered a valuable source of up-to-date information generated by groups of users

in the context of almost any event.
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The main sources of up-to-date information on social topics (e.g. elections, sports,

and education) are social media and traditional sources, such as news channels, web-

sites, or radio channels. The information published by the traditional sources covers

only a few events, especially well planned ones, and does not provide extensive user

reactions. Considering these limitations of traditional sources, social media platforms

are the only resources available that are capable of providing real-time information

on all but the most widely covered social topics. Content can be published on social

media in real-time by users who are either attending an event or just interested in

sharing their view about the event. This information contains the diverse opinion of

thousands of social media users. The information generated from social media plat-

forms may provide timely, actionable, and sometimes fact-based insights about social

topics, which are not available in real-time through any other sources.

The user-generated information available on social media can be exploited to re-

veal insights into any social topic in real-time. For example, consider a political con-

text, where an analyst, researcher, or other interested person wishes to stay informed

about activities and updates related to an on-going federal election in Canada. The

relevant user-generated data can be analyzed for more than basic news gathering.

For example, they can be used to detect events (e.g. debates, speeches) or micro-

events (e.g. candidate announcements, controversies) and further, to recognize the

sentiment of users on social media by analyzing their opinions and reactions. Perhaps

most interestingly, election results may be predicted before voting by identifying the

candidates towards which the maximum number of users have expressed a positive

sentiment [48].

Facebook, Google+, and Twitter are the most popular text-based social media

platforms. These platforms allow users to post information related to an event using a

specific hash tag (e.g., #electioncanada). An analyst can then search this information
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using the same hash tag and obtain a list of all posted information mentioning this

hash tag, as shown in Figure 1.1. In the figure, the three most recent posts on the

topic are visible; these topics are updated in real-time as new comments are posted

(not shown). The analyst can read through the list to get a rough overview of what

users are saying about the topic. However, this list of information is potentially

Figure 1.1: List of information posted by the social media users on Facebook (top)
and Twitter (bottom) for the query #electioncanada on 20 October 2015
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endless and may be updated at a rate greater than the analyst’s cognitive ability

to process the new information. Analyzing this information is so time consuming

that it may prevent an analyst from making insightful analysis in order to answer

questions, such as “What are the top five topics related to election being discussed?”

and “Which candidate is the subject of the most postings with negative sentiment?”.

In order to quickly answer such insightful questions, the abundance of information

generated by social media can be turned into an opportunity, allowing the analyst

to combine background knowledge with the computer’s ability to store and process

this information [31]. Many social media platforms have made user-generated content

available for data analysis in the form of data streams. Data streams are a popular

way of characterizing the voluminous and almost continuous flow of user-generated

data [8]. A näıve approach to processing a data stream for knowledge extraction is to

collect and store the data and then analyze the data using traditional data analysis

methods, such as data mining and machine learning. This process can be automated

by choosing to perform the data analysis periodically. However, analyzing the stored

data off-line introduces some delay in the timeliness of the extracted knowledge and

also consumes huge amounts of storage space.

There is an increasing need to develop scalable techniques for analyzing social

media data streams in real-time. Employing real-time data stream analysis methods

automates the data analysis process and provides the opportunity to extract mean-

ingful insights in a timely manner. However, the task is more challenging than storing

and then analyzing the data offline, because it poses strict constraints on the space

and time available for computation [7, 41]. Example applications of analysing social

media data streams include opinion mining, sentiment analysis, detecting trending

topics and events, and anomaly detection [9, 10, 28, 46].
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The remainder of this chapter is organized as follows: Section 1.1 states the moti-

vation for work in this Thesis. Section 1.2 describes the problem to be addressed and

formalizes the goals for the research. Section 1.3 gives an overview of the proposed

RSAD approach. Section 1.4 provides the organization of the remaining chapters in

the Thesis.

1.1 Motivation

The work in this thesis is focused specifically on user-generated content from the

Twitter social media platform. Millions of Twitter users express their opinions on

a wide range of topics on a daily basis, producing large amounts of data that is

modelled as data streams and analyzed for valuable insights. Twitter has made such

data streams publicly available for data mining purposes through their public streams

service [50], in contrast to other social media platforms like Facebook or LinkedIn,

where information is only accessible to people that are friends or connections of the

person who posted the information. Assessing this service allows real-time collection

of streams of tweets related to any specified topic keywords, hash tags (#), or user

names (@). This availability of public streams has enabled researchers to propose

and study a broad range of techniques for analyzing Twitter data, including visual

analytics [26, 27], sentiment analysis [8, 42], and anomaly detection [24].

An interesting fact about user engagement on Twitter is that the users tend to

post their opinions in relation to specific events (e.g. sports, elections) and activities

(e.g. shopping, adventures) in which they are explicitly involved or just interested

in talking about. While doing so, they employ hash tags to annotate tweets with

the context of a specific topic, as well as other noteworthy aspects. In order to

estimate the popularity of a topic on Twitter, a simple approach is to calculate the
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number of tweets posted (per minute or hour) using the topic’s hash tag. Based

on this approach, researchers have developed techniques for event detection through

tweet frequency time series, assuming that a sudden peak in the number of tweets

is an indicator of a micro-event that is taking place in the context of an observed

topic [5, 16, 34].

Detecting the peaks in the frequency of tweets reveals that a topic is becoming

popular due to users actively tweeting about it. In order to gain insight into the

actual cause of the increased popularity of a topic, one currently has to personally

examine the tweets during that period. The tweet frequency time series may contain

hidden trends that can be uncovered by decomposing the time series into several

component series, each corresponding to a different sentiment [46]. Analysing these

decomposed sentiment series (i.e., positive, negative, and neutral) instead of just the

frequency of tweets is useful because it gives independent information about users’

different opinions. The utility of this decomposition is demonstrated in Figure 1.2,

Figure 1.2: Tweets related to topic #electioncanada with (2 day) aggregated senti-
ment tweets, from 13 April 2015 to 7 August 2015 (original in colour)
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which shows a time series plot representing the variation in the popularity of the

topic “#electioncanada”. The three time series shown in the figure corresponds to the

positive (green), negative (red) and neutral (grey) sentiments, as obtained by applying

sentiment analysis. The peaks at September 18th, October 20th, and November 3rd,

depict sudden increases in the popularity of the topic in correlation with sudden

changes in both positive and negative sentiment. The peak at October 20th is due to

negative or somewhat mixed reactions from the users, while the peak at November

3rd is mostly due to positive reactions from users.

Mining tweets based on their sentiments to uncover the reason behind the pop-

ularity of a topic is more effective than just using the frequency of tweets. When

sentiment classification is performed over the tweets associated with a specific topic’s

hash tag, it can help discover a more nuanced description of the public perception of

that particular topic by opinion [42]. The primary motivation for this work is derived

from the fact that sudden increases in the number of tweets tagged with a specific

topic are often the result of strong sentiment expressed in the tweets by the users [46].

The use of strong sentiment influences a large numbers of users to react, producing

bursts of tweets. Over time it may become difficult to understand the sentiment for

the topic of interest in such a large amount of text. In such a scenario, detecting a

sudden bias of the users towards a specific sentiment as an anomaly can reveal an

overall shift in the users’ opinions related to that topic.

In the remainder of this Thesis, a sentiment-based anomaly is defined as a sudden

increase in the volume of tweets individually associated with a positive, neutral, or

negative sentiment. The timely detection of such sentiment-based anomalies will

enable data analysts associated with businesses, government, or sport management

to intervene in response to positive reaction or negative reaction.

7



1.2 Problem Statement

The work in this thesis addresses the problem of providing an analyst with timely

information about opinions relevant to topics of interest without requiring continual

observation. Visual analytics approaches have been used to discover and analyze the

temporally changing sentiment of tweets posted in response to micro-events occurring

during a multi-day sporting event [26, 27]. However, in order to discover noteworthy

micro-events in real-time that cause unexpected increases (or spikes) in the number

of positive, neutral, or negative tweets, the analyst must monitor the system as events

occur. Such monitoring would be time consuming and thus not cost effective in many

situations.

The goal of this research is to automatically detect, in real-time, sentiment-based

anomalies in Twitter data streams. Such sentiment-based anomalies can be passed to

analysts as alerts to conduct further analysis immediately and perhaps take action.

The intention is to detect a change in the number of tweets in each sentiment class

independently (e.g., increases in the positive tweets) even if they are masked by an

inverse change in another class (e.g., decreases in the negative tweets).

Since the data streams generated from Twitter are a nearly continuous and un-

bounded sequences of tweets ordered by their timestamps, the three sentiment clas-

sified data streams are also ordered by their timestamps. Hence, it is appropriate

to cast each as a time series data stream. Anomaly detection in such a stream is

difficult for two main reasons. First, the dynamic nature of the data stream may

result in changes in the data distribution over time, which is called concept drift [41].

For example, the distribution of tweets using a specific hashtag on one day may be

different from the distribution on another day because of the occurrence of an event

that resulted in a change in the use of this hash tag. Secondly, since the data streams
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may be considered to be infinite series, storing and analyzing all of the data points

is not feasible. Thus, given the desire to detect anomalies in real-time, the anomaly

detection technique should use models and data structures that can be incremen-

tally updated and adhere to space and time efficiency constraints [2]. The major

assumptions for the research presented in this thesis are:

1. the data stream is generated from a normal distribution with mean µt and

standard deviation σt;

2. an anomaly is defined with respect to a sliding window of a given length;

3. anomaly detection is performed for a user specified topic given in advance;

4. anomaly detection is performed independently for each positive, negative, and

neutral classes of sentiment.

The goals for the research presented in this thesis are listed below:

1. Formalize a definition for sentiment-based anomaly such that it will allow the

analyst to independently detect rare anomalies in each class of sentiment on

Twitter with respect to a sliding window of a given length.

2. Develop a technique to detect the sentiment-based anomaly such that,

(a) It detects sentiment-based anomalies in near real-time on a high-velocity

data stream with a fixed amount of storage and satisfies the run time com-

plexity constraint.

(b) The technique should be resilient to temporal concept drift.

3. Implement the real-time sentiment-based anomaly detection (RSAD) technique

in the context of Twitter,

(a) The implementation should be able to processes the Twitter data stream

and execute the proposed sentiment-based anomaly detection technique

(Goal 2) in real-time.

(b) The implementation should be robust and scalable, such that the anomaly

9



detection can be concurrently conducted with respect to more than one

topic.

4. Evaluate the sentiment-based anomaly detection technique proposed in Goal 2

and implemented in Goal 3, and perform comparative analysis with baseline

anomaly detection techniques.

1.3 Approch Overview

In order to address these problems and goals, a real-time sentiment-based anomaly

detection (RSAD) approach is proposed. It operates in two main steps: pre-processing

and anomaly detection. In the pre-processing step, tweets in a data stream are classi-

fied using a sentiment classifier and then accumulated in bins of a fixed user-specified

time interval (e.g., 15 minutes). The resulting binned values are treated as data points

in the time series. The anomaly detection step uses two-stage real-time anomaly de-

tection (TRAD). First a candidate anomaly is detected by identifying a significant

difference between the current data point and the distribution of recent data points.

Secondly, the candidate anomaly is compared to other previously detected candidate

anomalies stored within a sliding window of a fixed user-specified length (e.g., five

days). If this candidate anomaly deviates sufficiently from those in the sliding win-

dow, it is considered a legitimate anomaly. When a legitimate anomaly is detected,

an alert can be sent to an analyst. The alert indicates that the analyst may wish

to inspect recent tweets from this data stream to discover the reason for a change in

the pattern of the number of tweets that are being posted with a specific sentiment.

The parameters for the binning time interval (aggregation interval) and the length

of the sliding window (window length) are specified by the analyst based on domain

specific knowledge about the characteristics of the data stream with respect to the
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topics under investigation.

1.4 Thesis Organization

The remainder of this thesis is organized as follows. In Chapter 2, an introduction

to data stream models and data stream mining is given. Background concepts and

challenges related to anomaly detection in time series data stream are discussed.

Further, a review of the core techniques for detecting anomalies in time series data

streams is provided. A brief review of work related to time series analysis is given,

with emphasis on sentiment-based time series analysis in the context of user-generated

content.

In Chapter 3, a formal definition of an anomaly in the context of this thesis is

defined. An overview of the proposed RSAD approach is given, followed by a detailed

discussion of the two-stage real-time anomaly detection approach (TRAD). This work

proposes the TRAD approach for which an online algorithm is given, along with its

scalable implementation in the Apache Storm Framework.

Chapter 4 describes the experiments performed to compare the proposed TRAD

approach with two alternative approaches. Two real world datasets that were gener-

ated from user-generated content are described along with their characteristics. The

results from the experiments performed for each candidate approach and dataset are

presented, along with a discussion on the findings.

Finally, Chapter 5 provides a brief review of the work accomplished in this thesis

and a comparison to the goals stated in this Chapter. Moreover, a discussion de-

scribing the limitations of the proposed RSAD approach is presented along with the

future research work that can be conducted in order to overcome the limitations and

develop additional features.
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Chapter 2

Background and Related Work

This chapter provides background information concerning three aspects of this

research. The first of these is data stream models, as described in Section 2.1. The

second is the core techniques for anomaly detection in time series data, which are

described in Section 2.2. Section 2.3 gives a literature review on time series analysis

and its application to user-generated content from Twitter.

2.1 Data Stream Mining

Mining data from streams is challenging because traditional data mining tech-

niques cannot be readily applied to data streams [23]. To mine a data stream requires

an algorithm that can analyze the data sufficiently quickly for real-time applications.

Moreover, the memory consumption of the algorithm should also be restricted so as

to maintain sufficient free memory to store newly arriving data. The rest of this

section provides an overview of data stream modelling and the challenges of mining

data streams.

12



2.1.1 Data Stream Models

In recent years, various applications have emerged in which data is modelled as

data streams. A data stream is continuous, rapidly moving data produced by appli-

cations such as financial systems, network monitoring, security, telecommunications,

web applications, manufacturing, and sensor networks [2]. Formally, a data stream

can be defined as [37]:

Definition 2.1.1 (Data Stream). A data stream is a sequence of datum d1, d2, . . .

that arrive sequentially, item by item, and describes an underlying signal A, where

in the simplest case A is a one-dimensional function A : [0 . . . (N − 1)]→ Z.

A data stream can describe the underlying signal in various ways, resulting in a

number of data stream models. The elements in a data stream may occur once or

several times, and they may appear in a predefined order or in an unordered fashion.

These characteristics of the elements describe the nature of the underlying signal.

The three widely used data models are the Time Series, Cash Register, and Turnstile

models [37].

With a Time Series type of model, data points give values in a time series. Thus,

each A[i] value equals the corresponding data point di, i.e. A[i] = di. This model is a

well suited to time series data, such as the number of clicks per minute on a website

or the number of tweets per minute on a topic. Consider the sequence 10, 1, 8, 5,

which serves as an example of a Time Series data stream. After the stream has been

processed, the model A is given as A = [10, 1, 8, 5], where the ith entry in the vector

denotes the value of ith element.

With a Cash Register type of model, each data point di = (j, Ii), where Ii ≥ 0,

gives an increment to A[j]. Let Ai be the state of the signal after seeing the ith item

in the stream. To process di, A is incremented as Ai[j] = A(i−1)[j] + Ii. Consider the
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sequence (2, 7), (1, 4), (2, 3), (4, 5) which serves as an example of a Cash Register data

stream. Assuming an initial model of [0, 0, 0, 0, 0, . . . , 0], the final model A after the

stream has been processed is given as A4 = [4, 10, 0, 5, 0, . . . , 0], where the jth entry

in the vector denotes the frequency of occurrence of the jth element.

With the Turnstile type of model, each data point di = (j, Ui), where Ui may

be positive or negative, gives an update to A[j]. To process di, A is updated as

Ai[j] = A(i−1)[j] + Ui. Suppose, that the sequence is (2, 7), (1, 4), (2,−3), (4,−5).

This sequence implies that the value at index 2 is increased by 7, the value at index

1 is increased by 4, the value at index 2 is decreased by 3, and so on. Assuming

an initial model of [0, 0, 0, 0, 0, . . . , 0], the final model after applying these updates is

given as A4 = [4, 4, 0,−5, 0, . . . , 0], where jth entry in the vector denotes the updated

value of the jth element.

The selection of an appropriate model for a data stream depends upon the char-

acteristics of data in the stream as well as the type of analysis that needs to be

performed. In this work, the data stream considered is a Twitter data stream in

which the data points are tweet objects with explicit timestamps, i.e., di = (i, T ),

where i is the timestamp and T is the tweet object. The tweet object is a string en-

coded in JSON format, which defines several properties associated with a tweet, such

as tweet ID, text, timestamp, list of hash tags, geolocation, etc [50]. As mentioned in

Section 1.2, the objective of the work in this thesis is to perform time series analysis

and detection of anomalies in a Twitter data stream. Thus, based on the input data

and the required analysis, the time series data stream model is selected as the most

appropriate data stream model for our problem.
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2.1.2 Challenges in Data Stream Mining

Data Stream Mining is defined as the process of extracting knowledge structures

from a data stream in near real-time using a restricted amount of memory space.

Algorithms for data stream mining should be optimized for minimum time and space

consumption. Considering this definition of data stream mining, traditional data

mining techniques, which assume data is available for random access from a database

or a file system, and analysis can be performed off-line, are not applicable.

The concept of data stream mining can be explained with an example based

on anomaly detection in a sensor monitoring application. Suppose the data stream

consists of the sensor readings that were generated every second by a group of sensors

in a manufacturing facility and we have collected one month of these sensor readings.

The size of the data is approximately 1 terabyte. The problem is to detect when

system failures occurred during that month. A solution using a traditional data

mining technique seems easy: collect the sensor data in a database or file system and

then analyze this data by applying an off-line anomaly detection technique, which

might take some minutes or hours to locate the system failures.

However, if the off-line technique is applied directly to the sensor data stream in

an effort to detect system failures in near real-time, it would have difficulty. Initially

it would try to store the streamed data locally or in-memory, and analyze it. Because

analysis of the data requires time, the fixed-size local storage would quickly be filled by

the stream of data. Further, the algorithm would cause increasing delays in processing

and eventually stop executing due to lack of available memory. Clearly, traditional

data mining techniques need to be adapted or replaced by new techniques in order

to analyze data streams efficiently.

Analyzing data streams differs from the traditional stored data models in several

ways, which can be viewed as three constraints that are imposed on data stream
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mining techniques [7]:

1. A data stream is potentially infinite in size, and thus it is impossible to store all

the data points in storage of a limited size.

2. The need for near real-time output forces data points to be processed at approxi-

mately the rate that new ones are generated.

3. The underlying data distribution generating the data points can change over time.

Thus, data from the past may become irrelevant or even harmful for the current

analysis.

Constraint 1 limits the amount of memory that can be utilized. Therefore, only

small summaries of the data stream needs to be extracted and stored at any given

time, while the majority of the data points themselves can be discarded. Constraint 2

limits the time available to process each data point. These two constraints have led

to the development of summarization techniques such as sliding window averages

and aggregation. Constraint 3 requires the data mining algorithm to implement a

forgetting mechanism, such that only recent summaries of the data are maintained in

order to cope with changes in the data distribution.

2.2 Anomaly Detection in Time Series Data Streams

A time series encodes state information about a system along with a temporal

factor. When considered from the perspective of anomaly detection, the temporal

factor enriches this information, because it can help reveal time-critical insights. For

example, a stream of clicks generated from an online shopping website could reveal

an anomaly at a particular time, indicating a product that is receiving an unusually

large number of clicks by the visitors of website. This information can be used by the

owners to make an immediate decision to restock the product earlier than otherwise.
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The application of anomaly detection to time series data streams has been well stud-

ied by researchers in the data mining community [23]. Researchers have proposed

anomaly detection techniques for a wide range of application domains, such as sensor

monitoring [25], website load monitoring [29], cloud analytics [51], social media topic

detection [24], and traffic monitoring [36].

While the earliest work in this field was proposed a decade ago [6], it remains

an active field of research. Recently, a technique to detect anomalous work loads in

cloud servers was proposed [29]; this technique is being used to detect increases in

traffic as early as possible to prevent crashes and to perform load balancing. Anomaly

detection in data streams is being studied extensively because it addresses the problem

of monitoring critical application data for unusual activity, which is otherwise done

by humans and may be prone to error. Anomaly detection can form an important

part of automatic monitoring solution, which may be more reliable and accurate than

human monitoring.

In the remainder of this section, several factors relevant to selecting an appropriate

anomaly detection technique for the targeted application domain are first presented in

Section 2.2.1. Then, an overview of the three core categories of the anomaly detection

techniques, which are based on probabilistic and statistics models, prediction based

models, and proximity based models, are given in Section 2.2.2. Each approach

is categorized based on (a) its data model and (b) its approach for defining and

detecting outliers. The Extreme Value Analysis, Simple Linear Regression and Local

Outlier Factor approaches, which are representative of these categories, are presented

in Sections 2.2.3, 2.2.4, and 2.2.5, respectively.
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2.2.1 Factors for Selecting an Anomaly Detection Technique

Diverse techniques have been proposed in the literature to address the problem of

anomaly detection in time series data [23]. Several factors influence the choice of a

specific technique. We present five general factors that will help to address questions

that are often asked in order to clearly evaluate the requirements and the expectations

for anomaly detection. These factors, which are to be considered at the initial stage

of selecting an anomaly detection approach [3], are presented below.

The first factor is the data type. The data type of a time series data stream can be

univariate or multivariate. Some applications, such as sensor monitoring and website

statistics, generate univariate data in the form of numeric or text time series data.

When the data is univariate, anomaly detection can be performed directly. Other

applications, such as social media analytics and network monitoring, produce mul-

tivariate data (including JSON and XML objects) as time series. When the data

is multivariate, preprocessing is often necessary to transform it to a univariate rep-

resentation. Data transformation techniques such as Principle Component Analysis

(PCA) and Symbolic Aggregate Approximation (SAX) can be applied to transform

multivariate data into a univariate time series [35, 45].

The second factor is the data length. The length of the input data to the anomaly

detection technique affects the accuracy of detecting anomalies. To be effective, most

anomaly detection techniques require the length of the input data to be large. If

the length is too short, techniques such as regression [6] may not give useful results.

However, in such cases, robust statistic methods, such as the median [33] and t-

value analysis[3], can be adapted for use with existing techniques. If the length is

acceptable (such that most techniques could be applied with acceptable accuracy and

perform the analysis efficiently within the space and time complexity bounds), then

no optimization is needed. If the data length is infinite, such as occurs with data
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streams, then the technique should address the data stream analysis constraints, as

discussed in Section 2.1.2.

The third factor is the data label. A label is a boolean value associated with a

data point in a training sample that indicates whether the instance is normal (false)

or anomalous (true). Obtaining labelled data is difficult, because the labeling typi-

cally needs to be done by a human expert who has comprehensive domain knowledge.

However, even if labeled data is obtained, it may happen that some types of anoma-

lies are not present in a training dataset. Based on the extent to which labeled data

is available, anomaly detection techniques can operate in the following three modes

[14]. In the supervised anomaly detection mode, labeled data are available with both

normal and anomalous labels. In such a scenario, a probabilistic or predictive classi-

fication model can be built with normal and anomalous classes. Any unseen data are

then compared against the model to determine if they belong to the normal class or

the anomalous class. In the semi-supervised anomaly detection mode, it is assumed

that all training data points are implicitly tagged with normal labels. The techniques

operating in this mode do not require labelled data for training, because they can

model the similarity in the data as normal and categorize any peculiarities as anoma-

lies. Such techniques are suitable for streaming data because they only learn a model

of the normal classes and they can readily update this model as new data arrives.

In the unsupervised anomaly detection mode, it is assumed that labelled data is not

available for training. However, these techniques make a general implicit assumption

that normal data points are placed closely to one another, whereas anomalies are lo-

cated distantly from other data points. Furthermore, the normal data points appears

far more frequent, whereas anomalies are rare. If this assumption is not true, then

such techniques suffer from a high false positive rate.

The fourth factor is the interpretability of the model. Interpretability of the
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anomaly detection model is important from the analyst’s perspective. When the

anomalies are visible in the data, they can be interpreted. However when the anoma-

lies are hidden in the data, the data need to be transformed and analyzed in a different

space. Different models have different levels of interpretability. If a transformation

or decomposition of a time series is performed that helps to expose anomalies, it may

nonetheless lose the context of the anomaly. To improve interpretability one has to

choose a model that does not transform the data such that it becomes difficult to

match to the original data. For example, in the field of visual analytics [30], a 2D

visualization of the data may be prepared. An analyst can diagnose the causes of de-

tected anomalies by exploring and interacting with this visualization to gain a better

understanding of them. When an anomaly is detected, one can intuitively understand

why it is an anomaly in the context of the remaining data if the visualization is well-

designed. This intuitive understanding can help the analyst perform more detailed

research in a domain specific scenario.

The final factor is the output format of the anomaly detection technique. The

output format is related to the level of interpretability needed to gain insight into the

cause of an anomaly. The output of an anomaly detection technique can be either

outlier scores or binary labels [14]. An outlier score is a numeric value determined by

evaluating the quality of fit between the data point and the normal model. Typically

larger scores indicate more anomalous data. An outlier score provides all the infor-

mation produced by algorithm, but it does not indicate which specific outliers are

anomalous. Outlier scores are useful as output when the model provides a low level

of interpretability. In contrast to an outlier score, a binary label simply tells whether

or not a data point is an anomaly. Some algorithms may directly return binary labels.

However, outlier scores can be converted into binary labels by imposing thresholds

on outlier scores based on statistical distribution, for example by performing extreme
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value analysis. Binary labels are useful as output when the anomaly detection model

provides a high level of interpretability. However, when the model provides a low

level of interpretability, a binary label may contain less information than needed for

decision making in real applications.

2.2.2 Overview of Anomaly Detection Techniques

In this section, a general approach for detecting anomalies is presented and three

categories of anomaly detection techniques are briefly described. Consider the exam-

ple time series data shown in Figure 2.1, which is referred to throughout this section.

In general, depending on the type of output, an anomaly detection process con-

sisting of the following steps:

1. From the raw input data, generate a data model that is suitable for further analysis.

2. Compute an outlier score or binary label for each data point in the data model by

evaluating the quality of fit between the data point and the normal data using the

detection technique.

3. If the output is an outlier score but is needed as a binary label, then check if the

outlier score of a data point is greater than a threshold and if so, output the data
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Figure 2.1: An example of time series data
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point with a true binary label; otherwise, output the data point with a false binary

label.

Anomaly detection techniques are categorized based on the ways in which Step 1

and Step 2 are performed (i.e, how the data is modelled and which approach is

used for defining and detecting outliers. Although a wide range of techniques have

been proposed in the literature to calculate an anomaly score, many techniques for

univariate time series data streams can be placed in one of three core categories. The

core categories are based on the type of model users during analysis. The three core

categories are probability distribution models, prediction based models, and proximity

based models.

Probability Distribution Models: A probability distribution model is learned

from the training data set or learned dynamically from the input data stream. Then

the anomaly score for a given data point is calculated in terms of its probability of

being generated from the learned model, with a higher score indicating a higher possi-

bility of being an outlier. Probability distribution model based techniques are placed

in two groups based on the distribution model that is used to model the data. First,

extreme value analysis (EVA) techniques, such as the z-value test [13] and the extreme

studentized deviate test (ESD) [51], try to fit the data to a specific data distribution

model, such as the Gaussian distribution, in order to produce an anomaly score. The

parameters of these models can be estimated using the maximum likelihood method,

which uses the standard deviation as the error of the mean. Second, mixture model

based techniques, such as the kernel mixture [40, 54] and the Gaussian mixture [53]

methods, use a mixture of data distributions (instead of a specific distribution) to

generate the anomaly score. The parameters of mixture models may be learned using

the Expectation-Maximization (EM) method.

Prediction Based Models: Commonly a prediction based model is a regression
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model; in such models, a data point is modelled using a system of linear equations [3].

A linear model is learned from the history of data points by estimating the regression

coefficients. Then the model is used to predict the value of the next data point. The

deviation between the predicted data point and the observed data point is called

the prediction error, which may be used as an anomaly score. Higher prediction

errors indicate a higher possibility of the data point being an outlier. As the model

evolves, a regression line is gradually drawn using the current linear model. This line

indicates the trends in the time series. Regression based models are popular for time

series anomaly detection [6], but because they are computationally expensive, there

is limited work in the literature that uses this technique for data stream applications.

Proximity Based Models: A proximity-based technique defines a data point as

an outlier if its proximity (or locality) is sparsely populated. The proximity of a data

point can be defined in two ways, distance-based and density-based. In a distance-

based technique, greater distances to the neighbours of a targeted data point indicate

increased chance of that point being an outlier. For example, with the k-nearest

neighbour (k-NN) technique [11], the distance to the kth nearest neighbor is used. A

higher distance to the kth nearest neighbour indicates a greater possibility of being an

outlier. Distance-based techniques are used to detect global outliers, where a global

outlier is an outlier with respect to all data in a time series. Finding global outliers

is computationally expensive, but some optimizations, such as the use of indexing,

have been proposed in order to adapt the k-NN method to the context of a data

stream [19].

In a density-based technique, the number of data points within a specified local

region of a targeted data point is used to define proximity [11]. A lower number of

data points in the local region of the targeted data point indicates a higher chance

of the point being an outlier. Density-based techniques, such as the local outlier
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factor (LOF), are used to detect local outliers, which are outliers with respect to

neighbouring data points in the time series. For the application to data streams, an

optimized technique called incremental local outlier detection has been proposed [39].

2.2.3 Extreme Value Analysis

Extreme value analysis (EVA) is a simple statistical anomaly detection technique

for univariate data [3]. As its name implies, this technique is capable of detecting

specific kinds of outliers that are extremely large or small compared to the whole

data set. Two well-known techniques for EVA are the z-value test and the modified

z-value test.

Z-value test

The z-value test is a simple method for outlier analysis [3]. A implicit assumption

is made that the data is generated from a normal distribution. The method learns and

dynamically updates two parameters, the mean (µ) and the standard deviation (σ),

from the history of data points. Consider a series of univariate data points denoted

by d1, . . . , dt, with mean µt and standard deviation (STD) σt at time t. The z-value

for the data point dt is denoted by Zt and is defined as follows:

Zt =
|dt − µt−1|

σt−1
(2.1)

The z-value test computes the number of standard deviations by which data point

dt varies from the mean at time t. The parameters µt and σt model the parameters

of the normal distribution of the data. In general, the density function f(dt) for a
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normal distribution with mean µ and standard deviation σ is defined as follows:

f(dt) =
1

σ ·
√

2 · π
· exp

(
−(dt − µ)2

2 · σ2

)
(2.2)

A standard normal distribution is one in which the mean µ is 0, and the standard

deviation σ is 1. In cases where the mean and standard deviation of the input data

distribution can be accurately modelled, it is a standard practice to consider dt as an

anomaly if Zt > 3 [36]. Figure 2.2 shows the mean and one standard deviation above

and below the mean, for a time series example.

However, in many scenarios, the mean and standard deviation cannot be accu-

rately calculated. First, if the sample size t is too small then the model will overfit

the data and result in false negatives [15, 43]. In such cases, other variant methods

which are robust for smaller sample sizes can be used. Two such methods are Grubb’s

test and the t-value test [3]. Second, if the sample size t is infinitely large, then the

mean and standard deviation can not be evaluated efficiently. In general, the sample
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Figure 2.2: Time series example with mean and standard deviation learned from
normal distribution mode
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mean and standard deviation is calculated as follows:

µt =
1

t

t∑
i=1

di (2.3)

σt =

√√√√ 1

t− 1

t∑
i=1

(di − µ(i−1))2 (2.4)

where i denotes the instance number of the current data point. As Equation 2.4

calculates the sample standard deviation, it is divided by t− 1 instead of t. Here, if

t is large then it will take O(t2) time to update the mean and standard deviation for

each new data point. There is a well known method of determining both mean and

standard deviation with a single loop to achieve O(t) time, and this method can be

adapted to estimate µt and σt [22].

µt = µ(t−1) +
dt − µ(t−1)

t
(2.5)

σt = σ(t−1) + (dt − µ(t−1)) · (dt − µt) (2.6)

As an alternative, the mean and standard deviation can be calculated using expo-

nential methods such as the exponential weighted moving average technique (EWMA)

[36]. EWMA computes µt and σt of a time series by applying exponentially decreasing

weight factors to each prior data point. If t ≤ k, it uses Equations 2.3 and 2.4 for the

initialization of µt and σt, where k is the number of training instances and else when

t ≤ k, it uses update equations:

µt = α · µ(t−1) + (1− α) · dt (2.7)

σt = α · σ(t−1) + (1− α) · |dt − µ(t−1)| (2.8)
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where 0 ≤ α ≤ 1 specifies the amount of weight to put on historical values in compar-

ison to the most recent data point. One advantage of EWMA is that the computation

process is simple, requiring few variables and little time. According to Equations 2.7

and 2.8, EWMA only requires the most recent values of µ and σ, i.e., their values at

time t−1. EWMA is efficient for online analysis of large data streams and it has been

widely used by researchers in the context of data stream anomaly detection [13, 36].

The modified Z-value test

The two parameters used in the Z-value test, the mean and standard deviation,

can be highly affected by a few extreme values or even by a single extreme value [43].

To avoid this problem, the two parameters in the Z-value test can be replaced by the

median and the median absolute deviation (MAD). The median is another measure

besides the mean of the central tendency of an underling distribution of time series

data. It offers the advantage over the mean of being insensitive to the presence of

extreme values. The test for detecting an outlier using the median is given as below:

Zt(MAD) =
|dt −M(t−1)|
MAD(t−1)

(2.9)

where Mt is the median at time t and MADt is the median absolute deviation at time

t. This test is referred to as the modified Z-value test [3].

First, we show the calculation of the median Mt by considering the time series 1,

10, 3, 8, 6, 10, 1000, 3. After sorting in ascending order, the values are 1, 3, 3, 6, 8,

10, 10, 1000. We assume the data points are indexed sequentially from 1 to 8. The

average rank can be calculated as (n + 1)/2, which is 4.5 in our example. Therefore

Mt is the average of 6 and 8, which is 7. Once we have the median, calculating MAD

is straightforward because we only need to find the median of the absolute deviations
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between the values and median Mt. We use an M operator to indicate the median of

a series of values, analogously to how the
∑

operator indicates summation. We use

the equation given below:

MADt = b ·M t
i=1 (|di −Mt|) (2.10)

where di is a data point from the t original observations and Mt is the median of the t.

Usually, b = 1.4826, is a constant linked to the assumption of normality of data [33].

Continuing our example, we can now calculate the series of absolute deviations from

the median as (1−7), (3−7), (3−7), (6−7), (8−7), (10−7), (10−7), (1000−7), that is

6, 4, 4, 1, 1, 3, 3, 993. After this series is sorted, we obtain 1, 1, 3, 3, 4, 4, 6, 993 and the

median of these values is the average of 3 and 4, which is 3.5. We multiply the median

by 1.4826 to calculate MADt as 5.18. According to the test in Equation 2.9, all values

greater than 7+(3×5.18) = 22.57 and all values less than 7− (3×5.18) = −8.57 can

be declared to be extreme value outliers. Recall that in the case of the z-value test

using the mean, the accuracy is highly affected by the sample size. In contrast, the

accuracy of MAD does not depend on the sample size and thus generally has fewer

false negative results [33].

2.2.4 Simple Linear Regression

Simple linear regression is an approach to modelling the relationship between

a dependent variable Y and one or more independent variables X [6]. It helps to

understand the characteristics of the dependent variable Y , for different values of

X. Linear regression based analysis can be used to detect anomalies. The idea is to

predict a forthcoming data point with a model that looks at the history of the data

points and then compare the predicted data point Ŷ with the real observed data point
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Y as it arrives [52]. If the model fits the data well, the predicted value will be the

same or close to the observed data point. However, it may happen that the observed

data point deviates somewhat from the predicted data point. The deviation is called

the residual or (prediction error) of the model. A linear model can be given as:

Ŷt = Xt · β + εt−1 (2.11)

The output Ŷt is called a regressand or dependent variable. The parameter Xt

is called a regressor or independent variable. β is the tunable parameter called the

regression coefficient. εt−1 is the prediction error of the previous prediction.

Assuming that the prediction model perfectly fits the data, the value of the pre-

diction error will be zero, and we can make the model determinate by simply ignoring

εt−1,

Ŷt = Xt · β (2.12)

The error for each predicted data point can be obtained as,

εt = Yt − Ŷt = Yt − (Xt · β) (2.13)

Figure 2.3 illustrates the regression line generated from a linear model estimated

using Equation 2.12 for the example data. In this model, estimating the value of β is

a crucial step, because its accuracy will determine the fit of the model to underlying

data distribution. Ordinary least squares (OLS) [3] is a method for calculating the

unknown parameter β in a the linear regression model. The goal of estimating β

is to determine a value, such that it minimizes the deviation between the observed

values and the corresponding predicted values. If the deviation is small, the model
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fits better with the underlying data distribution. According to OLS, the estimation

parameter βt is given as:

βt =
t · Sxy − Sx · Sy
t · Sxx − S2

x

(2.14)

where Sxy =
∑t

i=1Xt · Yt, Sx =
∑t

i=1Xt, Sxx =
∑t

i=1X
2
t and Sy =

∑t
i=1 Yt.

The value of β is evaluated for each data point and Equation 2.12 can be used

to calculate the prediction for the value of the next data point. Further, the error

or residual is calculated by comparing the predicted value and original value using

Equation 2.13. As the error is calculated for each prediction, the history information

for the errors ε1, ..., εt is maintained. We assume the errors have an approximately

normal distribution. Thus, a density distribution function (Equation 2.2) of errors can

be calculated using Equation 2.3 for the mean µεt and Equation 2.4 for the standard

deviation σεt of the errors.

With the linear regression approach, a data point Yt is considered anomalous if

it deviates from the corresponding predicted data point Ŷt. To detect such cases, a

Z-value test can be used on the history of the prediction error parameter εt. Thus,

a data point having prediction error εt between [µεt ± 3 · σt(r)] is considered to be
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Figure 2.3: Applying a linear regression model to time series data.
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normal, and all others are considered anomalous. When creating a regression based

model of a time series, the X component of the model is the timestamp. Ordinarily

the timestamp is replaced by an integer, which is incremented by a constant amount

between data points, as shown in Figure 2.3.

2.2.5 Local Outlier Factor

The local outlier factor (LOF) technique [11] is a density based method that

detects outliers relative to their local neighbourhoods, particularly with respect to

the density of their neighbourhoods. The method builds on the k-NN technique,

which is applied to determine the denseness of the neighbourhood of a data point

in comparison to that of neighbouring data points. Every data point is given an

individual LOF score reflecting how densely its neighbourhood is populated compared

to others. Data points with LOF scores higher than some threshold are labeled as

anomalous.

Definition of LOF

LOF was initially proposed in the context of multivariate data. First, the LOF

technique is explained with reference to a 2-dimensional model. Then its applicability

to time series data is explained. Consider a data point d that belongs to dataset

D. The following concepts and definitions [11] are needed to understand the LOF

algorithm:

Definition 2.2.1 (k-distance of data point d [11]). For any positive integer k, the k-

distance of an object d, denoted as k-distance(d), is defined as the Euclidian distance

dist (d, o) between d and an data point o ∈ D such that:

• for at least k data points o′ ∈ D\{d} it holds that dist(d, o′) ≤ dist(d, o) and

• for at most k − 1 data points o′∈ D\{d} it holds that dist(d, o′) < dist(d, o)
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As shown in Figure 2.4 considering k = 3, the 3-distance of datapoint d is given as

dist(d, o3), such that for at least 3 (k) data points in D\{d} i.e. {o1, o2, o3}, it holds

that dist(d, {o1, o2, o3}) ≤ dist (d, o3). Moreover, for at most 2 (k − 1) data points in

D\{d} i.e. {o1, o2}, it holds that dist(d, {o1, o2}) < dist (d, o3).

Definition 2.2.2 (k-distance neighbourhood of an data point d [11]). Given the k-

distance of d, the k-distance neighbourhood of d contains every data point whose

distance from d is not greater than the k-distance, i.e.

Nk(d) = {o’ ∈ D\{d} | dist(d, o’) ≤ k-distance (d)} (2.15)

The data points in Nk(d) are called k-nearest neighbours of d. Note that the size of Nk

does not necessarily always equal k, but at all times it is at least k. The inequality

occurs when more than one k-distance data point is at the same distance from d,

d

o1

reach − distk(o1,d) = k−distance(d)

o4

reach − distk(o4,d) = dist(o4,d)

o2

o5

o3

Figure 2.4: Reachability distance when k = 3. Since o1 is a k-nearest neighbour, its
reachability distance is its k-distance. In contrast, the reachability distance of data
point o4 is its true distance since it is not a k-nearest neighbor.
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i.e., more than one data point is on the circumference. As shown in Figure 2.4,

the set of data points in the 3-distance(d) neighbourhood of data point d is given

as N3(d) = {o1, o2, o3}. If o5 were at the same distance as o3, then the 3-distance

neighbourhood of data point d would be N3(d) = {o1, o2, o3, o4}.

Definition 2.2.3 (Reachability distance of a data point d w.r.t o [11]). The reacha-

bility distance of an data point d with respect to data point o is defined as maximum

of the two distances k-distance(o) and dist(d, o)

reach-distk(d, o) = max {k-distance(o), dist(d, o)} (2.16)

Figure 2.4 illustrates the definition of reachability distance with k = 3. The reacha-

bility distance of o4 with respect to data point d is dist(d, o4), while the reachability

distance of o1 with respect to the data point d is k-distance(d). Now, that we have a

concept of how to measure the distance between two data points, the local reachability

density function of a data point d can be explained:

Definition 2.2.4 (Local reachability density [11]). The local reachability density

(LRD) of a data point d is defined as the ratio between number of k-nearest neigh-

bours |Nk(d)| and the sum of the reachability distances, with respect to d, for these

k-nearest neighbours:

LRDk (d) =
| Nk(d) |∑

o∈Nk(d)
reach-distk(d, o)

(2.17)

LRD of a data point indicates how densely populated its neighbourhood area is. Now,

the final step in the algorithm is to determine the LOF score of each observation.

Definition 2.2.5 (Local outlier factor [11]). The local outlier factor (LOF) score of
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d

o2

o1

o3

Figure 2.5: Illustrate the LOF algorithm with k = 3, The data points in right corner
are far more densely populated than the observation d. This will lead d to get higher
LOF score

a data point d is defined as:

LOFk(d) =

∑
o∈Nk(d)

LRDk(o)
LRDk(d)

| Nk (d) |
(2.18)

The LOF score captures the degree to which d is acting like an outlier. The

LOF score is high whenever the neighbourhood density of d greatly deviates from its

neighbouring data points. Figure 2.5 shows an example where LOFk(d) is expected

to have a high value, because its neighbourhood is not as densely populated as those

of its neighbours. In contrast, the LOF scores for o1, o2, and o3 are expected to have

low values.
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Applying LOF to Time Series Data

To apply the LOF technique to detect anomalies in time series data, the time series

can be transformed to a one-dimensional frequency plot, as shown in Figure 2.6. The

distance dist (d, o) between two data points, d and o, in a time series is defined as the

absolute value of the difference between the two data points:

dist (d, o) = |value (d)− value (o)| (2.19)

The absolute value of the difference is used, because the distance should be non-

negative. To detect anomalies, we model a normal distribution function around LOF

scores, by evaluating the mean (µLOF ) and the standard deviation (σLOF ) of the LOF

scores for each data point. Then using the Z-value test, we classify any data point

whose LOF score is not between [µLOF ± 3 · σLOF ] as anomalous.

2.3 Analysis of User-generated Content from Twitter

Recall that the work in this thesis is focused on user-generated content from the

Twitter social media platform. A literature review of time series analysis in the

Figure 2.6: Modeling time series as LOF, adapted from [52]
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context of Twitter data is provided in Section 2.3.1. The application of time series

analysis to Twitter data is also described. The Section 2.3.2 gives a review of previous

work related to the application to Twitter data of one specific time series analysis

technique, which is sentiment-based time series analysis.

2.3.1 Time Series Analysis

The number of tweets posted on Twitter in relation to a topic tends to change

with time. One reason these changes occur is that users who are interested in the

topic tend to post tweets during or immediately before or after an event related to

that topic. Here a topic refers to a name representing a real world event that is being

discussed on Twitter (such as a Canadian football game #CFL or a federal election

#election), while a micro-event (or subevent) refers to a small event that occurs in the

context of the main event (for example, in a Canadian football game, a touchdown is

a micro-event and in a federal election, a debate is a micro-event).

Several previous studies [5, 16, 34] have analyzed the tweeting patterns of users in

response to an event from a time series perspective. When modelling the social media

data as a time series, the general approach is to aggregate all data relevant to selected

topics based on a fixed time interval (seconds or hours) to generate a regular time

series. In the resulting time series, the peaks and lows become apparent, revealing

the evolution of interest in the topics over time.

We assume that sudden changes in the tweet frequency are mostly due to the

occurrence of events that influence enough users on Twitter to post tweets. Re-

searchers have proposed and applied existing data mining techniques for identifying

such changes in order to detect events on Twitter. Marcus et al. developed Twit-

Info [34], a tool that provides a visualization of a timeline of tweets containing a

queried topic, which updates in real-time. The temporal peaks in tweet frequency
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are highlighted by an automated event detection algorithm which uses an exponential

weighted moving average to detect peak time intervals where the frequency exceeds

a given threshold. The text of the relevant tweets in such an interval is further anal-

ysed to identify the top keywords that describe the underlying micro-event. A case

study on the tweets related to the topic of a soccer game illustrated that while the

algorithm was able to detect most of the micro-event during the soccer game, it also

produced a few false negatives for which there was no spike in the timeline. The

results imply that only those micro-events were detected for which users choose to

engage on Twitter. Thus, the reliability of the algorithm depends on the Twitter

users interest in a micro-event.

Avvenuti et al. developed an earthquake alert and report system (EARS) [5],

which is able to identify earthquake events in real-time by applying a detection algo-

rithm on the set of tweets related to earthquake topics on Twitter. It automatically

broadcasts the detected events via Twitter and email notifications. A pre-filtering

phase removes tweets that use the earthquake related keywords with different mean-

ings or that refer to past events. In order to identify large scale and small scale events,

the algorithm tests the tweet frequency per small-duration window against a thresh-

old. Further, the threshold is dynamically updated depending on the tweet frequency

that is calculated per long-duration window. When the small-duration and long-

duration window values were set to 1 minute and 1 week, respectively, their system

detected the occurrence of most earthquakes with magnitude greater than or equal

to 3.5 from Twitter, within seconds of the actual event. They reported an F-score of

0.85. The detected events were posted far earlier than the official notification issued

by the National Institute of Geophysics and Volcanology. The use of small-duration

and long-duration windows increased the efficiency of EARS for real-time analysis,

but the algorithm is sensitive to the selected window lengths and thus required tuning
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of those parameters by an expert with domain knowledge. The rate of false positive

was increased by nonsense tweets from fake accounts and by problem with language

detection while filtering the data in the initial stage.

Culatta [16] proposed a method for predicting rates of influenza-like illness in

a population by analyzing tweets related to a few influenza related keywords. The

method employs both simple and multiple linear regression models, which are initially

trained with the labelled influenza statistics data provided by the U.S government.

The trained regression models are then used to predict the true proportion of the

population exhibiting influenza symptoms. Culatta determined the accuracy of the

predictions by comparing them with the labelled influenza statistics data that was

published in weekly reports and concluded that the multiple linear regression outper-

forms simple linear regression model because the former showed a higher correlation

with the true statistics. The overall residual between estimated and true data was

considered too high for this approach to be put to practical use. Moreover, the re-

gression based model is costly in terms of memory and computation, and thus may

be not feasible for real-time analysis.

The studies reviewed here demonstrate that time series analysis of frequency of

tweets is a promising research direction. Overall, the event detection work in the

literature has been performed with one of two main intentions. The first intention is

to detect an unexpected event such as catastrophic disasters, financial crisis, and ter-

rorist attack as soon as it happens, based on sudden changes in the tweet frequency.

The second intention is to predict a future event based on the recent tweets, assuming

a strong correlation exist between a trending topic with an exponentially increasing

number of tweets on Twitter and a real event such as the spread of a disease, an

election, or a riot. The event detection approaches show promising results with ac-

ceptable accuracy, but it is difficult to deduce the cause of such events by simply
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analyzing the frequency of tweets.

2.3.2 Sentiment-Based Time Series Analysis

Recent studies [9, 46] have shown a strong relation between real events and emo-

tions expressed by users on Twitter. In order to identify a trend associated with

the users’ emotions as expressed in tweet text, Bollen et al.[9] applied a sentiment

analysis approach that measures the mood in six dimensions: tension, depression,

anger, vigour, fatigue, and confusion. Further, an off-line time series analysis based

on the z-score and variance normalization was performed individually on the trend

line for each mood dimension to highlight the peak periods. The experiments revealed

that real world events related to social, political, and economic topics are correlated

with significant abrupt changes in the trend lines of individual mood dimensions.

These results suggest that the occurrence of such events later influences the users to

express their reactions with strong sentiment in the tweets. Moreover, Thewall et

al.[46] studied these hypothesis from the opposite direction, i.e., whether the peaks of

events triggered by large reactions on Twitter are always associated with an increases

in the strength of expressed sentiment. The SentiStrength algorithm was used to

deduce the overall sentiment score for a time interval. Several such scores were then

aggregated to produce a time series for each topic under assessment. The authors

concluded that the overall sentiment level was quite low. Increases in negative senti-

ment had a significant impact on the main peaks in Twitter, but the level of positive

sentiment has limited impact.

Considering the evidence described above that abrupt changes in sentiment can

have a high correlation with the peak in tweets on Twitter, many researchers have

attempted to enhance sentiment analysis methods and to demonstrate the need for

analyzing aggregated Twitter sentiment for the detection of interesting events by

39



looking at anomalous peaks in sentiment. The detection of such interesting events

that are influenced by sentiment would be difficult through the analysis of time series

data consisting of general tweet frequency, because the change in one class of sentiment

could be masked by a complementary change in another class, resulting in no change

in the overall frequency of tweets.

Wang et al.[56] proposed an enhanced sentiment analysis method based on lexicon-

based classifiers that is specifically designed for the analysis of tweet text with emoti-

cons and special lexicon handling. They demonstrated the effectiveness and usefulness

of the proposed enhancements by showing their applicability to anomaly detection

through sentiment analysis on tweets collected related to a service provided by a

company whose name was not disclosed. They performed an off-line manual analysis

by graphing the frequencies of three different sentiment patterns. Their analysis was

based on the affective events theory which claims that people’s emotional responses

are influenced by events that shape their attitudes and behavior. The results were

consistent with the theory, in that during one period the graph showed significant

increase in negative tweets, and this period was later matched with a controversial

news item regarding the same service.

Another study presented by Diakopoulos et al.[18] considered the tweets related

to the U.S Presidential debate in 2008 and showed a correlation between the peaks in

the positive and negative sentiments on the topics of financial recovery and terrorist

threats in the debate. The task for sentiment classification of tweets was outsourced

to Amazon Mechanical Turk (AMT), a crowd-sourcing site where workers complete

short tasks for small amounts of money.

Several many similar research efforts focused on improving sentiment analysis

techniques [10, 28]. Both efforts included an application that demonstrated the indi-

vidual analysis of the aggregated Twitter sentiment classes to detect the anomalous
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peaks in an off-line manner. These efforts emphasize the importance of accurate sen-

timent analysis and its direct impact on the efficacy of specific applications that use

sentiment analysis as a preprocessing step.

While the work reviewed in this section does provide a motive and partial solution,

to the best of our knowledge no existing work in the literature focuses specifically on

developing or applying existing automatic time series analysis techniques for detecting

real-time anomalies in Twitter streams for separate sentiment classes.
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Chapter 3

The RSAD Approach

In this chapter, a real-time sentiment-based anomaly detection (RSAD) approach

for detecting sentiment-based anomalies is presented. Section 3.1 presents a formal

definition of an anomaly in the context of our research. Section 3.2 presents the

RSAD approach, in which the Twitter data stream for a specific user-specified query

is preprocessed, after which a two-stage real-time anomaly detection (TRAD) is per-

formed. An online algorithm for the TRAD approach is given in Section 3.3 and the

computational complexity of this algorithm is discussed in Section 3.4. In Section 3.5,

we describe a scalable implementation of the RSAD approach in the Apache Storm

framework which allows simultaneous analysis of tweets related to multiple queries.

3.1 Anomaly Formalization

The definition of the term anomaly with respect to a time series is often given in

a vague manner because it depends on the specific anomalous behavior in the data

that is of interest to the analyst, which is often based on the application domain [41].

Anomalies in different domains are different in nature and from each other. For

example, because network traffic is bursty, only exceptionally large bursts will be

considered to be anomalies; in contrast, since remote sensor networks commonly
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measure smooth and continuous phenomena, a small burst may be considered an

anomaly in this setting.

The primary domain of the work in this Thesis is the user-generated content from

Twitter. Twitter provides this data in the form of data streams. From the data

modeling perspective, data streams have a unique characteristic in which the data

distribution generating the data points has a tendency to change over time. When

this change in underlying distribution appears in the data it is referred to as temporal

evolution, non stationarity, or temporal concept drift [12]. Concept drift occurs due

to the unpredicted substitution of one data source with another source. In the context

of the Twitter data stream, data is generated when the users post the tweets related

to a topic. Thus, the users are the data sources who generate the data in the Twitter

data streams. Concept drift appears in the Twitter data stream when the tweeting

pattern of the users or the number of actively tweeting users changes.

The tweets in the Twitter data stream arrive sequentially at irregular time interval.

Given such a temporally irregular series of tweets, the task of detecting concept drift

becomes challenging. In order to analyze the change in the temporal pattern of

number of tweets, regular time series of tweets should be constructed. This can be

achieved by aggregating the tweets over consecutive time intervals of predetermined

length (e.g., 5 minutes). The process of grouping a number of continuous tweets

within a time interval into a bin value (dt) is called temporal binning, and the length

of time interval is called the temporal bin length. The result of temporal binning is a

temporally regular series of bins, which is a time series data stream of tweets.

Concept drift may appear in the time series data stream in different forms over

time. When concept drift occurs, the mean of the data changes. Depending on the

various rates at which concept drift occurs, there are two main types of changes that

may appear in a single variable along time as defined in the literature [12]: sudden
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and gradual. In sudden concept drift (depicted in Figure 3.1(a)), the changes that

instantly and irreversibly change the variable class are apparent (e.g. in the context

of Canadian Football League, the sub-topic of interest that a user is tweeting may

suddenly switch from one game to another game each week).

In contrast to sudden drift, gradual concept drift (depicted in Figure 3.1(b)) occurs

when there is a smooth transition in the distribution class of the variable (e.g. in the

context of Canadian Football League, relevant sub-topic of a user change from one

game to another game, while the user does not switch abruptly, but rather keeps

going back to previous interest for some time).

As the concepts changes over time, there may be instances where a concept will

reoccur (depicted in Figure 3.1(c)), this is called reoccurring drift. A concept can

reoccur either suddenly, or gradually. Reoccurring drift is not certainly periodic as

seasonality concept. It is not clear when the source might reappear and that is the

main difference from seasonality concept used in the statistic [12].

Figure 3.1: Types of concept drift in time series data streams.
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The sudden and gradual drifts that are rare in the underlying data pattern rep-

resents anomalous behaviour. Such anomalous behaviour is of interest to the analyst

benefiting from the work in this thesis. However, the reoccurring drift that is either

sudden or gradual is considered normal after these concepts repeatedly appear and

are not rare anymore in the underlying data pattern. In order to detect such rare

anomalous behaviour, two types of anomalies are formally defined in the context of

this Thesis.

Definition 3.1.1 (Candidate Anomaly). A data point (dt) is a candidate anomaly

(ct) if its value deviates from the values of other data points in the local context by

a factor of at least τc. The threshold value τc is a user defined parameter.

Definition 3.1.2 (Legitimate Anomaly). A candidate anomaly is legitimate (lt) if

its value deviates from the values of other previously detected candidate anomalies

within some limited timeframe (called a window), by a factor of at least τl. The

threshold value τl is a user defined parameter.

In the above definitions τc and τl are two tunable factors. τc is the threshold to

identify data points as candidate anomalies, whereas τl is the threshold to identify

candidates as legitimate anomalies.

Figure 3.2 illustrates an example of the candidate and legitimate anomalies de-

tected in a synthetic time series data stream of tweets. These time series evolves

from Class 1 to Class 5 of the underlying data distribution. The significance of these

classes is to measure the change in data distribution. Between time T1 and T2,

statistically significant changes in the data begin to appear gradually, resulting in

gradual concept drift from Class 1 to Class 2. As these are the first occurrence of

Class 2 gradual concepts between T1 and T2, these changes are rare and detected as

both candidate and legitimate anomalies. However, after time T2, Class 2 concepts
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Figure 3.2: Synthetic time series data streams, presenting the legitimate and candi-
date anomalies.

are detected only as candidate anomalies and not as legitimate anomalies. This is

because the reoccurring nature of the Class 2 concept became apparent in the data.

Similarly, the gradual shift in the data distribution between Classes 3, 4, and 5 are

detected as legitimate anomalies until they appear to be rare and the repetition be-

comes apparent in the time series, after which the candidate anomalies are no longer

providing new information about the pattern.

3.2 Overview of the RSAD Approach

Figure 3.3 gives an overview of the sentiment-based anomaly detection process

presented in this Thesis. Assume that a Twitter data stream has been configured

to provide tweets based on some user-specified query (e.g., “#tdf”). The RSAD

approach processes the input data stream in two main steps: preprocessing and two-

stage real-time anomaly detection (TRAD).

3.2.1 Step 1: Preprocessing

As each new tweet arrives from the data stream, two preprocessing steps are per-

formed. The preprocessing steps transform the input Twitter data stream into three
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Figure 3.3: Real-time multi-stage analysis on Twitter data stream: pre-processing
and anomaly detection stages, in proposed RSAD approach

separate aggregated time series data streams, which substantially reduces the prob-

lem of detecting sentiment-based anomalies to the more familiar problem of detecting

anomalies in a time series. In the first preprocessing step, sentiment analysis is per-

formed using Sentiment 140 to classify tweets as positive, neutral, or negative [42] as

they arrive. Sentiment 140 was designed specifically to address the short and cryptic

nature of English language tweets.

In the second preprocessing step, temporal binning is performed over the classified

tweets. The granularity of this temporal binning is based on temporal bin length and

affects the sensitivity of the RSAD method to small-scale vs. large-scale anomalies.

The temporal bin length can be set based on an expectation of the velocity patterns

of the tweets for the given query. Since the goal is to analyze these data streams based

on tweet frequency, once the classification and temporal binning are performed, the

actual contents of the tweets can be discarded. All that remains is the number of

positive, neutral, and negative tweets that were seen in each temporal bin. These

frequency counts serve as the data points for the TRAD stage.
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3.2.2 Step 2: Two-stage Real-time Anomaly Detection

The two-stage real-time anomaly detection (TRAD) step simultaneously and inde-

pendently analyzes the number of tweets in the temporal bins for each of the positive,

neutral, and negative sentiment streams in order to determine if any of these should

be considered anomalies. To maintain approximately real-time performance, the anal-

ysis of one temporal bin must happen sufficiently quickly so that it is complete before

the next bin of data is generated. For example, if the temporal bin length is set at

two minutes, this process must be completed in less than two minutes.

In contrast to analyzing a stream of the number of tweets, the independent analysis

of each sentiment stream is important. The independent analysis allows to detect the

change in the number of tweets in one class (e.g., increases in the positive tweets) even

if it is masked by an inverse change in another class (e.g., decreases in the negative

tweets). In such cases, there will be no apparent change in the total number of tweets,

whereas changes in the sentiment classes could be inverse.

A two-stage process is employed for real-time anomaly detection: first, the can-

didate anomalies are identified based on their difference from the local context, and

second, these candidates are examined to see if they are legitimate anomalies by com-

paring them to other candidate anomalies that have been seen recently. The following

two subsections explain several approaches that can be used for these two respective

stages.

Stage 1: Candidate Anomaly Detection

To detect candidate anomalies among a time series of data points, we consider a

deviation-based approach using two possible methods for determining the average of

the previously seen data points: exponentially weighted moving average (EWMA) [36]

and probabilistic exponentially weighted moving average (PEWMA) [13]. While each
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of these approaches has been used to detect outliers in streaming data in separate

contexts [13, 34], it is not clear which is most appropriate for detecting sentiment-

based anomalies in Twitter data.

In the deviation-based approach, an anomaly score of a data point is calculated

that represents its deviation from the mean of the data points in the neighborhood.

In the streaming context, the local neighbors of an newly arrived data point are the

ones that recently arrived (past data) because the following data points (future data)

have not yet been received. The candidate anomaly score (CAS) for a data point dt

at time t is evaluated using the following formula:

CAS(dt) =
|dt − µc(t−1)|

µc(t−1)
(3.20)

where µc(t−1) is the mean of the past data points at time t− 1. CAS was adapted

from the A-ODDS technique [40]. If the CAS of the current data point is near zero,

the point is close to the other data points in the neighborhood. If the CAS of the

current data point is large, then the data point is significantly larger or smaller than

the other data points. In order to label the current data point as a candidate anomaly,

the CAS should be larger than the standard deviation of the recently seen data points

by some factor. The threshold condition for a data point dt to be so labeled is given

as:

CAS(dt) > τc ∗ σc(t−1) (3.21)

where σc(t−1) is the standard deviation of the past data points at time t − 1 and

τc is a parameter that can be set by a domain expert according to the type of the

data stream. A lower value of τc increases sensitively to anomalies with low level of

granularity, whereas a higher value increases sensitivity to high level of granularity.

A data profile represents the statistics and information about the data with respect
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to the local context (recent history of data points) or the global context (complete

history of data points). Here µc(t) and σc(t) are the data profile representing the

local context, and these need to be updated for each new data point dt. A näıve

approach is to consider all the data points over the last t periods. Then using these

data points, the data profile in the local context can be updated with the incremental

mean and standard deviation method as given in Equations 2.5 and 2.6. However,

when using this method to update the data profile, it will consider all the data

points and it would be difficult to calculate the data profile for the local context

incrementally without maintaining the list of all data points (i.e., to calculate the

mean and standard deviation for the recent history of data points).

Another approach is to use the exponentially weighted moving average (EWMA) [36]

and incrementally update µc(t) and σc(t) as given in the following equations:

µc(t) = αEWMA · µc(t−1) + (1− αEWMA) · dt (3.22)

σc(t) = αEWMA · σc(t−1) + (1− αEWMA) · |dt − µc(t−1)| (3.23)

Here 0 < αEWMA < 1 is the decay weighting factor. The αEWMA parameter controls

the weight distribution between the new data point dt and the old mean µc(t−1). A

value of 0 implies no weight on the history, while a value of 1 implies all weight on the

history. Algorithm 3.1 shows the procedure to update data profile for local context

using EWMA.

An inherent assumption with the EWMA approach is that the mean is chang-

ing gradually with respect to the exponential weighting parameter αEWMA. Thus,

a significant change in dt will result in a significant increase in µc(t) and an even

greater increase in σc(t). To increase resiliency against such changes in dt, the value

of the weighting parameter αEWMA can be dynamically adjusted. More precisely, if
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Algorithm 3.1: UpdateLocalDataProfile-EWMA
(
dt, αEWMA, µc(t−1), σc(t−1)

)
Input: dt - data point, αEWMA - decay parameter, µc(t−1) - old mean, σc(t−1) -

old standard deviation
Output: µc(t) - updated mean, σc(t) - updated standard deviation

1 begin
2 diff ← | µc(t−1) − dt |
3 σc(t) ← αEWMA· diff + (1− αEWMA) · σc(t−1)
4 µc(t) ← αEWMA · dt + (1− αEWMA) · µc(t−1)
5 end

dt changes with respect to recent data points, then a higher weight (αEWMA close to

1) should be given to recent data points; otherwise, more weight should be given to

dt.

Another approach that probabilistically adjusts the weighting parameter is prob-

abilistic exponential moving average (PEWMA) [13]. This approach adjusts the

weighting parameter based on the probability of occurrence of the value of the cur-

rent data point. The probabilistic weighting parameter is given as αPEWMA =

αEWMA (1− βPt), where Pt is the probability of occurrence of dt and β is the weight

placed on Pt. The parameter α is multiplied by (1− βPt) to reduce the influence of

an abrupt change in dt on the moving average.

The probability density estimator equation with the standard normal distribution

for Pt is given as:

Pt =
1√
2π

exp

(
−Z

2
t

2

)
(3.24)

While evaluating Pt for the current data point dt, it may happen that Pt → 0, if

σc(t−1) → ∞. To avoid such situations, normalization is applied to the input data

points to obtain a zero-mean and unit standard deviation random variable Zt =

(dt − µl) /σl. The factor 1√
2π

is the constant height and it is selected to normalize

Pt such that 0 < Pt <
1√
2π

. The drawback of considering the standard normal
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distribution is that for larger values of dt, Pt → 0. However, our approach does not

require that the deviation of dt be large, as long as it is sufficiently deviated from

the underlying data distribution. By adjusting equation 3.22, with the probabilistic

weighting factor [13], we get:

µc(t) = αPEWMA ∗ µc(t−1) + (1− αPEWMA) ∗ dt (3.25)

Algorithm 3.2 shows the process of updating a data profile for a local context

using PEWMA. The value for the decay weighting factor is updated (line 6) based on

the probability of occurrence of the input data point dt. Then, Algorithm 3.1, which

computes EWMA, is called with the updated weighting factor (line 7). Algorithm 3.1

depends on the decay factor passed as a parameter, whereas Algorithm 3.2 generates

the decay factor from the data distribution of recent data points.

Figure 3.4 shows a time series data stream of positive sentiment tweets. The fig-

ure illustrates the impact of a sudden change in dt (high peaks) on the estimated

standard deviation (above and below the mean) when evaluated with EWMA versus

PEWMA. EWMA remains high for an extended period, resulting in false negatives

Algorithm 3.2: UpdateLocalDataProfile-PEWMA
(
dt, µc(t−1), σc(t−1)

)
Input: dt - data point, µc(t−1) - old mean, σc(t−1) - old standard deviation
Output: µc(t) - updated mean, σc(t) - updated standard deviation

1 β = 1
2 αEWMA = 0.97 // constant maximum decay factor

3 begin

4 zt ←
(dt−µc(t−1))

σc(t−1)

5 Pt ← 1√
2π

exp
(
− z2t

2

)
6 αPEWMA ← (1− βPt) · αEWMA

7
(
µc(t), σc(t)

)
← updateLocalDataProfile-EWMA

(
dt, αPEWMA, µc(t−1), σc(t−1)

)
8 end
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Figure 3.4: Candidate anomalies detected using one standard deviation estimated
(above and below mean) with EWMA and PEWMA respectively (temporal aggrega-
tion of 15 minutes).

(triangles) when analyzing for candidate anomalies. In contrast, the standard devia-

tion as estimated by PEWMA, quickly adjusts after the sudden change in dt as the

large peak is identified.

Stage 2: Legitimate Anomaly Detection

To detect whether a candidate anomaly should be considered a legitimate anomaly,

we use a one-sided sliding window of length Wt (e.g., 6 days). In contrast to main-

taining all past data points in a sliding window that fall in the window length, which

is the conventional way, only those data points are maintained that are identified as

anomalies in Step 1. As the sliding window moves forward with the arrival of a new

data point, the expired anomalous data points from the tail of the sliding window are

removed.

A window-based deviation approach is considered using two possible methods for

determining the deviation of the data points in the window: standard deviation (STD)

based on the simple arithmetic mean, and median absolute deviation (MAD) based

on the median. While each approach has been used to detect outliers in static time
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series data [33, 36], it is not clear which is most appropriate for a sliding window.

To determine whether a candidate anomaly should be considered legitimate anomaly,

the legitimate anomaly score (LAS) is calculated. The LAS of a data point repre-

sents its deviation from the mean of the candidate anomalies in the window. For the

current data point dt, the equation for LAS is computed as:

LAS(dt) =
|dt − µl(t−1)|

µl(t−1)
(3.26)

where µl(t−1) =
∑t

i=(t−Wt)
di (Equation 2.3) and Wt is the window length. In order to

account for the data points that are in the window at time t, only the past Wt points

are considered. LAS gives the relative distance of dt with respect to the mean of the

candidate anomalies in the window.

The significance of the LAS value is similar to that of CAS in Equation 3.20. The

value of the LAS for data point dt should be sufficiently large in order to label it as

a legitimate anomaly. The cutoff condition is given as:

LAS(dt) > τl ∗ σl(t−1) (3.27)

where σl(t−1) =
√

1
Wt

∑t
i=(t−Wt)

(di − µl(t−1))2 (Equation 2.4), which is the standard

deviation (STD) estimated from the simple arithmetic mean of the recent candidate

anomalies in the window. τl is a threshold factor for legitimate anomalies, which is

similar to τc in Equation 3.21.

At each step of the algorithm the mean µl(t) and standard deviation σl(t) are

updated with respect to the sliding window. Algorithm 3.3 shows the procedure to

update the data profile representing the sliding window using the STD.

The number of data points in the sliding window will be sufficiently small, since

we are only maintaining the candidate anomalies, as opposed to all the data points.
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Algorithm 3.3: updateWindowDataProfile-STD(Wt)

Input: W - window, Wt - window size
Output: µl(t) - mean of window, σl(t) - window standard deviation

1 begin

2 µl(t) =
∑t

i=(t−Wt)
di

3 σl(t) =
√

1
Wt

∑t
i=(t−Wt)

(di − µl(t))2

4 end

In the case where the sample data set is relatively small, the standard deviation

technique is strongly affected by the presence of extreme anomalies [33]. In such a

scenario, robust statistical techniques, such as median and median absolute deviation

(MAD), which are resilient with respect to extreme values, are recommended [33]. The

median of the sliding window of previously detected candidate anomalies is given as:

Mt = M t
i=(t−Wt)

(di). Moreover, the median absolute deviation (MAD) is calculated as:

MAD = β ·M t
i=(t−Wt) (|di −Mt|) (3.28)

The process for updating the data profile representing the sliding window using MAD

is shown in Algorithm 3.4. First, the median of the window is evaluated (line 4) and

then the MAD of the window is computed using Equation 3.28 (line 5).

Figure 3.5 shows an example of a time series data stream of negative sentiment

Algorithm 3.4: UpdateWindowDataProfile-MAD(Wt)

Input: W - window, Wt - window size
Output: µl(t) - median of window , σl(t) - median absolute deviation

1 begin
2 β = 1.4826 // constant, see Section 2.2.3

3 S ← Sort {d1 . . . dWt}
4 Mt ← S

[
Wt

2

]
// compute median

5 MAD ← β ·M t
i=(t−Wt)

(|di −Mt|)
6 end
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Figure 3.5: Candidate anomalies identified as legitimate anomalies using STD and
MAD, estimated with the simple arithmetic mean and median respectively (temporal
aggregation of 15 minutes)

tweets and Wt = 6 days. The figure illustrates the effect of large peaks on the

estimated mean and median values. The mean of the window increases abruptly

when a large peak enters the window on June 30. The mean drops when this peak is

removed from the sliding window after six days (July 6). This shows that the presence

of extreme values changes the mean dramatically. During this period, the standard

deviation estimation (above and below the mean) failed to identify the true legitimate

anomalies (triangles). Whereas, the median absolute deviation estimation (above

and below the median) was not affected by the extreme peaks, and the legitimate

anomalies were found effectively.

3.3 The Online TRAD Algorithm

Algorithm 3.5 presents the streaming and steady-state version of the proposed

TRAD approach. In order to operate in steady-state, it is necessary to first train the

model on initial observations during start-up. The model will be trained for initial

period T , i.e., until t 6 T (line 8). It is important to note that if anomalies are
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Algorithm 3.5: Streaming-TRAD(Wt, τc, τl)

Input: Wt - Window size, τc - Candidate threshold, τl - Legitimate threshold
Output: AT - Anomaly type
(0 → not an anomaly, 1 → candidate anomaly, 2 → legitimate anomaly

1 αEWMA ← 0.97
2 T ← Training period (e.g. 1-hour)
3 Initialize: window data← [Wt]; µc(t) ← 0; σc(t) ← 0; µl(t) ← 0; σl(t) ← 0;
4 begin
5 while data stream continues do
6 Receive the next streaming data point dt
7 AT ← 0
8 if t 6 T then

9 CAS ← |dt−µc(t)|
µc(t)

10 if CAS > τc ·
(
σc(t)
µc(t)

)
then

11 AT ← 1 // candidate anomaly

12 LAS ← |dt−µl(t)|
µl(t)

13 if LAS > τl ·
(
σl(t)
µl(t)

)
then

14 AT ← 2 // legitimate anomaly

15 end if
16 Slide window data (Wt) forward by adding dt and removing dWt

// update window context using STD or MAD

17
(
µl(t), σl(t)

)
← updateWindowDataProfile-STD/MAD(Wt)

18 end if

// update local context using EWMA or PEWMA

19
(
µc(t), σc(t)

)
← updateLocalDataProfile-EWMA

(
dt, µc(t), σc(t)

)
20 else
21

(
µc(t), σc(t)

)
← updateLocalDataProfile-SimpleMean

(
dt, µc(t), σc(t)

)
22 end if
23 Report AT as the anomaly type for dt; if 1 or 2

24 end while

25 end

present during the training period, it may take longer to neutralize their effect on the

model being learned, as EWMA based methods have the tendency to gradually forget

history. This can be overcome by computing the local data profile model using the

exact mean and standard deviation (line 21) of the data during the training period
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(t < T ). The value for the training period depends on the underlying data distribution

(e.g., for a bursty time series, a shorter training period can capture the normal data,

however for a smooth time series the training period must be longer to capture the

normal data). If the nature of the underlying data is unknown, the optimal training

period value can be chosen as close to the window size Wt as possible, such that the

window can be initialized.

The algorithm accepts three user defined parameters: window size (Wt), candidate

threshold (τc), and legitimate threshold (τc), which are associated with each query.

The output of the algorithm is simply a flag that represents the type of anomaly

detected (i.e., candidate or legitimate anomaly or no anomaly at all). As each data

point dt arrives (line 6), first the anomaly score CAS is computed (line 9). The

CAS is then compared to the standard deviation. A data point is considered a

candidate anomaly if its CAS goes beyond the standard deviation by the factor of

the candidate threshold (line 10 and 11). If the condition in line 10 is true, i.e., dt

is a candidate anomaly, then we compute legitimate anomaly score LAS to check if

it is a legitimate anomaly. Similarly, the LAS is compared to the standard deviation

of the window (line 13). A data point is considered a legitimate anomaly (line 14) if

its LAS goes beyond the standard deviation by the factor of the legitimate threshold.

If the data point dt is identified as any one of the above anomalies, it is pushed into

the sliding window of recent anomalies (line 16). Finally, the mean and standard

deviation representing the data profile in the two different contexts, local (line 19)

and window (line 17), are updated to account for the new data point. An alert

is generated (line 23) only if a legitimate anomaly is detected (i.e., At = 2) and

optionally, for a candidate anomaly if requested by the analyst.

The proposed algorithm does not require the entire data set; instead it works

online and incrementally. As this is an online algorithm, there is no return statement
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in the logic, instead the algorithm will keep processing the incoming data points from

the data stream until it is terminated manually. We will discuss the performance of

the above algorithm in the results section.

Note that for the purpose of conducting experiments, lines 19 and 17 are changed

to use appropriate functions (EWMA or PEWMA for local context and STD or

MAD for window context). This is because for the evaluation of these alternative

approaches, the experiments are conducted for each combination of these methods to

detect the candidate and legitimate anomalies.

3.4 Computational Complexity

As this thesis proposes an algorithm for the real-time analysis of data streams,

it is crucial to consider its performance in terms of execution time. We consider

the RSAD algorithm to be sufficiently efficient if it is able to analyze the current

collection of binned tweets before the next one is generated, making it suitable for

real-time performance depending on the user selected binning interval.

In terms of computational complexity, the calculations used to determine the

candidate anomalies are linear due to the incremental nature of calculating EWMA

and PEWMA. When determining whether or not a candidate anomaly is a legitimate

anomaly, it is necessary to loop over all of the candidate anomalies in the current

window for calculating STD and MAD. As such, this second step has a complexity

of O(n) (Equation 2.6), where n is the maximum number of potential candidate

anomalies. For example, given a window size of 6 days and an aggregation interval

of 15 minutes, the worst-case value for n is 576. Clearly, with these settings, the

approach can be considered to run in real-time. Even with a high velocity data

stream, as long as the aggregation interval is at least one minute, the approach will
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be able to keep up with the inflow of data on a sufficiently fast computer system.

3.5 Implementation in the Apache Storm Framework

An important contribution of this Thesis is to implement data collection and

anomaly detection techniques together in a distributed real-time streaming frame-

work. Streaming algorithms that analyze data streams are difficult to implement on

their own without making use of a streaming framework. This is because there are

critical challenges when processing data streams efficiently such as fault-tolerance,

scalability with distributed processing, low latency computation, and efficient stor-

age. All of these must be addressed to ensure that the overall system does not fail

in the cases where data streams are generated at a faster rate than the system can

handle.

Recently, the increasing need for real-time computation on data streams has led

the open-source community to develop stream processing frameworks, which are de-

signed specifically to overcome the above mentioned challenges. In this work, we

utilize a stream processing framework called Apache Storm [47]. Storm is a dis-

tributed, highly scalable, fault-tolerant framework for real-time analysis of streaming

data. Storm works by specifying a streaming topology in terms of spouts (data

sources), tuples (data objects), and bolts (tuple processing units). While technologies

like Hadoop [32] and Spark [55] process batches of static data, Storm is designed to

continuously analyze an incoming stream of data. Although Spark has a streaming

API, Storm is purpose-built for streaming analysis. A detailed survey of available

open-source stream processing frameworks is given by Bifet et al. [20].
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3.5.1 Concepts in Storm

In order to understand the implementation details that are provided in Section

3.5.2, we list the core concepts in Storm [4] as illustrated in Figure 3.6.

Topology : The overall logic and data flow for a real-time application is packaged

into a Storm topology. A Storm topology is a graph of spouts and bolts that are

connected with stream groupings. A topology is analogous to a MapReduce job [17],

which processes a stream of data in batches. However, one key difference is that a

MapReduce job eventually finishes, whereas a topology runs forever (or until stopped

manually).

Tuple and Stream: A Tuple is the core data structure in Storm. A tuple is a

list of key-value pairs, where the values are dynamically typed, i.e., the types of the

fields do not need to be declared and they can be of any type. It is also a serializable

object, as it needs to be serialized and de-serialized when distributed between tasks.

A stream is an unbounded sequence of tuples that is processed and created in parallel

and distributed fashion. Spouts and bolts interact with each other through streams.

Spouts : A spout is the source for a stream in the topology. Spouts read data from

an external source, convert the data into a tuple, and then emit the tuple into the

topology (e.g. log file, Twitter API). They are the starting point in the topology,

from where the stream is initiated. Spouts emit a stream to subsequent bolts for

Figure 3.6: Core concepts in Apache storm, adapted from [4]
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further processing.

Bolt : All the processing in the topology is done in bolts. Bolts provide a variety

of services such as filtering aggregations, performing joins, communicating with the

database, and more. The input to a bolt is a stream which is emitted from a spout

or another bolt. Bolts are capable of performing simple stream processing. Complex

stream processing often requires multiple steps and thus multiple bolts. For example,

processing a stream of tweets into a stream of trending topics requires at least three

steps: a bolt to split text into words, and one or more bolts to keep a rolling count

of each word, and a bolt to stream out the top-n topics. After processing a stream, a

bolt can emit the processed tuples to subsequent bolts or store them in a database.

Parallelism and Stream Grouping : Parallelism of topology components is a crucial

factor that needs to be configured to ensure that the overall stream processing perfor-

mance is adaptive to variations in the data stream velocity. Each spout or bolt can be

configured to execute as many instances as needed across the topology. Each instance

corresponds to one thread of execution and the stream grouping defines how the in-

put stream should be partitioned among the multiple instances of a bolt. In other

words, if the bolt is not paralleled (unique), the input stream will be processed by a

single thread. With parallelism, the input stream will be partitioned among multiple

threads of instances to execute the same task for the bolt simultaneously. Stream

grouping defines the flow for partitioning the stream. Example of stream grouping

includes shuffle grouping, fields grouping, and direct grouping. Storm has dynamic

parallelism, where a minimum and maximum preference for the degree of parallelism

can be specified. If the workload is less such that one instance can handle, minimum

parallelism is done for the bolt’s tasks. If the workload increases, the number of

threads are dynamically increased to less than or equal the maximum preference.
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3.5.2 Twitter Analytics Topology

The design of TAT for the overall system is shown in Figure 3.7. When receiving

the Twitter data stream, the Twitter Spout processes each tweet object and extracts

the required fields including: tweet timestamp, text, user, geolocation, and retweet

count. A tuple object is created from the extracted fields and emitted by a spout for

further processing. First, this tuple object is preprocessed for sentiment classification

by the preprocess bolt. Then the multistage bolts process these sentiment classified

tuples and cooperate with each other to implement the anomaly detection algorithm

and the data collection process. The anomaly detection approach (TRAD) presented

in Section 3.3, was described in the context of analyzing a single query, however

Twitter Analytics Topology is designed such that anomaly detection can be scaled to

analyze multiple queries simultaneously.

The overall workload is distributed between three modules: Preprocess, Monitor,

and Storage, which processes the stream of tuples synchronously. The Preprocess

module classifies the tuples into specific query and the sentiment by analyzing the

Figure 3.7: The design logic and data stream flow for overall system packaged in
Twitter Analytics Topology (TAT)
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tweet text. Here, as a preprocessing stage, two new fields are appended to each

tuple, query and sentiment, which are then forwarded to the Monitor and Storage

modules as a stream. The Monitor module analyzes the tuples to detect anomaly by

implementing the proposed TRAD approach. For each identified anomaly, an email

is sent to the analyst and the anomaly details are stored in the Anomalies table.

The Storage module collects the tweet data from the tuples and then stores them

in the Tweets table. This process is done in batches to avoid frequent access to the

database. The stored data in the Anomalies and Tweets tables are then used for any

application that performs analyses of Twitter data, such as a visual twitter analytics

application [26, 27].

3.5.3 Integration of Continuous Input Twitter Streams

The Twitter data stream that provides every message from every user in real-time

is called the Streaming API [50]. To capture and analyze the massive amount of

real-time tweet data delivered by these Twitter Streaming API, we have redesigned

Storm spout’s operating logic as illustrated in Figure 3.8 as a Twitter spout. An

open source library called Twitter4J [49] is used to make the connection with the

Streaming API. While connecting, a list of queries from the queries table is provided.

Figure 3.8: Internal working of the redesigned Storm spout for processing a Twitter
data stream
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These queries in the database are the ones specified by the analyst. The queries table

structure is shown in Table 3.1. Once the connection is authenticated, Twitter will

keep pushing the raw tweet objects (as JSON data) in real-time to the spout. The

spout then queues the raw tweets to an in-memory first in first out (FIFO) queue.

The raw tweets are eventually popped out from the queue and processed to generate

tuple objects with the selected fields. The queue is used as a buffer, in the case where

the raw tweets from the Firehose API are arriving faster than the spout can process

them. Finally, the generated tuple objects will be sent to subsequent bolt components

as an internal stream.

3.5.4 Preprocessing the Stream

The Preprocess module in the topology performs two classification tasks, query

and sentiment classification as shown in Figure 3.9. First, query classification is

performed by the Query Analysis bolt. A tuple that is emitted from the Twitter

Spout contains tweet information. However specific information about the query

that is associated with this tweet is not known, as Twitter does not specify this

information explicitly in the response. In order to categorize a stream of tweets into

those that are produced from multiple queries, each tweet is classified by matching

the tweet content with the list of queries from the Queries table (Table 3.1) using

regular expressions. A tweet can be classified into one or more queries and tagged

Table 3.1: Queries table used by the Storm topology

Fields Type
Query String (name of the query e.g. #earthquake)
Window Size Integer (sliding window length in minutes)
Legitimate Threshold Decimal (between 1 and 5)
Candidate Threshold Decimal (between 1 and 5)
Aggregation Factor Integer (duration in minutes)

65



accordingly.

Second, sentiment classification is performed by the Sentiment Analysis bolt. The

system utilizes a third party API called Sentiment 140 [42] which classifies the tweet

text into negative, neutral, and positive classes. In order to avoid making redundant

API requests for each tuple, a list of tweet text is prepared by extracting the text

from a small batch of tweets. A request to the API is made with the list of tweet

text for bulk processing and it responds with the list of codes corresponding to the

sentiment class.

The Query Analysis bolt is configured for parallel execution. However, the Sen-

timent Analysis bolt is not parallelized because the number of requests to the Sen-

timent140 API is restricted. Having a single instance of Sentiment Analysis bolt

makes it easier to keep track and enforce the number of requests being made to the

Sentiment 140 API. Finally, the tuple classified by query and sentiment is emitted

further to the Monitor and Storage modules.

Figure 3.9: Pre-process module in Storm topology, with multistage bolts that imple-
ments query and sentiment classification analysis over the stream
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3.5.5 Real-time Anomaly Detection using TRAD

The Monitor module operates over the stream that is emitted from the Preprocess

module as shown in Figure 3.10. It performs the tasks of aggregation and anomaly

detection analysis using the proposed TRAD approach. The input stream from the

Preprocess module is partitioned based on the sentiment attribute, generating three

streams corresponding to each sentiment. The Aggregation bolt is parallelized with

three instances to process these three streams. This means that there will be three

threads for the Aggregation bolt, one for each sentiment class. The temporal binning

is performed for each query based on the aggregation factor specified by the analyst.

The temporal bin count related to each class of sentiment is temporarily stored in

memory for each query. The aggregated bins represents a data point in the time

series, that are then emitted further to the Anomaly detection bolt.

The Anomaly Detection bolt implements the streaming TRAD algorithm as pre-

sented in Algorithm 3.5. The Anomaly Detection bolt is parallelized with three in-

stances, in order to individually process the tweets corresponding to each class of

sentiment. The sliding window data structure generated by the TRAD algorithm

for each query are stored to an in-memory data structure and has a constant space

Figure 3.10: The Monitor module in Storm topology, with multistage bolts that
implements the aggregation and RSAD approach which operates over the stream
provided the from Preprocess module
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requirement. The anomaly detection result emitted by all three instances is summa-

rized by the Summarize bolt, which then further stores the anomaly details in the

Anomalies table and notifies the analyst if anomalies are detected.
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Chapter 4

Evaluation Methodology and Results

This Chapter presents the experiments performed to compare the four versions

of the aforementioned TRAD approach, along with other two anomaly detection

techniques discussed specifically in Chapter 2 (SLR and LOF). In Section 4.1, the al-

gorithms that are chosen for comparative experiments are listed with their parameter

sets. In Section 4.2, the two datasets that are used for this evaluation are described.

Section 4.3 steps through the experimental procedures that were followed and pro-

vides the specification of the environment in which the experiments were conducted.

Section 4.4 presents the result of the evaluation along with a discussion on the find-

ings.

4.1 Algorithms

The primary technique that is under evaluation is the two-stage real-time anomaly

detection technique (TRAD), with the four variants for calculating the mean and

standard deviation. The two alternative techniques for anomaly detection that are

compared with the TRAD technique are Simple Linear Regression (SLR) and Local

Outlier Factor (LOF). Interested readers can review the algorithms for TRAD, SLR,
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and LOF techniques in the corresponding Sections 3.3, 2.2.4, and 2.2.5. These tech-

niques are evaluated with the three sentiment classified time series present in each

dataset. Each of these techniques operates with different sets of parameters. In the

following subsections, these parameters and how they are varied in the experiments

are given.

4.1.1 Two-stage Real-time Anomaly Detection

In Section 3.2.2, the proposed two-stage real-time anomaly detection (TRAD)

technique for anomaly detection is presented with the feasible approaches for detecting

the candidate and legitimate anomalies. The combination of the two models that can

be applied to detect candidate anomalies (EWMA and PEWMA) and the two models

that summarize the statistical properties of the sliding window (STD and MAD)

resulted in four variant techniques of the TRAD technique. These are EWMA-STD,

EWMA-MAD, PEWMA-STD, and PEWMA-MAD. These techniques are evaluated

independently in order to identify the one with comparatively better accuracy in

detecting the sentiment-based anomalies that are the focus of this research. The

accuracy of each technique is based on its ability to detect true anomalies in the

presence of extreme anomalies, and to reject false anomalies in the time series data

streams. In order to evaluate the accuracy of these four techniques for detecting

sentiment anomalies in real-world datasets, experiments were performed by varying

the following three input parameters in the TRAD algorithm that is presented in

Algorithm 3.5:

• n represents the length of the sliding window, which is defined in terms of the num-

ber of historic data points to be maintained for detecting the legitimate anomalies.

For example, if 1 week of window period is considered with the data aggregation

of 1 hour, the value of n will be n = 168 (24 · 7 days). The range of values for
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this parameter are different for each dataset and will be defined in the Section

corresponding to each dataset.

• The threshold parameter for candidate anomaly detection stage τc is varied in the

range [1,5] with the step size of 1.

• The threshold parameter for legitimate anomaly detection stage τl is varied in the

range [1,5] with the step size of 1.

The other parameters that were not varied are the decay factor for both EWMA

and PEWMA; these are assigned with a fixed value of αEWMA = 0.97 and αPEWMA =

0.99, respectively. These values for decay factors are the optimal minimum mean

square error parameters in many settings [13]. Each of these approaches were im-

plemented in the algorithm by substituting the function calls that summarizes the

statistical properties with the appropriate methods for that approach.

4.1.2 Simple Linear Regression Analysis

The first alternative technique that was implemented for the experiments is the

Simple Linear Regression (SLR) technique. The theory related to the SLR based

anomaly detection is discussed in Section 2.2.4. In general, given the input of a list

of data points, the output of a regression analysis is a list of error (residual) values.

An error value is the difference between the predicted and real value of a data point.

In order to detect if an error value is anomalous, extreme value analysis is applied

over the list of error values. To evaluate the accuracy of the SLR technique for

detecting sentiment anomalies, experiments were performed by varying the following

three input parameters in the SLR algorithm discussed in Section 2.2.4:

• The number of historic data points n, considered to evaluate the linear regression

model in Equation 2.12. The range of values for this parameter are varied in the

range [5,50] with step size of 5.
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• k, the length of the sliding window that maintains a list of error values for the

historic data points. The list of values that are varied for this parameter are 1, 3,

6, 7, 10, 15, 20, 30, and 40 days.

• The threshold parameter τ for detecting anomalies, which is varied in the range

[1,5] with the step size of 1.

Although the parameters n and k both define the number of historic data points,

they are used for different purposes. When performing the linear regression analysis,

n data points are considered to generate a linear model. When performing extreme

value analysis, the list of error values of size k is considered to generate the normal

distribution of the prediction errors.

4.1.3 Local Outlier Factor

The second alternative technique that was implemented for the experiments is the

Local Outlier Factor (LOF) technique. The theory related to the LOF based anomaly

detection is discussed in Section 2.2.5. In general, given the input of a list of data

points, the output of the LOF technique is a list of local outlier factor score values. A

LOF score value is calculated from Equation 2.18. In order to detect if an LOF score

is anomalous, extreme value analysis is applied over the list of LOF score values.

To evaluate the accuracy of the LOF technique for detecting sentiment anomalies,

experiments were performed by varying the following three input parameters in the

LOF algorithm presented in Section 2.2.5:

• The number of neighbours, N , taken into consideration for calculating the LOF

score. The list of values that are varied for this parameter are 40, 45, 50, 60, and

70 data points.

• The value of the k-nearest neighbour, k, considered for calculating the LOF score.

The list of values that are varied for this parameter are 20, 25, 30, 35, 40, and 50

72



data points, with the constrain that for each value of N , k could not exceed this

value.

• The threshold parameter τ , which is varied in the range [1, 5] with the step size

of 1.

4.2 Data Sets

The two datasets used for the evaluation of the work in this Thesis consist of user-

generated content during multiple real-world events that were widely discussed on

social media platforms. The goal here is to be able to detect the sentiment anomalies

in the three sentiment classified time series present in these datasets in an automatic

way, and with minimal parameter tuning. The two datasets are described in the

following subsections.

4.2.1 Le Tour de France 2013 Dataset

Le Tour de France is the premier race in professional cycling. The 2013 event

was held from June 29 - July 21, 2013 (22 days). The collected dataset contains over

449,077 tweets retrieved from the Twitter public stream that used the official hash

tag (“#tdf”) during the event period. This dataset was collected as part of a project

that uses visual analytics to discover and analyze the temporally changing sentiment

of tweets posted in response to micro-events occurring during a sporting event (such

as Le Tour de France) [26, 27]. The goal for the evaluation of this dataset is to

automatically detect these noteworthy micro-events as sentiment anomalies using each

candidate technique. Such data is an excellent resource for evaluating the candidate

techniques for this Thesis, since users on social media platforms have a propensity

for using strong sentiment in their tweets during sport events, they commonly watch
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the event live, and many micro-events occur that may cause anomalous spikes in the

number of tweets being posted [26, 27].

It is difficult to readily obtain the classification labels for such user-generated

dataset extracted from the Twitter data stream. As this dataset is related to the sport

domain, an expert in that domain analyzed these data using the aforementioned visual

analytics software to locate the true anomalies. These labels were used to assess the

false positives and false negatives identified in the data by each candidate technique.

Given the features of this data, the temporal bin length was set to 15 minutes. This

dataset was preprocessed using sentiment analysis (Sentiment 140 API [42]) and split

into three time series as illustrated in Figure 4.1. The first time series plots the

frequency of the tweets with positive sentiment (Figure 4.1 (a)). The second time
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Figure 4.1: Le Tour de France 2013 Dataset, with three time series corresponding
to each sentiment. The “x” symbol denotes the true anomalies. Note that for the
visibility of the marked anomalies, the scale on Y-axis is adapted for each time series.
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series plots the frequency of the tweets with neutral sentiment (Figure 4.1 (b)). The

third time series plots the frequency of the tweets with negative sentiment (Figure

4.1 (c)).

4.2.2 The Gavagai Dataset

The Gavagai dataset was obtained from Andreas et al. [52]. This dataset was

provided to them by a company called Gavagai AB. Gavagai AB is located in Stock-

holm, Sweden, and is involved in research areas related to text analysis of big data.

The analysis consists of looking at how many times a topic (e.g., a person, company,

or brand) is mentioned in social media platforms as well as regular news websites,

and the sentiment used while mentioning the topic. The authors used this dataset in

their work to evaluate existing anomaly detection techniques (moving average, simple

linear regression, and local outlier factor techniques) with efficacy and efficiency as

their primary concern for detecting anomalies in these time series. [52].

The dataset was generated from Gavagai’s live environment and the time series

data is related to the topic of a Swedish political party called the Social Democrats.

This dataset is a good fit to evaluate our work because it was collected the context

of user-generated content and consists of three preprocessed time series: positive

sentiment, negative sentiment, and total frequency of tweets. The Gavagai dataset

has the temporal bin length of 1 hour. Moreover, for each of these time series, the

classification labels indicating true anomalies are also present. The key difference

in this dataset and the TDF dataset is that instead of the neutral sentiment, the

frequency of tweets (which is the total number of tweets per hour) is present as one

of the three time series.

Figure 4.2 shows the time series with the labels for true anomalies. The dataset

contains information collected between January 1 - September 22, 2014 (261 days).
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Figure 4.2: Gavagai dataset with three timeseries for Social democrats political party.
The cross symbol denotes true anomalies. The largest peaks appeared around two
elections on May 25 and September 14, 2014.

During this period two popular events occurred: the European Parliamentary Election

(May 25th) and the Swedish Parliamentary Election (September 14th). These events

can be observed in the dataset presented in Figure 4.2 (a)-(c). In each time series,

there is an increase in the frequency of the news near the dates surrounding those

two events. Including the above two events, the dataset contains synthetic anomalies

that were manually inserted into each time series in this dataset.

4.2.3 Dataset volatility

In order to interpret the results presented in this Chapter, the statistical properties

of the two datasets are discussed. Volatility is a statistical measure that gives a

degree of variation of a time series, and is measured as a standard deviation of a time
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series [1]. A high level of volatility implies that the sentiment changes dramatically

over a short period of time. A low level of volatility implies that the sentiment does

not fluctuate dramatically, but changes at a steady pace over a period of time. The

two datasets that are presented in this Chapter each contain three sentiment-classified

time series, which are produced by aggregating the discrete data points from the data

streams. The volatility of a time series depends upon the binning interval used for

the aggregation. The TDF 2013 dataset has a binning interval of 15 minutes, which

was set to allow for a timely identification of anomalies. This dataset has a high

level of volatility and the standard deviation of each of the positive, neutral, and

negative sentiment time series are 78.77, 216.81, and 25.37 respectively. The Gavagai

dataset has a binning interval of 1 hour, which was set to allow for a identification

of anomalies over a longer period of time. This dataset has a low level of volatility

and the standard deviation of each of the positive sentiment, negative sentiment, and

frequency time series are 13.69, 39.68, and 9.19 respectively.

Recall that the definition of an anomaly in Section 3.1 states that a data point

is considered anomalous if it deviates sufficiently from nearby data points. The fact

that the TDF 2013 dataset has a high level of volatility implies that this dataset has

statistically extreme value anomalies. Moreover, the length of this dataset is 22 days

and within this period there are 123, 66, and 181 anomalies in the three sentiment

classified time series. In contrast, the length of the Gavagai dataset is 261 days, and

there are only 85, 36, and 124 anomalies in the three time series datasets. As these

datasets has low level as well as high level of volatility in the data, they represent

opposite ends of the continuum of bursty user-generated content. Considering the

above mentioned statistics in terms of volatility, these two datasets represents an

appropriate benchmark, in order to test the performance of the candidate techniques.
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4.3 Experimental Procedures and Environment

A parameter set for an algorithm is defined as a set of values corresponding to the

parameters in that algorithm. During the evaluation process, each of the candidate

algorithms underwent three sequential steps:

1. Reading the input dataset and preprocessing.

2. Executing the algorithm on each time series in the given dataset for a list of

parameter sets.

3. Evaluating the performance of the algorithm for each parameter setting in terms

of precision, recall, and F-score.

The goal of the evaluation in this Thesis is to discover if there exists a technique

with a parameter set that works well across all three sentiment classes. None of the

candidate techniques considered for the evaluations are non-parametric. However, for

the parametric techniques a parameter set can be identified by tuning the parameters

such that the accuracy remains consistent with different time series.

To obtain an optimized parameter set for each technique, it must be tested using

a large number of parameter sets. For each of the techniques and for each of the

parameter sets, precision and recall were calculated, along with the F-score. Since a

high F-score value represents both high precision and recall, we use this as the key

measure of effectiveness [3]. An average of these measures were calculated over the

positive, neutral, and negative sentiment time series, to identify the parameter set

that has better overall accuracy when the three sentiment classes were considered

together.

All the candidate algorithms were implemented in Java as part of the Storm

framework [4]. The implementation includes the algorithms for the TRAD (four

variant), SLR, and LOF techniques, along with the automated evaluation procedure
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to calculate precision, recall, and F-score. The experiments were conducted on a

machine configured with an Intel Core i7-3770 processor running at 2.40GHz processor

and 12.0 GB of RAM. The three time series for each dataset were stored in an

individual comma separated value file (CSV) which contained a list of data points.

A data point represented a particular instance in a time series with date, value,

and anomaly label. In order to simulate the data stream scenario, a data stream is

modelled from these list of data points and then provided as input to the algorithm

under evaluation.

4.4 Results

Each of the six candidate techniques were evaluated using the two data sets,

as described in Sections 4.1 and 4.2, resulting in total of 12 evaluations that are

presented in this section. Each evaluation was run multiple times with a different

configuration from the parameter sets. The results are illustrated in a single figure

and corresponding table, as described below:

1. The figure contains four graphs representing the F-score information on the x-axis

and the key parameter from the parameter set on y-axis for each of the senti-

ment classes: positive, neutral, and negative along with the average ((positive +

neutral + negative)/3).

2. The table lists the parameter set that resulted in the highest F-score for each of

the sentiment classes and the average.

The two alternative techniques SLR and LOF are optimized to analyze data

streams by considering the sliding window of data instead of full dataset. With this

optimization the execution time of these techniques reduced significantly over both

the datasets. As all of the techniques under evaluation including TRAD (Section 3.4)
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have runtimes far less than 1 second per data point, we have chosen not to explicitly

state the runtimes in this evaluation.

In the rest of this section, the results are presented for each of the two datasets

independently. For a given dataset the results are organized as follows. First, the

results from the evaluations conducted for the four variants of the TRAD technique

are presented and the approach with the best F-score is identified. Second, the

evaluation for the SLR technique is presented and compared with the best variant

of the TRAD technique. Third, the evaluation for the LOF technique is presented

and compared with the best variant of the TRAD technique. At last, the top three

techniques are identified among the six candidate techniques whose average F-score

are the highest across both test datasets.

4.4.1 Le Tour de France 2013 Dataset

Two-stage Real-time Anomaly Detection (TRAD): As described in Section

4.1.1, the three parameters that were varied for all of the four candidates of TRAD

technique are n (window size), τc, and τl. The values of n were 1, 3, 6, 7, 10, 15, 20,

30, and 40 days, where the last value (40 days) represents a non-sliding window as

that is the maximum length of the dataset. The evaluation of the TRAD technique

using this dataset involved total of 225 parameter sets.

First, the optimal value for n was independently evaluated, and was set to 6 days

for this dataset. The results of the evaluation conducted for identifying the best

window size is given in Appendix Table A.1. Second, once the optimal window size was

determined, the F-score results were generated by varying the τc and τl parameters.

An optimal parameter setting for a time series is the one with the highest F-score.

The results are presented in Figures 4.3 - 4.6 and Tables 4.1 - 4.4.
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Figure 4.3: F-score results for the EWMA-STD approach with the TDF dataset

Table 4.1: Optimal parameter sets for the EWMA-STD approach with the TDF
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 1, τl = 1 0.401 0.398 0.400
Neutral τc = 2, τl = 1 0.542 0.575 0.558
Negative τc = 1, τl = 1 0.365 0.248 0.296
Average τc = 2, τl = 1 0.541 0.342 0.398

As depicted in Figure 4.3, the F-score for the EWMA-STD approach generally

decreases with increases in τc and τl. However, the F-score rises slightly for τc =

2 and τl = 1, particularly in the results for the neutral sentiment and the average.

Table 4.1 shows that these were the optimal parameter set for the neutral sentiment,

and sufficiently good to produce the best F-score when averaging the results.
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Figure 4.4: F-score results for the EWMA-MAD approach with the TDF dataset

Table 4.2: Optimal parameter sets for the EWMA-MAD approach with the TDF
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 2, τl = 2 0.612 0.308 0.410
Neutral τc = 2, τl = 2 0.574 0.757 0.653
Negative τc = 1, τl = 2 0.387 0.276 0.322
Average τc = 2, τl = 2 0.575 0.419 0.449

Figure 4.4 shows that the F-score for the EWMA-MAD approach generally de-

creases with increase in τc and τl, after τc = 2. As shown in Table 4.2, for this

approach the highest F-score achieved was for the neutral sentiment with the param-

eter set τc = 2 and τl = 2. This parameter set also resulted in the best results for the

positive and average cases.
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Figure 4.5: F-score results for the PEWMA-STD approach with the TDF dataset

Table 4.3: Optimal parameter sets for the PEWMA-STD approach with the TDF
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 4, τl = 1 0.814 0.357 0.497
Neutral τc = 2, τl = 2 0.644 0.742 0.690
Negative τc = 3, τl = 1 0.450 0.248 0.320
Average τc = 3, τl = 1 0.535 0.501 0.489

As depicted in Figure 4.5, the F-score for the PEWMA-STD approach generally

decreases with τl, but increased then decreased with τc. As shown in Table 4.3, for

this approach the highest F-score achieved was for the neutral sentiment with the

parameter set τc = 2 and τl = 2. However, when averaging the results, the highest

F-score was for the parameter set τc = 3 and τl = 1.
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Figure 4.6: F-score results for the PEWMA-MAD approach with the TDF dataset

Table 4.4: Optimal parameter sets for the PEWMA-MAD approach with the TDF
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 4, τl = 4 0.910 0.414 0.569
Neutral τc = 4, τl = 4 0.815 0.939 0.873
Negative τc = 4, τl = 4 0.657 0.276 0.389
Average τc = 4, τl = 4 0.794 0.543 0.610

Contrary to the other approaches, Figure 4.6 shows that, the F-score for the

PEWMA-MAD approach increases with increase in τc and τl to maximum when at

τc = 4 and τl = 4. As shown in Table 4.4, for this approach the highest F-score

achieved over all sentiment classes with parameter set τc = 4 and τl = 4.
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The following discussion is given in order to identify the best variant approach for

the TRAD technique in the context of the TDF 2013 dataset. First, the comparative

study of the behavior of the EWMA and PEWMA is presented in relation to the

parameter τc. Looking at the results for the approaches that use EWMA for the

candidate anomaly detection stage (i.e., EWMA-STD (Figure 4.3) and EWMA-MAD

(Figure 4.4)), one can see that there is an inverse relation between the F-score and

the parameter τc. As this parameter is increased the method for determining if a data

point is considered a candidate anomaly will be more strict resulting in a decrease

in the F-score. This is because with the increase in τc, many anomalies were not

detected negatively affecting the accuracy.

The results for the approaches that use PEWMA for the candidate anomaly detec-

tion stage (i.e., PEWMA-STD (Figure 4.5) and PEWMA-MAD (Figure 4.6)), show

that the relation between the F-score and parameter τc, in case of the PEWMA-STD

approach there was a direct relation (τl = {1}) and inverse relation (τl = {2, 3, 4, 5}),

whereas for the PEWMA-MAD approach there was a direct relation for all the values

of τl. The direct relation was present because for the small value of τc the preci-

sion was high (those that met this criteria were clearly anomalies) and the recall was

adversely affected with many actual anomalies not being detected, whereas for the

large value of τc the precision and recall both increased. This is because for the large

values of τc, PEWMA was able to detect the true extreme anomalies presented in this

dataset with high volatility, avoiding the noise in the local context.

Comparing the performance of the EWMA and PEWMA, as discussed in Section

3.2.2, EWMA was affected by the extreme anomalies. This resulted in significant

distortion in the mean value from its true representation, making it difficult to discover

additional anomalies in the local context as the threshold value increases. However,

PEWMA was resilient to extreme anomalies and was able to represent the mean
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close to its true representation. As a result, the PEWMA approach produced a

high precision and recall contributing to high F-score value. Thus, as compared to

EWMA, PEWMA was able detect the true candidate anomalies with higher accuracy;

it is concluded that PEWMA is better than EWMA for this dataset.

Second, in the context of the PEWMA a comparative study of the behaviour

of the STD and MAD is presented in relation to the parameter τl. Looking at the

results for the PEWMA-STD approach (Figure 4.5), it shows that there was an inverse

relation between the F-score and parameter τl. Here the STD is only calculated over

the data points present in the sliding window. As the number of data points were

comparatively small, the results shows that the STD was extremely sensitive to the

change in τl value. As the parameter τl was increased, the method for determining if

a candidate anomaly is considered a legitimate anomaly became more strict, resulting

in a decrease in the F-score. While this resulted in high precision (those that met this

criteria were clearly anomalies), the recall was adversely affected with many actual

anomalies not being detected.

The results for the PEWMA-MAD approach (Figure 4.6) shows that there was a

direct relation between the F-score and parameter τl. MAD is also calculated over the

data points present in the sliding window. Even though the number of data points

were small, the results show that MAD was not particularly sensitive to the change

in τl value. This is because, as discussed in Section 3.2.2, MAD is immune to the

size of data, especially when the size is small it is able to provide a better measure of

central tendency of the data considered.

Comparing the performance of the STD and MAD, as discussed in Section 3.2.2

and Section 3.2.1, within the sliding window, there are comparatively fewer data

points. If these data points have extreme values, then the simple average that is used

to calculate STD fails to represent the central tendency of the window. Considering
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Table 4.5: Average F-score results summarized for all the four variants of TRAD
technique with the TDF dataset (Maximum values are bold)

Sentiment
EWMA-

STD
EWMA-
MAD

PEWMA-
STD

PEWMA-
MAD

Positive 0.400 0.410 0.497 0.569
Neutral 0.558 0.653 0.690 0.873
Negative 0.296 0.322 0.320 0.389
Average 0.398 0.449 0.489 0.610

MAD, the median that is used to calculate MAD was able to represent the mean

close to the central tendency for the window. Thus, from these results it is inferred

that MAD is able to detect the true legitimate anomalies with higher accuracy as

compared to the STD.

Table 4.5 shows that the PEWMA-MAD approach is superior to the other vari-

ants discussed in the TRAD technique across all sentiment classes and the average.

Considering every class of sentiment and the average of them, the PEWMA-MAD

approach achieved highest average F-score of 0.610 (τc = 4, τl = 4).

Simple Linear Regression Approach: As described in Section 4.1.2, the three

parameters that were varied for the SLR technique are n (number of data point for

calculating the linear regression), k (length of a sliding window for extreme value

analysis), and τ (threshold for extreme value analysis). The values of k were 1, 3,

6, 7, 10, 15, 20, 30, and 40 days, where the last value (40 days) represents a non-

sliding window as that is the maximum length of the dataset. The evaluation of SLR

technique using this dataset involved experimenting with a total of 450 parameter

sets.

First, the optimal value for k was independently evaluated and it was set to 6

days for this dataset. The results of the evaluation conducted for identifying the best

window size is given in Appendix Table A.2. Once the optimal value for k was set,
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the experiments were conducted by varying the n and τ parameters. The results are

presented in Figure 4.7. An optimal parameter setting for each of the three sentiment

classes and the average of them is presented in Table 4.6.

Looking at the results for the SLR technique in Figure 4.7, there is a pattern of

the F-score increasing as the value of τ increases, which is similar to the pattern seen

with PEWMA-MAD. As this parameter is increased the method for determining if a
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Figure 4.7: F-score results for the SLR approach with the TDF dataset

Table 4.6: Optimal parameter sets for the SLR approach with the TDF dataset

Sentiment Parameters Precision Recall F-score
Positive n = 35, τ = 4 0.607 0.252 0.356
Neutral n = 50, τ = 4 0.711 0.484 0.576
Negative n = 50, τ = 3 0.309 0.193 0.238
Average n = 50, τ = 4 0.617 0.290 0.382
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data point is considered an anomaly will be more at ease resulting in an increase in

the F-score. Moreover, there is a gradual increase in the F-score with the increase in

the value of n (n = 50, τ = 4), which flattens out at n = 50.

Comparing SLR explicitly to PEWMA-MAD, the former approach performed

rather poorly with the F-score of 0.382 (n = 50, τ = 4). Recall that PEWMA-MAD

achieved its highest average F-score of 0.610. This is because the SLR technique

is based on predictive analysis and performs well only for detecting rare extreme

peaks. When an extreme anomalous peak is detected, the SLR approach has difficulty

detecting comparatively lower anomalous peaks. While this resulted in high precision

(those that met this criteria were clearly anomalies), the recall was adversely affected

with many actual anomalies not being detected.

Local Outlier Factor Approach: As described in Section 4.1.3, the three param-

eters that were varied for LOF technique are N (number of neighbours considered),

k (k-nearest neighbour), and τ (threshold for extreme value analysis). The values of

N were 40, 45, 50, 60, and 70 data points. The values of k were 20, 25, 30, 35, 40,

and 50 data points with the constraints that for each value of N, k could not exceed

this value. The evaluation of LOF technique using this dataset involved a total of

450 different parameter sets.

First, the optimal value for N was independently evaluated and it was set to 70

neighbour data points for this dataset. The results of the evaluation conducted for

identifying the best window size is given in Appendix Table A.3. Once the optimal

value for N was set, the experiments were conducted by varying the k and τ parame-

ters. The results are presented in Figure 4.8. An optimal parameter setting for each

of the three sentiment classes and the average of them is presented in Table 4.7.

Looking at the results for the local outlier factor technique in Figure 4.8, it shows

that the F-score increases until the middle values of τ and k, and then it decreases. As
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Figure 4.8: F-score results for the LOF approach with the TDF dataset

Table 4.7: Optimal parameter sets for the LOF approach with the TDF dataset

Sentiment Parameters Precision Recall F-score
Positive k = 40, τ = 2 0.352 0.357 0.354
Neutral k = 30, τ = 4 0.655 0.606 0.629
Negative k = 35, τ = 3 0.345 0.209 0.261
Average k = 35, τ = 4 0.558 0.321 0.386

shown in Table 4.7, for this approach the highest F-score achieved was for the neutral

sentiment with the parameter setting k = 30, τ = 4. However, when averaging the

results, the highest F-score was for the parameter setting k = 35, τ = 4.

However, when the results of the LOF technique are compared with the SLR

technique in Table 4.8 the performance of the LOF technique is marginally better

with 0.386 as the highest average F-score, where as the SLR technique achieved
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Table 4.8: Average F-score results summarized for PEWMA-MAD, SLR, and LOF
methods with the TDF dataset

Sentiment
PEWMA-

MAD
SLR LOF

Positive 0.569 0.356 0.354

Neutral 0.873 0.576 0.629

Negative 0.389 0.238 0.261

Average 0.610 0.382 0.386

only 0.382. Moreover, comparing LOF to the PEWMA-MAD approach, the former

approach performed poorly with the F-score of 0.386, which is much lower than the

F-score achieved by the PEWMA-MAD approach (0.610).

Discussion: From Table 4.8, it can be conclude that for the Le Tour de France

dataset, the PEWMA-MAD approach achieved the highest average F-score of 0.610

as compared with all the other candidate methods. While the other techniques ap-

proached this value for certain parameter sets, the average was nowhere near what was

achieved by PEWMA-MAD. Given the resilience of PEWMA-MAD to the threshold

parameters, we conclude that it is the superior approach among the other approaches

for finding anomalies in the Le Tour de France 2013 dataset.
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4.4.2 The Gavagai Dataset

In this subsection the results for six candidate techniques that were evaluated

using the Gavagai dataset are presented, with the concise discussion for the result of

each technique. For each candidate technique, the same parameters from the previous

data set were used, with the exception of the ones that are dependent on the length

of this dataset.

Two-stage Real-time Anomaly Detection (TRAD): The values of n for this

dataset were in the range [5,263] days with the step length of 10 days, where the last

value (263) represents a non-sliding window. The evaluation of the TRAD technique

using this dataset involved total of 650 different parameter sets.

First, the optimal value for n (window size) was independently evaluated and it

was set to 21 days for this data set. The results of the evaluation conducted for

identifying the optimal window size are given in Appendix Table B.1. Once the

optimal window size was evaluated, the F-score results were generated by varying the

τc and τl parameters. The results are presented in Figure 4.9 - 4.12. An optimal

parameter setting for each of the three sentiment classes and the average of them are

presented in Table 4.9 - Table 4.12.
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Figure 4.9: F-score results for the EWMA-STD approach with the Gavagai dataset

Table 4.9: Optimal parameter sets for the EWMA-STD approach with the Gavagai
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 1, τl = 3 0.722 0.458 0.561
Frequency τc = 3, τl = 2 0.644 0.805 0.716
Neutral τc = 1, τl = 2 0.303 0.298 0.300
Average τc = 1, τl = 3 0.592 0.512 0.520

As shown in Figure 4.9, the F-score for the EWMA-STD approach increases with

increase in τc until it reaches a value of 3, and then generally decreases with increase

with τc. As shown in Table 4.9, for this approach the highest F-score achieved was

for the neutral sentiment with the parameter set τc = 3 and τl = 2. However, this

approach produced the highest average F-score for parameter set τc = 1 and τl = 3.
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Figure 4.10: F-score results for the EWMA-MAD approach with the Gavagai dataset

Table 4.10: Optimal parameter sets for the EWMA-MAD approach with the Gavagai
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 3, τl = 2 0.720 0.423 0.533
Frequency τc = 3, τl = 3 0.675 0.694 0.684
Negative τc = 2, τl = 4 0.608 0.225 0.329
Average τc = 3, τl = 2 0.558 0.504 0.487

As shown in Figure 4.10, the F-score for the EWMA-MAD approach generally

increases with increase in τc and τl, until values of 2, 3, and 4 for each of these

parameters were achieved. As shown in Table 4.10, the highest F-score achieved was

for the neutral sentiment with the parameter set τc = 3 and τl = 3. However, this

approach produced the highest average F-score for parameter set τc = 3 and τl = 2.
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Figure 4.11: F-score results for the PEWMA-STD approach with the Gavagai dataset

Table 4.11: Optimal parameter sets for the PEWMA-STD approach with the Gavagai
dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 1, τl = 4 0.745 0.482 0.585
Frequency τc = 1, τl = 4 0.651 0.777 0.708
Negative τc = 1, τl = 3 0.387 0.290 0.331
Average τc = 1, τl = 4 0.641 0.495 0.536

As shown in Figure 4.11, the F-score for the PEWMA-STD approach decreases

with increases in τc, only for specific values of τl = {3, 4, 5}. For τl = {1, 2} the

F-score increases with increase in τc. As shown in Table 4.11, for this approach the

highest F-score achieved was for the neutral sentiment with parameter set τc = 1 and

τl = 4. These parameter set also resulted the highest average F-score.
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Figure 4.12: F-score results for the PEWMA-MAD approach with the Gavagai dataset

Table 4.12: Optimal parameter sets for the PEWMA-MAD approach with the Gav-
agai dataset

Sentiment Parameters Precision Recall F-score
Positive τc = 5, τl = 3 0.727 0.470 0.571
Frequency τc = 1, τl = 5 0.648 0.666 0.657
Negative τc = 1, τl = 5 0.540 0.266 0.356
Average τc = 1, τl = 5 0.604 0.479 0.524

As shown in Figure 4.12, the F-score for the PEWMA-MAD approach increases

with an increase in τl and decreases with τc for lower values of τl and increases with

higher values of τl. As shown in Table 4.12, the highest F-score achieved was for

neutral sentiment with parameter setting τc = 1, τl = 5. This parameter setting also

resulted highest average F-score.
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The following discussion is given in order to identify the best variant approach

for the TRAD technique in the context of Gavagai dataset. First, the comparative

study of the behavior of the EWMA and PEWMA in relation to the parameter τc

is presented. Considering the results for the EWMA approach in the context of the

candidate anomaly detection stage (i.e., EWMA-STD (Figure 4.9) and EWMA-MAD

(Figure 4.10)), one can see that there exists first, a direct relation (τl = {1, 2}) and

than an inverse relation (τl = {3, 4, 5}) between the F-score and the parameter τc.

For τl = {1, 2}, the direct relation was present, because for the small value of τc the

precision was high (those that met this criteria were clearly anomalies) and the recall

was adversely affected with many actual anomalies not being detected, whereas for

the large value of τc the precision and recall both increased. For τl = {3, 4, 5}, as the

τc parameter were increased the method for determining if a data point is considered

a candidate anomaly became more strict resulting in a decrease in F-score.

The results for the approaches that use PEWMA for the candidate anomaly detec-

tion stage (i.e., PEWMA-STD (Figure 4.11) and PEWMA-MAD (Figure 4.12)), show

that the relation between the F-score and parameter τc, in case of the PEWMA-STD

approach there was a first direct relation (τl = {1, 2}) and then an inverse relation

(τl = {3, 4, 5}), whereas for the PEWMA-MAD approach there was a direct relation

for all the values of τl. The direct relation was present because for the small values of

τc the precision was high (those that met this criteria were clearly anomalies) and the

recall was adversely affected with many actual anomalies not being detected, whereas

for the large value of τc the precision and recall both increased.

Comparing the performance of the EWMA and PEWMA, as discussed in Section

3.2.2, EWMA was affected by the extreme anomalies. This resulted in significant

distortion in the mean value from its central tendency, making it difficult to discover

additional anomalies in the local context as the threshold value increases. Because
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this dataset does not contain frequent extreme data points (low level of volatility),

the performance of the EWMA and PEWMA cannot be differentiated based on their

ability to adapt with the extreme value data point. Instead when the EWMA and

PEWMA were compared based on F-score, it was observed that the approaches that

use the PEWMA for candidate anomaly detection achieved the highest average F-

scores (i.e., PEWMA-STD and PEWMA-MAD). Thus, as compared to the EWMA,

the PEWMA was able to detect the true candidate anomalies at higher rate and for

this dataset it was inferred that the PEWMA is better than the EWMA.

Second, in the context of the PEWMA the comparative study of the behaviour

of the STD and MAD is presented in relation to the parameter τl. Looking at the

result of the PEWMA-STD approach (Figure 4.11), it shows that there was an inverse

relation between the F-score and specific values of τl = {3, 4, 5}. Here the STD is

only calculated over the data points present in the sliding window. As the number of

data points were comparatively small, the results shows that the STD was extremely

sensitive to the change in τl value. As the parameter τl was increased, the method for

determining if a candidate anomaly is considered a legitimate anomaly become more

strict, resulting in a decrease in the F-score. While this resulted in high precision

(those that met this criteria were clearly anomalies), the recall was adversely affected

with many actual anomalies not being detected.

The results for the PEWMA-MAD approach (Figure 4.6) shows that there was a

direct relation between the F-score and parameter τl. MAD is also calculated over the

data points present in the sliding window. Even though the number of data points

were small, the results shows that the MAD was not particularly sensitive to the

change in τl value. This is because, as discussed in Section 3.2.2, the MAD is immune

to the size of data, especially when the size is small it is able to represent the central

tendency.
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Table 4.13: Average F-score results summarized for all the four variants of TRAD
technique with the Gavagai dataset (maximum values are bold)

Sentiment
EWMA-

STD
EWMA-
MAD

PEWMA-
STD

PEWMA-
MAD

Positive 0.561 0.533 0.585 0.571
Neutral 0.716 0.684 0.708 0.657
Negative 0.300 0.329 0.331 0.356
Average 0.520 0.487 0.536 0.524

Comparing the performance of the STD and MAD, as discussed in Section 3.2.2

and Section 3.2.1, within the sliding window, there are comparatively fewer data

points. If these data points have extreme values, then the simple average that is used

to calculate STD fails to represent the central tendency of the window. Considering

MAD, the median that is used to calculate MAD was able to represent the mean

close to its central tendency for the window. Thus, from these results it is inferred

that MAD is able to detect the true legitimate anomalies with higher accuracy as

compared to the STD.

Table 4.13 summarizes the results from all the four approaches for the TRAD tech-

nique. It can be seen that when considering the average F-scores, the PEWMA-STD

approach performed better than others achieving the value of 0.536 (τc = 1, τl = 4)

in the average comparison, which is slightly ahead from the F-score of 0.524 (τc =

1, τl = 5) for the PEWMA-MAD approach. While the other approaches under the

TRAD technique approached close to this value for certain parameter sets, given the

resilience of PEWMA-MAD and PEWMA-STD to the threshold parameters (specif-

ically for τl > 3 ), it is concluded that in the context of the Gavagai dataset, these

are the superior approaches.

Simple Linear Regression Approach: The range of values for the parameters n

and τ were same as chosen for the Le Tour de France dataset, except the window size

parameter k. The optimal value for k was independently evealuated and it was set to
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21 days for this dataset. The results of the evaluation conducted for identifying the

optimal window size is given in the Appendix Table B.2. The results are presented

in Figure 4.13. An optimal parameter setting for each of the three sentiment classes

and the average of them is presented in Table 4.14.
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Figure 4.13: F-score results for the SLR approach with the Gavagai dataset

Table 4.14: Optimal parameter sets for the SLR approach with the Gavagai dataset

Sentiment Parameters Precision Recall F-score
Positive n = 45, τ = 4 0.724 0.494 0.587
Frequency n = 50, τ = 5 0.846 0.611 0.709
Negative n = 30, τ = 5 0.812 0.209 0.333
Average n = 50, τ = 4 0.620 0.513 0.541

Looking at the results for the SLR technique in Figure 4.13, when considering

the parameter n, there is a gradual increase in the F-score with the increase in the
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value of n. The SLR technique is based on predictive analysis and performs well for

detecting rare extreme peaks. This dataset does consist of rare extreme peaks and the

anomalies are generally distant from each other as compared to the Le Tour de France

dataset. When compared with the PEWMA-MAD and PEWMA-STD approaches in

Figure 4.15, the SLR approach performed marginally better with an average F-score

of 0.541 (n = 50, τ = 4).

Local Outlier Factor Approach: The range of values for the LOF technique

parameters k, and τ were same as chosen for the TDF dataset. The optimal value

for the number of neighbours parameter N were also chosen same as for the TDF

dataset.

Looking at the results for the local outlier factor technique in Figure 4.14, it shows

that the F-score remains constant as the value of τ and k increases. As shown in Table

4.15, for this approach the highest F-score achoieved was for the frequency with the

parameter setting k = 40, τ = 5. When averaging the results, the highest F-score was

for the parameter set k = 40, τ = 5.

However, when the result of the LOF technique is compared with the SLR tech-

nique in Table 4.16 the performance of the LOF technique is lower with the F-score

of 0.473, whereas the SLR technique achieved 0.541. Moreover, comparing the LOF

to the PEWMA-STD and PEWMA-MAD approach, the former approach performed

poorly.

Discussion: From Table 4.16 it is clear that for the Gavagai’s dataset, the PEWMA-

STD, PEWMA-MAD, and SLR approaches achieved similarly high F-scores (0.536,

0.524, and 0.541, respectively) across all the other candidate methods. While the

PEWMA-STD and PEWMA-MAD techniques approached close to the maximum

achieved value by a short margin, the SLR technique is the superior approach when

considered for the Gavagai’s dataset.
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Figure 4.14: F-score results for the LOF approach with the Gavagai dataset

Table 4.15: Optimal parameter sets for the LOF approach with the Gavagai dataset

Sentiment Parameters Precision Recall F-score
Positive k = 50, τ = 4 0.661 0.458 0.541
Frequency k = 40, τ = 5 0.533 0.666 0.592
Negative k = 50, τ = 5 0.574 0.250 0.348
Average k = 40, τ = 5 0.625 0.421 0.473

Table 4.16: Average F-score results summarized for PEWMA-STD, PEWMA-MAD,
SLR, and LOF methods with the Gavagai dataset

Sentiment
PEWMA-

STD
PEWMA-

MAD
SLR LOF

Positive 0.585 0.571 0.587 0.541

Frequency 0.708 0.657 0.709 0.592

Negative 0.331 0.356 0.333 0.348

Average 0.536 0.524 0.541 0.473
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4.4.3 Summary of Results

To summarize the results from the experiments conducted in this Thesis, the

performance of the top three techniques are compared in the context of both the

datasets (TDF 2013 and Gavagai datasets) as illustrated in the Figure 4.15. The two

techniques that have performed consistently well in both the datasets are PEWMA-

MAD and PEWMA-STD. However, the third member for the TDF 2013 dataset was

EWMA-MAD and the first member (but not by much) for the Gavagai dataset was

SLR.

First, considering the TDF 2013 dataset which has high level of volatility, the

PEWMA-MAD approach is the top performer. This is because of the PEWMA’s

LOF

SLR

PEWMA−
MAD

PEWMA−
STD

EWMA−
MAD

EWMA−
STD
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Figure 4.15: Results summary providing the ranking of the techniques for each
datasets, based on the highest average F-score
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ability, as discussed in Section 3.2.2, to dynamically adjust the decay factor in order

to be resilient against the extreme values. With such an ability, the result is that the

mean value which is used to calculate the candidate anomaly score was not distorted

and the accuracy in detecting the true anomalies was increased. This reasoning

also stands true for the median and MAD approach while calculating the legitimate

anomaly score. MAD is also resilient against the extreme values, especially when the

dataset is comparatively small (see Section 3.2.2).

Considering the Gavagai dataset, which has relatively low volatility, the SLR

technique is the top performer (average F-score of 0.541). To understand this result,

recall the theory for the SLR technique as discussed in Section 2.2.4. The SLR

technique predicts a forthcoming data point with a linear model that looks at the

historical data points, and compares it to the actual data point. The prediction error

between the predicted and actual data points are measured. If the error value is

statistically large enough from a threshold, it is labelled as anomaly. The behaviour

of the SLR technique with both the datasets is shown in Figure 4.16. In case of the

Gavagai dataset, it has a low level of volatility and thus does not contain statistically

extreme values. Because of this, the prediction error does not deviate significantly

from the mean and this allows the SLR technique to detect the true anomalies in the

Gavagai dataset. In contrast the TDF 2013 dataset has a high level of volatility and

thus contains statistically extreme values. Because of this, when the extreme value

data points are predicted it results in large prediction error. Further, the distorting

effect of this error in the mean value is carried forward and neutralized gradually over

time, which causes the subsequent anomalies being missed and resulting in low recall.

The last item to note from the Figure 4.15 is that the two approaches that specifi-

cally use the PEWMA for the candidate anomaly detection stage in the TRAD tech-

nique are consistently present in the top three performer list for both the datasets.
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Figure 4.16: Result demonstrating the performance of the SLR technique with Gav-
agai (Window = 10 days, n = 50, τ = 4) and TDF 2013 (Window = 6 days,
n = 50, τ = 4) datasets.

These are the PEWMA-STD technique for the Gavagai dataset which is the second

best technique and performed slightly better than PEWMA-MAD. This result indi-

cate that STD performs better than MAD for estimating the deviation within the

sliding window when the number of data points are small with low volatility nature.

Finally, the results of the experimental evaluation performed in this Chapter are

summarized. The LOF technique was one of poorest performers in both the datasets

and thus its results were unacceptable for the task of anomaly detection in user-

generated data streams. In the case of the SLR technique, it was at the sixth place

(worst performer) for the TDF 2013 dataset, while for the Gavagai dataset it was

the top performer. The SLR technique is highly sensitive to the extreme values

which makes it a less suitable technique for data streams having high volatility. The

PEWMA-MAD technique was the top performer for the TDF 2013 dataset, while for
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the Gavagai dataset it was in third place, but with a short margin. The PEWMA-

MAD technique consistently performed well with the data streams that had statis-

tically low as well as high level of volatility, making it a good choice when one does

not know what to expect from the data (as in the case with user-generated content

that is dependent on events and people’s opinions on these).
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Chapter 5

Conclusions

In this chapter, a section is devoted to a summary of the contributions, and an

overview of the limitation and future work. In the first section, the contributions and

results of the research in this thesis are presented. In the second section, limitations

and suggestions for continuing the development of the ideas presented in this thesis

are given.

5.1 Contributions

The research presented in this thesis is oriented towards the development of a real-

time approach to automatically detect sentiment-based anomalies (RSAD) in Twitter

data streams. Detecting anomalies in data streams is challenging because of the

constraints on space and time utilization. On Twitter, the popularity of topics change

over time and brief periods of high popularity are reflected in the sentiment time series

as sudden peaks. The presence of repetitive peaks makes it challenging to detect

the true anomalies in the data stream. The proposed two-stage real-time anomaly

detection (TRAD) technique addresses this problem by augmenting a sliding window

based approach with two stage anomaly detection. The experimental evaluation shows

that this technique, and in particular the PEWMA-MAD variation, can effectively
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tolerate the repetitiveness in the data and detects the true anomalies with acceptable

accuracy. This approach is practical to implement, robust against concept drift, and

scalable to handle data streams with varying velocity. To our knowledge, a real-time

approach specifically to detect the sentiment-based anomalies in the user-generated

content has not been previously presented in the literature.

The sentiment anomalies for different topics are different in nature. The adaptive

characteristic of the TRAD technique enables it to be applicable to detect sentiment

anomalies related to the topics from a wide range of application domains. Exam-

ples of the application domains are presented below. Detecting sentiment anomalies

in tweets related to corporate companies (such as #Nestle or #Google) can assist

the stock holders to predict changes in the stock for that company, federal election

(such as #CanadianElection or #USelections) can uncover changes in public sen-

timent towards the political parties or candidates, sport events (such as #TDF or

#Roughriders) can allow the communications manager to detect anomalous reactions

of fans during an ongoing game, catastrophic weather events (such as #Earthquake

or #Hurricane) can help to detect changes in sentiment in order to estimate the

actual disaster based on the negative tweets separate from the positive tweets that

show support to the region, and specific technologies (such as #SelfDrivingCar or

#Windows10) can help to understand what are the immediate reactions of people

when such next generation technology is announced or released.

The following are the major contributions of the research conducted in this thesis,

corresponding to the set of goals listed in Section 1.2:

1. Introduced a definition for sentiment-based anomaly (Section 3.1), which allows

us to formulate the problem of independently detecting the rare anomalies in

each class of sentiment on Twitter. In order to identify a rare anomaly, two

types of anomalies were introduced, candidate anomaly and legitimate anomaly.
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A candidate anomaly represents an anomaly in the local context and has the

potential to become a rare anomaly. A legitimate anomaly represents an rare

anomaly with respect to a sliding window of a given length. A legitimate anomaly

in an individual sentiment class on Twitter is referred to as a sentiment-based

anomaly.

2. A two stage real-time anomaly detection algorithm called TRAD was proposed

(Section 3.2.2).

(a) In order to detect the sentiment-based anomalies within a fixed amount of

storage, a sliding window based approach was used. The computational com-

plexity of the method used in the TRAD algorithm is linear because of the

incremental nature of the computation. Thus, the TRAD algorithm satisfies

the memory consumption and run time complexity constraints sufficiently

well to be considered real-time.

(b) The EWMA and PEWMA incremental moving average techniques were used

in order to handle the temporal concept drift.

3. The real-time sentiment-based anomaly detection (RSAD) technique was imple-

mented using the TRAD algorithm (Section 3.5) in the context of Twitter.

(a) A real-time stream processing framework that consists of two consecutive

steps was implemented within Apache Storm. The Twitter stream is first

divided into multiple parallel streams using a classifier, and then the desired

data processing (e.g., anomaly detection) is performed on each stream inde-

pendently.

(b) The RSAD technique was implemented within this framework, using a senti-

ment classifier to divide the stream into three sentiment classes.

(c) The anomaly detection step implements the TRAD algorithm, which is exe-

cuted on independent threads for each class of sentiment.
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(d) The multi-threading capability of Storm framework was used for classifying

the Twitter data stream and for concurrently executing the TRAD algorithm

with respect to multiple queries.

(e) The multi-threading capability of Storm framework was also used for prepro-

cessing the Twitter data stream and for concurrently executing the TRAD

algorithm with respect to more than one query.

4. An empirical evaluation of the TRAD algorithm was performed using two datasets.

Four variants of the algorithm were compared with each other and then with two

alternative baseline techniques: linear regression and local outlier factor (Chap-

ter 4).

5.2 Limitations and Future Work

The research presented in this thesis has a number of limitations and leaves future

research opportunities that may lead to improved sentiment-based anomaly detection.

In this section, the limitations of the proposed approach and potential research that

could be performed to overcome these limitations are presented.

Sentiment classifier: The overall performance of the RSAD technique with respect

to accurately identifying sentiment-based anomalies in a Twitter data stream depends

on the accuracy of the sentiment classifier used to classify the tweets. In this work,

a sentiment classifier named Sentiment 140 [42] was used. Although this service was

specifically designed for classifying tweets, it has a few limitations. First, the classifier

does not consider the actual domain relevant to the tweet (such as sports, politics, or

technology). Second, the classifier considers only three classes of sentiment (positive,

neutral, and negative), and strictly classifies a tweet into one of the three classes.

However, additional classes of sentiment could be defined such as tension, depression,
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anger, vigour, fatigue, and confusion [9]. Third, because it is a third party service,

the sentiment classifier could not be trained according to the specific needs of the re-

search. In future work, a sentiment analysis method could be adopted that addresses

the aforementioned limitations of Sentiment 140 [9, 10, 28] and performs sentiment

classification in an incremental manner over a data stream. Furthermore, the senti-

ment classifier itself can be replaced with another classifier that can operate on the

variables available in the tweet object. For example, a spatial clustering algorithm

can be used to classify the tweet objects based on their geo-location variables.

Extended definition of sentiment anomaly: In this thesis, sentiment-based

anomaly is defined with respect to the sudden increase in tweets related to a topic.

This definition represents a change in the frequency of individual sentiment classes.

However, in some cases, a sudden increase in an individual sentiment class may not

be a true sentiment-based anomaly if it occurs at the same time as a similar increase

in other sentiment classes. The relation between multiple sentiment time series can

be tracked with correlation analysis. In future work, a method could be devised to

facilitate the detection of changes over time in the correlation between the sentiment

classes to exclude such patterns.

Approach to identify seasonal anomalies: Seasonality in a time series is a regular

pattern of changes that repeats over fixed time periods. For example, consider a

sentiment time series for a city (e.g., all the tweets with hashtag #cityofregina).

Since people tweet less on weekends than weekdays, a seasonality factor could be

used to describe the regular reduction in the number of tweets that occur on the

weekends in comparison to the other days. Such seasonal patterns can be modelled

as normal behaviour in the sentiment time series, while any change from the expected

seasonal pattern will be considered to be a seasonal sentiment anomaly. Kejariwal et

al.[51] proposed an offline piecewise median-based approach to detect these seasonal
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anomalies in the context of Twitter. Although their approach showed promising

results, it cannot be readily applied to Twitter data streams because of its limitation

to offline analysis. To enhance the approach described in this thesis, an online method

could be devised to model the seasonality in the Twitter data streams.

Data distribution model: The TRAD approach presented in this thesis assumes

that the data stream is generated from a fixed normal distribution with a mean and a

standard deviation. However, because of the dynamic behaviour of data streams the

underlying distribution that generates the data stream can change over time. Such

a fixed data distribution may not be adequate to capture the dynamic behaviour of

data streams. In future work, first, different data distributions which are known to

be robust for small data sets can be considered, such as long tail distribution, t-

distribution, or Poisson distribution [3]. Second, instead of any particular fixed data

distribution function, a data distribution function that can incrementally adapted to

the changes in a data stream, such as an incremental Gaussian mixture model [44] or

an adaptive kernel density estimator [40], can be considered.

Multivariate anomaly detection: A tweet object in a Twitter data stream is

associated with a rich set of variables including time, text, geolocation, retweet count,

and follower count. In the TRAD approach, the only variables considered when

calculating the anomaly score are the text (sentiment) and the time. However, the

anomaly score could be altered to account for additional factors that might allow true

sentiment anomalies to be detected more accurately. In future work, variables such

as location, retweet count, and follower count could be evaluated with respect to their

effect on the anomaly score, in order to identify other factors influencing sentiment

anomalies.

Experiments with datasets from other domains: In this thesis, the datasets

used for the evaluation were from the sport and political domains. The efficacy of the
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TRAD approach should be tested with datasets from other domains such as Twitter

data streams related to a specific corporation, a consumer product, or a natural

disaster.

Experiments with single stage techniques: The alternative baseline techniques

considered for the comparative evaluations were optimized to execute in two stages,

for a fair comparison with the proposed two-stage anomaly detection technique. How-

ever, in future work the baseline techniques could be executed in a single stage to

isolate the value of two-stage approach used in this work.
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Appendix A

Detailed Results for TDF 2013 dataset

A.1 Evaluation for Window Size in TDF 2013

The Tables A.1-A.3 presents the results of evaluation conducted with TDF 2013

dataset to determine the optimal value among the individual list of predefined values

for the window size parameter (n) in TRAD approach, window size parameter in SLR

approach, number of neighbours parameters in LOF approach. The optimal value for

a parameter is the one for which the highest average F-score was obtained. For each

value in the list of predefined values, the algorithm was executed and the F-score

results were recorded for each of the sentiment classes as well as the average of them.

The window size parameter value having the highest average F-score was chosen to

conduct further evaluations for each of the techniques.
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Table A.1: Results for the optimal window size parameter (n) for the TRAD approach
with the TDF dataset

Window Size (Days) Frequency Positive Negative Average
1 12.08 8.26 6.29 8.88
3 13.69 9.25 6.76 9.90
6 14.12 9.80 7.16 10.36
7 13.95 9.77 7.17 10.30
10 13.84 9.73 7.20 10.26
15 13.70 9.78 7.17 10.22
20 13.82 9.90 7.23 10.32
30 13.71 9.84 7.19 10.25
40 13.71 9.84 7.31 10.25

Table A.2: Results for the optimal window size parameter (k) for the SLR approach
with the TDF dataset

Window Size (Days) Positive Neutral Negative Average
1 13.71 9.84 7.19 10.25
3 14.12 9.86 7.10 10.36
6 12.49 17.70 8.32 12.83
7 12.18 16.70 7.73 12.20
10 12.05 16.97 7.96 12.33
15 11.88 16.16 7.06 11.70
20 11.97 16.33 7.06 11.78
30 16.50 12.07 7.13 11.90
40 16.53 12.05 7.13 11.90

Table A.3: Results for the optimal window size parameter (N) for the LOF approach
with the TDF dataset

# Neighbours (Data points) Positive Frequency Negative Average
40 6.24 10.80 4.39 7.14
45 7.02 11.94 4.84 7.93
50 7.40 13.03 5.11 8.51
60 8.65 14.38 5.38 9.47
70 8.82 14.85 5.89 9.85
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Appendix B

Detailed Results for Gavagai dataset

B.1 Evaluation for Window Size in Gavagai dataset

The Tables B.1-B.2 presents the results of evaluation conducted with the Gavagai

dataset to determine the optimal value among the individual list of predefined values

for the window size parameter (n) in TRAD approach, window size parameter in

SLR approach. For the Gavagai dataset the window size evaluation result for LOF

approach is not presented as the results were similar to the TDF 2013 dataset. The

optimal value for a parameter is the one for which the highest average F-score was

obtained. For each value in the list of predefined values, the algorithm was executed

and the F-score results were recorded for each of the sentiment classes as well as the

average of them. The window size parameter value having the highest average F-score

was chosen to conduct further evaluations for each of the techniques.
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Table B.1: Results for the optimal window size parameter (n) for the TRAD approach
with the Gavagai dataset

Window Size (Days) Positive Frequency Negative Average
1 6.52 4.70 3.44 4.89
3 9.34 7.77 5.31 7.47
6 9.68 9.64 5.61 8.31
7 9.78 9.69 5.35 8.27
10 9.67 10.27 5.71 8.55
15 9.72 10.89 5.48 8.69
20 9.86 11.02 5.83 8.90
30 9.92 10.82 6.07 8.94
40 10.03 10.60 6.24 8.95

Table B.2: Results for the optimal window size parameter (k) for the SLR approach
with the Gavagai dataset

Window Length (Days) Positive Frequency Negative Average
1 14.95 12.59 8.05 11.86
3 17.66 15.89 9.76 14.44
6 18.23 17.72 10.00 15.32
7 17.88 17.76 9.90 15.18
10 17.94 17.58 10.30 15.27
15 18.04 17.84 9.97 15.28
21 17.83 17.99 10.13 15.32
30 18.04 16.72 10.35 15.04
40 18.03 16.68 10.67 15.13
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