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Abstract

The last two decades have shown a great body of work in the field of Artificial In-

telligence (AI) addressing issues related to representing, reasoning and learning pref-

erences. One of the main models for graphical representation of preferences is that

of Conditional Preference Networks (CP-nets). A CP-net defines a partial order over

the set of outcomes or alternatives by providing a concise set of small preference state-

ments. Since their introduction, CP-nets have been intensively studied and applied

in various problems involving preferences.

This thesis is concerned with two main issues related to CP-nets: learning and

optimization. Concerning the learning aspect, we determine the information com-

plexity of learning acyclic CP-nets in different models. We also consider the problem

of learning CP-nets from queries and provide query strategies that are shown to be

near-optimal. With regard to the optimization part, we study the problem of solving

a constrained CP-net, i.e., a CP-net where some outcomes are infeasible. Our main

goal is to find at least one outcome that is feasible but not dominated with respect

to the induced order of the CP-net, i.e., a Pareto set. We study the effect of variable

ordering heuristics and constraint propagation to the problem and show that a vari-

able ordering heuristic augmented with constraint propagation yields a saving to the

solving process.
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Chapter 1

Introduction

1.1 Preferences in AI and CP-nets

Preferences exist everywhere. They guide our actions and everyday decisions. Whether

we want to buy a new car, watch a movie or purchase an airline ticket, we often have

preferences over a set of options. Furthermore, computer systems are becoming more

and more involved in our daily lives which makes handling preferences in today’s

systems both crucial and inevitable. Preferences have been studied in different areas,

including economics, philosophy, operations research, and artificial intelligence (AI)

[30]. In the field of AI, handling preferences is an important task that spans different

areas, including computational social choice [20, 65], multi agent systems [59], recom-

mender systems [37] and knowledge representation [14], to name a few. One common

goal of AI systems is to build autonomous agents that are capable of making good

decisions on behalf of the user. As a result, acquiring the user’s preferences and effi-

ciently processing them is a fundamental concept in building successful autonomous

agents.

Roughly speaking, preferences can be defined in a quantitative or a qualitative way

[18]. The latter is usually expressed in the form of “I prefer x to y” while the former
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is usually defined as “my preference for x is 10 and it is 1 for y”. A classical way to

represent quantitative preferences over a set of options (or outcomes) O is to assume

the existence of a real-valued utility function µ : O → R where µ(o) represents to

what extent the outcome o is preferred and o is preferred to o′ iff µ(o) > µ(o′) holds.

Example 1. Sara is considering buying a vehicle. The set of available options are

suv (S), crossover (C) and minivan (M) yielding O = {S,C,M}. She states her

preference quantitatively as follows: “My preference for buying an suv is 10, and it is

1 for a crossover but it is 1000 for a minivan”. This can be represented as µ(S) = 10,

µ(C) = 1 and µ(M) = 1000 and, therefore, the agent can deduce that minivan is her

best option and recommend it. One can notice that the numbers in this setting has no

clear semantic.

On the other hand, Sara could also express her preferences qualitatively as follows:

“I prefer a minivan to an suv and an suv to a crossover”, i.e., pairwise comparisons

between outcomes. This defines a binary relation � over O represented as M � S

and S � C in which o � o′ informally means o is better than o′ for any o, o′ ∈ O.

If � is known to be transitive, a property some binary relations satisfy, the agent

can also deduce a ranking over the set of outcomes M � S � C (formal definitions

will follow). Note that � can also be represented as a directed graph where nodes

represent the elements of O and an edge (o′, o) exists iff o � o′.

Observe that quantitative preferences are more descriptive than the qualitative

ones in the sense that we know to what extent o is preferred to o′. However, qualitative

preferences are believed to be more intuitive and require less cognitive work from the

user. In this thesis, we are concerned about the case where the user’s preferences are

qualitative and occur with certainty.

As the size of the set of alternatives O becomes large, direct assessment by means

of pairwise comparisons becomes infeasible. Users are not typically willing to wait

and answer a quadratic number of comparisons among the elements of O. Even if

3



Table 1.1: An example of a combinatorial domain with four variables.

Outcome Colour Type Price AWD
car1 red suv low no
car2 blue compact high no
car3 black minivan high yes
car4 black compact high yes

...
...

...
...

...

users were able to, the agent might find it difficult to process such a large amount of

information in an efficient manner. This has urged researchers in the AI community

to develop compact preference representations that agents can utilize while making

decisions [19, 18, 13, 28]. Such representations usually assume a domain that can be

factored into a set of variables or attributes V = {v1, v2, . . . , vn}, where every variable

vi can have multiple values Dvi = {vi1, vi2, . . . , vim}. Such domains are known as multi-

attribute (or combinatorial) domains. Under such settings, an assignment x to a set

of variables X ⊆ V is a mapping for every variable vi ∈ X to a value from its domain

and x is an outcome when X = V , where we write o[X] to denote the projection of

an outcome o onto X ⊂ V . For instance, a car can be represented by four variables:

colour, type, price, and whether it is an all-wheel drive or not. One possible set of

values for these variables is shown in Table 1.1, where every row represents a possible

outcome o ∈ O.

The number of variables in a domain can be huge and some expertise is required

when describing complex domains. As the number of variables increases, so does the

number of outcomes. If every combination of the variables’ values is possible, the

agent needs to reason over |O| = |Dv1| × |Dv2| × · · · × |Dvn| outcomes. For instance,

if the car domain is represented by 10 binary1 variables, then the agent is faced with

210 possible outcomes.

As we mentioned above, the exponential growth in the size of the outcome space

1A variable vi is binary if it has exactly two possible values, i.e., |Dvi | = 2.
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in multi-attribute domains has been the driving force for several compact preference

representations in the literature. Such representations try to capture the preference

relation � over O by a set of preference relations on smaller domains and, therefore,

� can be broken down into smaller parts, often by assuming a preference relation

�vi over Dvi for every variable vi, and, therefore, � can be implicitly recovered by

combining �v1 ,�v2 , . . . ,�vn in a special way.

Example 2. Consider the four outcomes in Table 1.1 and assume the user supplied

the following preferences

car1 � car2,

car1 � car3,

car1 � car4.

A careful examination shows that the user prefers cars with low prices compared to

high ones irrespective of the other variables’ values. If this is the case, the agent can

conclude that the variable price is preferentially independent from other variables.

That is, regardless of the other variables’ values, cheap cars are always preferred to

expensive ones.

To see the potential of such independence notion, assume the agent happens to

know that the user’s preferences depend only on the preference relation of the price;

then the agent only needs to store (and reason about) a binary relation over two values.

This is to be compared with storing and reasoning about a binary relation over a set

of |O| elements.

So far we have considered simple qualitative statements of the form x is preferred

to y. A more expressive form is “x is preferred to y when u holds”, i.e., conditional

qualitative statements. Such preferences apply only to a specific context u and are
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usually written as �viu where x and y are elements of Dvi
2. Such a statement asserts

that, in the context of u, I prefer x to y as a value for the variable vi. In other

contexts, i.e., not u, I might have another preference.

The above scenario of unconditional preferential independence is too strong to be

met in practice. Usually, a variable shows some independence from other variables X

based on the values of some variables U . Informally, vi is conditionally independent

from vj given vk iff the preference of vi depends only on the values of vk.

Once we have a representation of conditional preferences R at hand, reasoning

with respect to R and learning the user’s preferences become essential tasks. In

terms of reasoning, efficient algorithms are needed in order to answer common queries

w.r.t. R. Typical queries include dominance queries: “Is o better than o′?” and out-

come optimization: “what is the optimal outcome according to the user’s preferences

?”. An outcome o is said to be optimal for a relation � if there is no o′ dominating

it.

Example 3. Recall the previous example. The representation is trivially a binary

relation � over O and, for instance, car1 dominates car3. It is easy to see that car1

is the best outcome since it dominates all of the other three outcomes.

Ideally, there should be efficient algorithms to answer such types of queries with

regard to the representation at hand. In the learning part, key issues are easy elicita-

tion of the user’s preferences and developing learning algorithms to observe the user’s

behavior over time and learn the preferences in a passive manner.

There have been several qualitative preference representations developed in the

AI community [44]. In this work, we are interested in graphical classes known as

Conditional Preference Networks (CP-nets) [15]. Here, we discuss CP-nets informally

through examples, leaving the formal definitions to the following chapter.

Motivated by the compact representation of Bayesian Networks [55] to the joint

2when vi and u are unambiguous, we remove the scripts from �vi
u and use � instead.
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probability distribution, CP-nets employ (conditional) preferential independencies

over the set of variables V to compactly represent the preference relation over O.

A CP-net can be described in terms of a directed graph with vertex set V . In the

graph, an edge (vj, vi) exists iff the preference of vi depends on the values of vj and we

refer to vj as a parent for vi and denote the set of parents of a variable vi by Pa(vj).

After deciding which variables impact the preference of vi, i.e., Pa(vi), a conditional

preference table CPT is constructed. A CPT for variable vi, CPT(vi), shows for every

possible assignment u of Pa(vi), a preference relation �viu .

Such a construction of CP-nets by means of interactions among variables makes

it an example of a preference-based graphical model3.

Example 4. Consider the set of variables V = {A,B,C} with binary domains

DZ = {z, z̄} for every variable Z ∈ V . Figure 1.1 shows a CP-net and a Bayesian

Network over the same variables. Graphically speaking, CP-nets resemble Bayesian

Networks in many ways. They both can be constructed graphically where edges rep-

resent dependencies. Given a Bayesian Network, we obtain a CP-net by dropping

probabilities and assigning a preference relation over the corresponding variable val-

ues. Doing this for every *row* in a Bayesian Network, turns the graph into a CP-net.

This does not mean, by any means, that their semantics are similar. We are only

trying to position CP-nets w.r.t. other graphical models.

CP-nets require that the preference of a variable vi be independent from other

variables given its parents Pa(vi). This way, the agent can reason about the preference

relation � of O by reasoning about these small tables associated with the variables.

Specifically, the CP-net model interprets the preference statements in its tables in

a ceteris paribus manner, i.e., all other things being equal. That is, a statement

u : x � y in CPT(vi) is interpreted as follows: given any two outcomes o and o′ where

3In the literature, the term graphical model is usually meant to refer to a family of probabilistic
models; here we are referring to graphical models in general; probabilistic and non-probabilistic ones.
See [25] for further discussion.
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A B

C

b � b̄a � ā

b : c � c̄
b̄ : c̄ � c

(a) A CP-net.

A B

C

P (b) = .5P (a) = .3

b : P (c) = .3
b̄ : P (c) = .85

(b) A Bayesian Network.

Figure 1.1: A simple example to show the graphical resemblance between CP-nets
and Bayesian Networks.

o[Pa(vi)] = o′[Pa(vi)] = u, o[vi] = x and o′[vi] = y, o is preferred to o′ when all other

variables have the same values; that is, when o[Z] = o′[Z] = z for any fixed value z

of Z = V \{Pa(vi) ∪ vi} .

A pair of outcomes (o, o′) is swap if they differ in the value of exactly one variable.

Clearly o and o′ has to be a pair of swaps to be directly affected by the ceteris paribus,

i.e., all other things being equal, interpretation.

Example 5. Recall the variables and their respective domains shown in Table 1.1.

Consider the unconditional statement: “I unconditionally prefer minivan to compact”.

Such a statement is interpreted as: given any outcome o with type minivan, o is

preferred to another outcome o′ with type compact only if o and o′ happen to share all

the values of the other variables, i.e., if they share the same values of Colour, Price

and AWD.

In our example, this means car3 is preferred to car4 ceteris paribus. Note that

the statement does not assert that car3 is also preferred to car2 even though car2 is

compact. This is because (car2, car3) are not swaps as they differ in both Colour and

AWD.

Observe that the interpretation of the statements in CP-nets is too restrictive. A

statement u : x � y in CPT(vi) affects only swap outcomes (o, o′) that have the same

values for all variables except vi. In particular when o[Pa(vi)] = o′[Pa(vi)] = u, o

has the value x and o′ has the value y, one can improve o′ by flipping the value of
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vi from y to x. The CP-net then induces the relation � on O as follows: for any

two outcomes, not necessary swaps, o is preferred to o′ with respect to the CP-net

model, o � o′, if and only if there is a sequence of changes o1, o2, . . . , or where o1 = o′

and or = o and every (oi, oi+1) is a swap pair that improves o′ w.r.t. some variables

until we reach o. In other words, o � o′ iff the CP-net explains such a relation by a

sequence of improvements in a ceteris paribus manner.

Example 6. Sara lives in an urban area in the North where it snows 4 months a

year. She is considering buying either an suv or a minivan for her family of four.

She unconditionally prefers low priced vehicles to highly priced ones. Also, because of

the weather, she unconditionally prefers a vehicle with All-wheel drive (AWD) to one

without it.

Her preference on the vehicle type depends on the price and the wheel-drive. If

the price is low and the vehicle is not AWD, she prefers to have a minivan to an suv

as minivans are more convenient for the kids and more efficient in fuel. If the price

is low and it is an AWD vehicle, she prefers an suv to a minivan as there are many

choices for cheap AWD suvs compared to cheap AWD minivans. Otherwise, if the

vehicle is expensive, whether it has AWD or not, she prefers to buy an suv because

suvs are ‘cool‘.

The CP-net that represents Sara’s preferences is shown in Figure 1.2 along with

its induced graph relation �. A path from o′ to o in the graph is evidence of a

sequence of improving flips from o′ to o and thus o being preferred to o′. For instance,

(yes,low,suv) dominates (yes,high,minivan) as witnessed by the sequence

(yes, high,minivan)→ (yes, low,minivan)→ (yes, low, suv).

The first two are because of the statement low � high while the last two are because of

the conditional statement yes low: suv � minivan. The best outcome for the CP-net
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Type

PriceAWD

low � highyes � no

yes low: suv � minivan
yes high: suv � minivan
no low: minivan � suv
no high: suv � minivan

(yes,low,suv)

(yes,low,minivan) (yes,high,suv) (no,low,suv)

(no,low,minivan)(yes,high,minivan) (no,high,suv)

(no,high,minivan)

Figure 1.2: The CP-net and its induced preference relation for Example 6.

is (yes,low,suv) as it dominates all other outcomes.

1.2 Problem Statement and Motivation

In many AI applications, a learning algorithm (a learner henceforth) is required to

automatically extract the user preferences with minimal effort. Such effort is usually

measured by two different but related quantities: the amount of information, i.e., the

number of training examples the learner requires before having a good generalization

performance (information complexity) and the time it takes to process this informa-

tion (computational complexity). While a polynomial time learner is a typical goal

for the latter, the former provides important insights and theoretical limitations on

the learning process. For instance, in preference elicitation the learner asks a series

of questions or queries to the user and gets answers as feedback. The goal is to have

a strategy that learns the user’s preference with the minimum number of questions.

Two fundamental questions that arise in this setting are 1) In the worst case sce-

nario, what is the minimum number of questions a learner would ask in order to elicit

the user’s preferences? and 2) what is a query strategy that achieves this number?

Studying the information complexity helps us to answer such questions in a concise

way.

10



..............

..............

CP-net

Learner

Is x better than y ?

Yes or No

Next 
Query

Figure 1.3: What is the optimal query strategy to elicit the user’s CP-net?

Another important problem is managing both preferences and constraints in an

efficient way. In the context of CP-nets, this problem is addressed by the model of

constrained CP-nets [16]. A constrained CP-net is a CP-net where some outcomes

are infeasible. The work in constrained CP-nets has neglected studying the effect

of variable ordering and/or constraint propagation when searching for a solution.

Therefore, two more questions arise: 3) Does variable ordering help in solving the

constrained CP-net problem in practice? 4) Do they perform better when interleaved

with constraint propagation techniques?

1.3 Thesis Contributions

The goal of this thesis is to address the above four questions. In particular, the thesis’

contributions are:

1. We give a complete characterization for the information complexity of multi-

valued acyclic CP-nets (for any indegree assumption) by finding the exact values

or non-trivial bounds of combinatorial dimensions that characterize learnabil-

ity in different models. These are the Vapnik Chervonenkis dimension (VCD)

[63] for PAC learning, the teaching dimension (TD) [31] and recursive teaching

dimension (RTD) [67] for the teaching model, and for the mistake bound in the

online learning, we consider two variants: when examples are supplied by an

11



adversary -optimal mistake bound (OPT) [47] and when examples are chosen

at the learner’s discretion- self-directed learning (SDC) [32].

2. We study the problem of learning complete CP-nets from membership queries

alone and propose near-optimal strategies for tree and acyclic CP-nets. We

further study the case when examples are noisy and propose a learning algorithm

for tree CP-nets.

3. In constrained CP-nets, we experimentally study the effect of variable ordering

heuristics and constraint propagation when solving a constrained CP-net using

a backtrack search algorithm. More precisely, we investigate several look ahead

strategies as well as the most constrained heuristic for variable ordering dur-

ing search. The results of the experiments conducted on random constrained

CP-net instances generated through the RB model, clearly show a significant

improvement when adopting these techniques.

Most of the thesis’s contents have appeared in peer-reviewed venues. In particular,

this thesis is an extended version of the following two publications:

• Eisa Alanazi, Malek Mouhoub, and Sandra Zilles. “The Complexity of Learn-

ing Acyclic CP-Nets”. In: Proceedings of the Twenty-Fifth International Joint

Conference on Artificial Intelligence, IJCAI 2016, New York, NY, USA, 9-15

July 2016. 2016, pp. 1361–1367

• Eisa Alanazi and Malek Mouhoub. “Variable ordering and constraint propaga-

tion for constrained CP-nets”. In: Appl. Intell. 44.2 (2016), pp. 437–448

1.4 Organization

The thesis is organized as follows:
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Chapter 2

This chapter presents the background information that is needed for the rest of

the work. First, we recall the definition of preference relations and preferential

independence typically found in the literature. Then, we describe the core model

of this thesis, CP-nets, along with its semantics. Afterwards, we present the

relevant machine learning concepts that are needed, in particular, the definition

of different information complexity parameters and learning models. Lastly, we

provide the necessary information on constraint satisfaction problems.

Chapter 3

This chapter reviews the literature that is relevant to our problem. Specifically,

we discuss existing results concerning i) learning CP-nets; ii) learning CP-nets

from queries; iii) complexity of learning CP-nets and iv) different approaches

to tackle the constrained CP-nets problem.

Chapter 4

The complexity of learning acyclic CP-nets is investigated in this chapter. This

includes characterizing the information complexity of CP-nets in different learn-

ing models. This is followed by a deep insight into the structural properties of

CP-net classes for the sake of connecting the CP-net class to other interesting

classes.

Chapter 5

This chapter discusses learning CP-nets from membership queries alone. Moti-

vated by the results in Chapter 4, we present strategies that use near-optimal

query complexity. In addition, we study learning from such queries when the

examples are noisy and the target concept is a tree CP-net.

Chapter 6
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Constrained CP-nets are introduced here in more detail. This is followed by

a discussion on variable ordering and propagation techniques in the context of

constrained CP-nets. We then report the conducted experiments for applying

the two over a simple backtrack search algorithm.

Chapter 7

Concluding remarks along with future work directions are presented in this

chapter.
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Chapter 2

Background

2.1 Preference Relations and Preferential Indepen-

dencies

In what follows, we define preference relations as they usually appear in the literature

[44, 15, 16].

Definition 1. A binary relation R on a set O is a set of ordered pairs (o, o′) ∈ O×O.

Usually, we are interested in binary relations that satisfy certain properties. In

particular, a binary relation R on O is:

• Reflexive iff for all o ∈ O, (o, o) ∈ R.

• Irreflexive iff for all o ∈ O, (o, o) 6∈ R.

• Transitive iff for all o, o′, o′′ ∈ O, if (o, o′) ∈ R and (o′, o′′) ∈ R then (o, o′′) ∈ R.

• Total iff either (o, o′) ∈ R or (o′, o) ∈ R for all o, o′ ∈ O.

Definition 2. A preference relation � is a partial preorder, i.e., a reflexive and

transitive binary relation.
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Generally, o � o′ (we follow the common convention of writing o � o′ as a shorthand

for (o, o′) ∈�) is interpreted as o is at least as good as o′. Moreover, depending on

how an outcome o stands with respect to another o′, we can say:

1. o is strictly preferred to o′ iff o � o′ and o′ � o.

2. o is indifferent from o′ (o ∼ o′) iff o � o′ and o′ � o.

3. o is incomparable with o′ (o ./ o′) iff o � o′ and o′ � o.

Given a partial order �, there could be many total orders that extend it. In

particular, a linear extension is defined as follows:

Definition 3. A preorder �′ is said to be a linear extension of � iff �′ is total and

for every o � o′ we have o �′ o′.

In this work, we assume O is factored into a set of variables V = {v1, v2, . . . , vn},

where each variable vi ∈ V has a set of possible values, i.e., its domain Dvi . For

simplicity, we assume that every domain Dvi is of size m, independent of i. An

assignment x to a set of variables X ⊆ V is a mapping for every variable vi ∈ X to

a value from Dvi . Under this setting, an outcome o ∈ O is an assignment of values

to all the variables in V and O = Dv1 ×Dv2 × · · · ×Dvn . We use OX to denote the

set of assignments for X ⊆ V and remove the subscript when X = V . We use o[X]

to denote the projection of o onto X ⊂ V and write o[vi] instead of o[{vi}].

Notice that such combinatorial domains are known to suffer from what is called

the curse of dimensionality as the size of O is exponential in n, i.e., the number

of variables. For instance, for n variables each with m possible values we have a

total of mn outcomes. Thus, defining a preference relation � directly over O could

be infeasible or hard to say the least. Luckily, one can define � compactly if the

preferences show some internal structure. For any two sets X and Y where X∩Y = ∅,

let xy correspond to the combination of the two assignments x ∈ OX and y ∈ OY .
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Definition 4 ([15]). X is preferentially independent from Y iff

xy � x′y ⇐⇒ xy′ � x′y′,

for all x, x′ ∈ OX and y, y′ ∈ OY .

In other words, X is preferentially independent from Y if the preference on X is

the same regardless of the values of Y . Thus, knowing the values of Y contributes

nothing to the preference relation on X. The conditional version is similar.

Definition 5 ([15]). Let X, Y and Z be a partition of V . X is conditionally prefer-

entially independent from Y given Z iff

xyz � x′yz ⇐⇒ xy′z � x′y′z,

for all x, x′ ∈ OX , y, y′ ∈ OY and z ∈ OZ.

In this thesis, we assume preferences are strict relations. A strict preference re-

lation � is a binary relation that is irreflexive and transitive. Moreover, � can be

derived from the partial preorder � as o � o′ iff (o � o′ and o′ � o). As we can

represent any binary relation in terms of digraphs, � is usually represented by an

acyclic digraph due to the irreflexivity with contrast to � which may show cycles in

its digraph.

2.2 Conditional Preference Networks (CP-nets)

The CP-net model captures complex qualitative preference statements in a graphical

way. Informally, a CP-net is just a set of statements ϕ : xi � x̄i which states that

the preference over vi with Dvi = {xi, x̄i} is conditioned upon the assignment of

X ⊆ V \{vi}. In particular, when X is assigned to ϕ ∈ OX , xi is preferred to x̄i as a
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value of vi ceteris paribus. That is, for any two outcomes o, o′ ∈ O where o[vi] = xi and

o′[vi] = x̄i the preference holds only when i) o[X] = o′[X] = ϕ and ii) o[Z] = o′[Z] for

all Z = V \X ∪{vi}. In such case, we say o is preferred to o′ ceteris paribus (all other

things being equal). Clearly, there could be exponentially many pairs of outcomes

(o,o′) that are affected by one such statement.

CP-nets provide a compact representation of preferences over O by providing such

statements for every variable. For every vi ∈ V , the decision maker1 chooses a set

Pa(vi) ⊆ V \{vi} of parent variables that influence the preference order of vi. For

any u ∈ OPa(vi), the decision maker specifies an ordering �viu over Dvi . We refer to

�viu as the conditional preference statement of vi in the context of u. A Conditional

Preference Table for vi, denoted CPT(vi), is a set of conditional preference statements

{�viu1
, . . . ,�viuk}. CPT(vi) is said to be complete, if it shows a total order statement

for every element in OPa(vi); otherwise, it is incomplete.

Definition 6 (CP-net [15]). Given, V , Pa(v), and CPT(v) for v ∈ V , a CP-net is

a directed graph (V,E), where, for any vi, vj ∈ V , (vi, vj) ∈ E iff vi ∈ Pa(vj).

Analogously, a CP-net N is said to be complete if every CPT it poses is complete;

otherwise it is incomplete. A CP-net is acyclic if it contains no cycles. It is separable

if the edge set of its graph is the empty set and it is a tree if it is acyclic with

indegree at most one. In this thesis, whenever we say “CP-net”, we mean a complete

acyclic CP-net unless stated otherwise. Lastly, we assume CP-nets are defined in

their minimal form, i.e., there is no dummy parent in any CPT that actually does

not affect the preference relation.

Example 7. Figure 2.1a shows a CP-net over V = {A,B,C} with DA = {a, ā},

DB = {b, b̄}, DC = {c, c̄}. Each variable is annotated with its CPT. For variable A,

1This can be any entity in charge of constructing the preference network, i.e., a computer agent,
a person, a group of people, etc.
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A B

C

b � b̄a � ā

b : c � c̄
b̄ : c̄ � c

(a) The CP-net.

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

(b) The induced graph.

Figure 2.1: An acyclic CP-net (cf. Def 6) and its induced graph (cf. Def 7).

the user prefers a to ā unconditionally. For C, the preference depends on the values

of B, i.e., Pa(C) = {B}. For instance, in the context of b̄, c̄ is preferred over c.

Two outcomes o, ô ∈ O are swap outcomes (‘swaps’ for short) if they differ in the

value of exactly one variable vi; then vi is called the swapped variable [15].

The size of a preference table for a variable vi, denoted by size(CPT(vi)), is the

number of preference statements it holds which is m|Pa(vi)| if CPT(vi) is complete.

The size of a CP-net N is defined as the sum of its tables’ sizes.

Example 8. In Figure 2.1, abc, ābc are swaps over the swapped variable A. The

CP-net size is 1 + 1 + 2 = 4.

The semantics of CP-nets are described in terms of improving flips. Let u ∈ OPa(vi)

be an assignment of the parents for a variable vi ∈ V . Let �viu = vi1 � . . . � vim be the

preference order of vi in the context of u. Then, all else being equal, going from vij

to vik is an improving flip over vi whenever k < j ≤ m.

Example 9. In Figure 2.1a, (ab̄c, abc) is an improving flip with respect to the variable

B.

In the case of complete CP-nets, the improving flip notion makes every pair (o, ô)

of swap outcomes comparable, i.e., either o � ô or ô � o holds [15]. The question“is

o � ô?” is then a special case of a so-called dominance query and can be answered
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directly from the preference table of the swapped variable. Let vi be the swapped

variable of a swap (o, ô). Let u be the context of Pa(vi) in both o and ô. Then, o � ô

iff o[vi] �viu ô[vi]. A general dominance query is of the form: given two outcomes

o, ô ∈ O, is o � ô? The answer is yes, iff o is preferred to ô, i.e., there is a sequence

(λ1, . . . , λn) of improving flips from ô to o, where ô = λ1, o = λn, and (λi, λi+1) is an

improving flip for all i ∈ {1, . . . , n− 1} [15].

Example 10. In Figure 2.1a, abc � āb̄c, as witnessed by the sequence āb̄c→ ab̄c→

abc of improving flips.

Definition 7 (Induced Graph [15]). The induced graph of a CP-net N is a directed

graph where every vertex represents an outcome o ∈ O. An edge from ô to o exists iff

(o, ô) ∈ O ×O is a swap w.r.t. some vi ∈ V and o[vi] precedes ô[vi] in �vio[Pa(vi)]
.

Figure 2.1b shows the induced graph of the CP-net in Figure 2.1a. N defines a

partial order � over O that is given by the transitive closure of its induced graph. If

o � ô we say N entails (o, ô). N is consistent if there is no o ∈ O with o � o, i.e., if its

induced graph is acyclic. Acyclic CP-nets are guaranteed to be consistent while such

guarantee does not exist for the cyclic CP-nets and their consistency depends on the

actual values of the CPTs [15]. Lastly, in complete acyclic CP-nets, there is a unique

best outcome and the complexity to find it has been shown to be linear [15] while the

complexity of answering dominance queries depends on the CP-net structure: linear

in the case of trees [10] and PSPACE-complete for generalized CP-nets [33].

Example 11. Figure 2.2 shows an example of a cyclic CP-net that is consistent while

Figure 2.3 shows an inconsistent one. Note that both share the same CPTs except for

CPT(C) and the dotted edges in the induced graph of Figure 2.3 represent the cycle.
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A

B C

a � ā

ac : b � b̄
ac̄ : b � b̄
āc : b̄ � b
āc̄ : b � b̄

ab : c � c̄
ab̄ : c̄ � c
āb : c̄ � c
āb̄ : c̄ � c

(a) The network.

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

(b) The induced graph.

Figure 2.2: An example of a consistent cyclic CP-net.

A

B C

a � ā

ac : b � b̄
ac̄ : b � b̄
āc : b̄ � b
āc̄ : b � b̄

b : c � c̄
b̄ : c̄ � c

(a) The network.

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

(b) The induced graph.

Figure 2.3: An example of an inconsistent cyclic CP-net.

2.3 Machine Learning

2.3.1 Concept Learning

In a very abstract form, machine learning is concerned with developing algorithms to

extract useful information from the available data. Usually, this is done by assuming

there is an information source (also called oracle) with which information about a

hidden target concept c∗ is supplied. In this thesis, the information is a pair (x, b)

where x is called an instance and b ∈ {0, 1} is the label given to x.

Formally, we assume there is a finite set X , called instance space, which contains

all possible instances (i.e., elements of) an underlying domain. A concept c is then

defined as a mapping from X to {0, 1}. Equivalently, c can be seen as a subset

c = {x ∈ X | c(x) = 1} and a concept class C is a set of concepts. A concept c is

consistent with an example, i.e., a labelled instance (x, b) ∈ X × {0, 1}, if and only if

c(x) = b.
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After some period of communication with the oracle, the learner, given access to

the concept class C, is required to identify the target concept c∗ either exactly or

approximately.

Many learning models have been proposed to deal with different learning settings

[40, 4, 47, 62]. These models typically differ in the constraints they impose on the ora-

cle and the learning goal. One of the best known theoretical passive learning models is

the Probably Approximately Correct (PAC) model [63]. The PAC model is concerned

with finding, with high probability, a close approximation to the target concept c∗

from randomly chosen examples. The examples are assumed to be independently and

identically distributed (i.i.d. sampling). On the other end of the spectrum, a model

that requires exact identification of c∗ is Angluin’s model for learning from queries

[4]. In this model, the learner has the power to ask queries to the oracle. Different

types of queries were defined where we are mostly interested in two types of them:

membership and equivalence queries.

Exact learning is then using some (possibly a combination of) queries, the learner

is required to output a hypothesis h that is equivalent to c∗, i.e., h(x) = c∗(x) for all

x ∈ X .

Definition 8 (Membership Query [6]). A membership query on an instance x, MQ(x),

is the question of “What is the classification of x with respect to c∗ ?”

Definition 9 (Equivalence Query [6]). Given a hypothesis h, an equivalence query

EQ(h) is the question of “Is h equivalent to c∗ ?”

The answer to a membership queryMQ(x) is c∗(x), i.e., either 0 or 1. However, the

answer to an equivalence query is either “Yes” or a counterexample x such that h(x) 6=

c∗(x) as evidence to the non-equivalence [4]. As a concept is only a sequence of 0s and

1s, in practice, a concept is usually encoded by a representation σ(c) defined based on

a representation class R [40]. Thus, one usually has some fixed representation class
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R in mind and the concept class is the set of all concepts that is representable by R

where a concept is representable by σ ∈ R defined appropriately. Given a concept

c, there could be many representations σ1, σ2, . . . of c in R and we are typically

interested in outputting the representation of minimum size where size is, again,

defined appropriately. That is, a measure over the size of a representation K : R → R

exists and we are interested in the one of minimum size over all the representations

of c.

Definition 10 (Query Learning [4]). A class C ⊆ {0, 1}n is exactly learnable from

membership (resp. equivalence) queries, if there is an algorithm A such that for every

concept c ∈ C, A outputs a hypothesis h that is equivalent to c using a polynomial

number of queries in n and size(c) where size(c) is the size of the minimal represen-

tation of c w.r.t. a fixed representation class R.

Note that the above definition is concerned only with the information or query

complexity, i.e., the number of queries required to exactly identify any target concept.

Moreover, C is said to be efficiently exactly learnable if there exists an algorithm A

that exactly learns C, in the above sense, and runs in time polynomial in n and

size(c). In this work, the query strategies described in Chapter 5 give an obvious

polynomial time algorithm in the above parameters and thus we will not explicitly

mention efficient learning henceforth.

Moreover, as we work solely on CP-nets where the CPTs are represented in a

tabular form, and the size of the concept is the size of the complete CP-net that

represents it, size(c) is well-defined in our case2.

2It is easy to see that in the case of complete CP-nets, which is what we are concerned with,
there is a one-to-one correspondence between the set of concepts and the set of CP-nets w.r.t. the
swap instance space.

23



2.3.2 Complexity Measures

Many attempts have been made in the past to answer the following question: Given a

specific learning model, what is the number of examples (or queries) required by the

best possible algorithm over all possible algorithms where an algorithm is better than

another if it requires less resources, i.e., examples or queries. Such questions concern

what is called the information complexity of learning a class C in a particular model.

The field of learning theory provides rich models and theoretical bounds over the

information complexity of learning a class of concepts C. Note that the information

complexity lower bounds the time complexity of an algorithm.

We are interested in the number of examples (or queries) required by the best

possible algorithm Abest to learn any concept c ∈ C. The answer to such a question

is usually characterized by a combinatorial parameter. Thus, in what follows, we list

some of the combinatorial parameters that are relevant to this work.

The Vapnik Chervonenkis (VC) dimension [63] of a concept class C (denoted as

VCD(C)) is probably one of the most important complexity measures in machine

learning. This is largely due to two main reasons: i) the number of random examples

that is needed to converge in the PAC model is known to be linear in VCD and

has tight upper and lower bounds defined in terms of the VC dimension [12, 35,

60]; ii) VCD has been shown to be connected to other learning models and in some

cases provides tight bounds on their information complexity [7, 5]. For instance, the

information complexity when learning from membership and equivalence queries has

a tight lower bound in terms of the VCD [5, 7].

Definition 11 (VC dimension). A set of instances S ⊆ X is shattered by C if for

every possible set of labellings ` ∈ {0, 1}|S| of S there is a concept c ∈ C that is

consistent with ` over S. Equivalently, projecting C to S yields 2|S| concepts. The

VC dimension is then defined as the cardinality of the largest shattered set by C, i.e.,

VCD(C) = max{ |S| | S is shattered by C}.
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(x1, c
∗(x1))

(x22, c
∗(x22))

(x13, c
∗(x13))
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Learner Teacher

Figure 2.4: Revealing c∗ with the minimum sequence of labelled instances
p1, p2, . . . , pt, where TD(c∗, C) = t.

Another interesting learning model is learning in the presence of a helpful teacher

[31, 67]. Here, the oracle is now a teacher who knows the target concept c∗ very well

and is able to express it with the minimum number of labelled instances.

Definition 12 (Teaching Dimension [31]). A set S ⊆ X ×{0, 1} is a teaching set for

c, if c is the only concept in C that is consistent with S. The teaching dimension of c

with respect to C is the cardinality of the smallest teaching set of c, i.e., TD(c, C) =

min{|S| | S is a teaching set for c} and the teaching dimension of C is defined as

TD(C) = max{TD(c, C) | c ∈ C}.

Figure 2.4 shows an overview over this model; the teacher has a target concept in

mind and tries to distinguish it from all other concepts in the class with the minimum

number of examples. Let TDmin(C) = min{TD(c, C) | c ∈ C} denote the smallest

TD of any c ∈ C. A well-studied variation of teaching is called recursive teaching.

Its complexity parameter, the recursive teaching dimension, is defined by recursively

removing from C all the concepts with the smallest TDs and then taking the maximum

over the smallest TDs encountered in that process. For the corresponding definition

of teachers, see [67].

Definition 13. [67] Let C0 = C and, for all i such that Ci 6= ∅, define Ci+1 = Ci \{c ∈

Ci | TD(c, Ci) = TDmin(Ci)}. The recursive teaching dimension of C, denoted by

RTD(C), is defined by RTD(C) = max{TDmin(Ci) | i ≥ 0}.

As opposed to the TD, the RTD exhibits interesting relationships to the VCD.
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Learner Teacher

Figure 2.5: Teach easiest concepts (red dots) first. Remove them. Repeat.

For example, every maximum class, i.e., a class C whose size |C| meets Sauer’s upper

bound
(|X |

0

)
+
(|X |

1

)
+ . . .+

( |X |
VCD(C)

)
[57], fulfills RTD(C) = VCD(C); the same is true

for classes of VCD 1 and for intersection-closed classes [27].

Figure 2.5 illustrates the RTD process in an informal way: in each round i the

teacher computes TDmin(Ci), teaches the corresponding concepts and then removes

them.

We will further determine complexity parameters for online prediction, namely

the self-directed learning complexity and the optimal mistake bound. A self-directed

learner passes a prediction (x, `) ∈ X × {0, 1} to an oracle, which responds with the

information whether or not the target concept c∗ fulfills c∗(x) = `. In case c∗(x) 6= `,

the learner has made a mistake. The self-directed learning complexity SDC(C) is the

smallest number z for which some self-directed learner exists that makes no more than

z mistakes on any concept in C [32]. In classical online learning [47], the sequence

of instances x for which the learner makes label predictions is determined by an

adversary. The best worst-case number of mistakes achievable in this model, where

again the worst case is taken over all concepts in C, is called the optimal mistake

bound of C, denoted by OPT(C).
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2.4 Constraint Satisfaction

A Constraint Satisfaction Problem (CSP) [24] is a well-known framework for solving

constraint problems. Formally, a CSP consists of a set of variables V = {v1, v2, . . . , vn},

where each variable vi is defined on a finite and discrete set of possible values (variable

domain) Dvi = {vi1, vi2, . . . , vim} and a set of constraints C ⊆ V ×. . .×V restricting the

values that each variable can take. A binary CSP is a CSP where all the constraints

have arity less than or equal to 2. In this thesis, we are assuming that CSPs are

binary (unless stated otherwise) and that constraints are defined in extension. Let

OX =
∏

vi∈X Dvi be the Cartesian product of the domains for a subset of variables

X ⊆ V . We refer to the elements of OX as the assignments of X. An assignment

x ∈ OX is complete if and only if X = V otherwise it is a partial assignment.

A complete assignment o ∈ O satisfies the binary constraint c(vi, vj) ∈ C if and

only if (yi, yj) ∈ c(vi, vj) where yi and yj are the values of vi and vj in o. For

instance, assume two variables vi and vj both with the same domain {1, 2} and

sharing the constraint c(vi, vj) = {(1, 2), (2, 2), (2, 1)}. The pair (1, 1) does not satisfy

the constraint where, for instance, (1, 2) does. A solution to a CSP is a complete

assignment such that all the constraints are satisfied. The CSP is usually represented

as a graph where each node corresponds to a given variable and an edge (vi, vj) exists

if and only if c(vi, vj) ∈ C.

Example 12. Assume V = {A,B,C,D} and DY = {y, ȳ} for every variable Y ∈

V . A possible constraint problem over V is shown in Figure 2.6. In this network,

(ā, b̄, c̄, d) is a solution to the problem while (ā, b, c, d) is not a solution as it satisfies

neither c(A,B) nor c(A,C).

When solving a CSP using a backtrack search algorithm, local consistency is often

used before and during the search to reduce the size of the search space [24, Chapter 5].

Local consistency corresponds to enforcing the consistency on a subset of the CSP
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(a, d̄)
(ā, d)

(c, d)
(c̄, d)

Figure 2.6: An example of a binary CSP.

variables. The most common forms of local consistencies are Node, Arc and Path

Consistency which correspond to applying the local consistency on a subset of 1, 2

and 3 variables respectively. A node vi ∈ V is said to be consistent if and only if

for every value yi ∈ Dvi , yi satisfies the unary constraint c(vi) ∈ C. For instance, if

Dvi = {1, 2, 3} and c(vi) is simply vi ≥ 2 then vi is not node consistent as vi = 1 does

not satisfy the constraint. The network is said to be node consistent if every node is

consistent. Similarly, in the case of binary CSPs, an arc (i.e., a constraint) c(vi, vj) is

consistent if and only if for every value of yi ∈ Dvi there exists a value yj ∈ Dvj such

that (yi, yj) ∈ c(vi, vj). The CSP network is said to be arc consistent if every arc is

consistent.

Example 13. Consider again the CSP network in 2.6. As there are no unary con-

straints the CSP is trivially node consistent. On the other hand, the CSP is arc

consistent after removing b from DB and d̄ from DD.

A CSP is known to be an NP-hard problem [24]. In order to overcome this diffi-

culty in practice, several constraint propagation techniques based on local consistency

algorithms have been proposed [50]. Such techniques provide a way to enforce the

local consistency (often Arc Consistency) of the network before and during the search

by removing those locally inconsistent values from their respective domains. This will

help detecting inconsistent assignments earlier in the search as well as reducing the

size of search space. When used during the backtrack search, two techniques are
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considered and the main difference between them is in the scope of the propagation.

Forward Checking (FC) [24] maintains Arc Consistency during the search as when-

ever a new assignment yi is made to variable vi, we enforce Arc Consistency between

vi and any non assigned variable vj connected with it through a given constraint

c(vi, vj). This results in removing inconsistent values from vi’s connected variables

domains. Maintaining Arc-Consistency (MAC) [24, Chapter 3] is another strategy

that extends the constraint propagation of FC by enforcing Arc Consistency to all

the non assigned variables.

Theoretical and experimental studies over the hardness of solving random CSPs

show that the CSP exhibits a phase transition as the problem becomes more con-

strained. This transition separates the region where most problems are under con-

strained, easy and soluble, and a region where most problems are over constrained,

easy but insoluble. The intervening phase transition region contains the hardest in-

stances to solve. The RB model [66] has the ability, through particular settings, to

generate instances at the phase transition region.

The ordering of variables during a backtrack search has a significant effect on

the size of the search space [54]. A variable ordering heuristic is therefore needed

for choosing the next variable to assign at each step of the search. The well-known

first-fail principle is the most adopted criterion for ordering variables. More precisely,

variables are sorted from the most to the least constrained one. This latter heuristic

is called the Most Constrained Heuristic (MCH).
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Chapter 3

Related Work

3.1 Learning CP-nets

The problem of learning CP-nets has recently gained a lot of attention [26, 42, 46,

41, 21, 48, 34, 49, 51, 9]. Table 3.1 shows the list of works that tackled the problem

in a chronological order. CP-net learning concerns finding a CP-net N that explains

a set of observations, i.e., labelled examples, of the form o � o′ or o � o′ where � is

the induced relation of the target CP-net N∗. Generally, we can classify the learning

algorithms by examining the following characteristics of the learning process:

1. The learning paradigm. Is it passive or active?

2. The class of CP-nets to be learned. Is N∗ assumed to be separable? tree? or

a CP-net with indegree at most k? And in each case, is N∗ assumed to be

complete or incomplete?

3. The number of variables with different values in every observation the learner

receives. Are we assuming observations to hold only among swaps (differs in

exactly one variable) or observations among arbitrary pairs of outcomes?

4. The goal of the learning. Is the goal to exactly learn N∗ or to find a good
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Table 3.1: Different literature works that tackled learning CP-nets.

“Learning Preference Relations over Combinatorial Domains” Lang and Mengin (2008) [45]
“Ceteris Paribus Preference Elicitation with Predictive Guarantees” Dimopoulos, Michael, and Athienitou (2009) [26]
“Learning Conditional Preference Networks with Queries” Koriche and Zanuttini (2009) [42]
“The complexity of learning separable ceteris paribus preferences” Lang and Mengin (2009) [46]
“Learning conditional preference networks” Koriche and Zanuttini (2010) [41]
“Learning Ordinal Preferences on Multiattribute Domains: the Case of CP-Nets” Chevaleyre et al. (2010) [21]
“Learning Conditional Preference Networks From Inconsistent Examples” Liu et al. (2012) [48]
“An Empirical Investigation of Ceteris Paribus Learnability” Michael and Papageorgiou (2013) [51]
“Learning conditional preference network from noisy samples using hypothesis testing” Liu et al. (2013) [49]
“Learning CP-net Preferences Online from User Queries” Guerin, Allen, and Goldsmith (2013) [34]
“The Complexity of Learning Acyclic CP-Nets” Alanazi, Mouhoub, and Zilles (2016) [3]
“Query-based learning of acyclic conditional preference networks from noisy data” Labernia et al. (2016) [43]

approximation of it?

5. Are the observations we receive noisy or noise-free?

Recall that the size of a CP-net depends upon the way we represent it. Specifi-

cally, when CP-nets are represented in tabular form, which is the case in all existing

works, the size is exponential in n = |V |. Thus, unless we resort to more compact

representations or fix the indegree to a constant k (or k = O(log n)), learning poly-

nomially in n is infeasible. Moreover, when the observations are not swaps, checking

if a CP-net N entails (o, o′) is hard in general [33].

3.1.1 Passive Learning

In its abstract form, the passive learning problem is to output a CP-net N from a set

of observations of the form:

E = {(oi, o′i, bi)}ri=1 (3.1)

where bi ∈ {0, 1} is a classification to whether oi is preferred to o′i w.r.t. the target

CP-net N∗. Such labelled examples (or observations) are interpreted as oi � o′i if

bi = 1 and oi � o′i if bi = 0. Note that generally oi � o′i does not necessary mean

o′i � oi as they can be incomparable (oi ./ o
′
i). All of the existing approaches assume

bi to be binary and follow the settings above with the exception of [34] where an

active learning algorithm receives answers of the form oi � o′i, o
′
i � oi or oi ./ o

′
i.
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Given a set of entailments E as in Equation 3.1, passive learning methods try

to find a CP-net that explains all of the information in E . That is, finding a CP-

net N which entails all (oi, o
′
i, 1) and none of (oi, o

′
i, 0). Such CP-net N is said to

be consistent with the dataset E . The consistency problem of learning CP-net, i.e.,

determine if there exists a CP-net consistent with E , was shown to be NP-hard as

soon as k ≥ 2 and examples differ in the values of at most two variables [26]. Based on

this, Dimopoulos, Michael, and Athienitou [26] showed that complete acyclic CP-nets

with bounded indegree are not efficiently PAC-learnable, i.e., learnable in polynomial

time in the PAC model [26]. The authors, however, then showed that such CP-nets

are efficiently PAC-learnable in the case where examples are drawn from a specific

distribution of entailments known as transparent entailments. Specifically, the work

showed that complete acyclic CP-nets with indegree at most k are efficiently PAC-

learnable in the case of swap examples. Michael and Papageorgiou [51] then provided

a comprehensive experimental view on the performance of the algorithm proposed in

[26]. The work also discussed an efficient way to check whether a given entailment

is transparent or not and proved its soundness and completeness. The key finding of

the work is that transparent entailments are not restricted only to simple structures

but rather can be used when learning complex structures [51].

Lang and Mengin [46] considered the complexity of learning binary separable CP-

nets by investigating different expectations of the learning process. Recall that a

CP-net N can be defined by the set of linear extensions of its induced relation, i.e.,

the induced relation is the intersection of all such linear extensions. Based on this,

[46] investigated learning a separable CP-net N where:

1. N is consistent with E (implicative consistency).

2. There exists a linear extension B of N where B is consistent with all examples

in E (strong consistency).
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3. Every example e ∈ E is consistent with a linear extension of N (weak consis-

tency).

The implicative consistency coincides with the regular notion of consistency de-

scribed in [26] and other works where the learner looks for a CP-net that explains

every example. However, strong and weak consistencies go beyond the CP-net struc-

ture by checking if the linear extension(s) of the CP-net could explain the data. The

main difference between the first and second case is that, in the first case, the learner

does not look at the extended orders of the learned network while, in the second, the

learner is only concerned about finding an extended total order of some CP-net which

is consistent with each example. The problems of strong and weak consistency for

binary separables were then analyzed and have shown to be NP-complete while it is

polynomial in the case of implicative consistency [46].

Learning CP-nets from noisy examples was investigated in [48, 49]. In [48], a

learning method is presented where some of the training examples are inconsistent.

Inconsistent examples are those examples with which one outcome o becomes pre-

ferred over itself (o � o). The work tried to learn the target with two steps: (i)

learning the induced graph; and (ii) converting the induced graph into an equivalent

CP-net. In [49], a learning algorithm based on hypothesis testing has been proposed

for noisy examples and was experimented on small data sets.

3.1.2 Active Learning

Guerin, Allen, and Goldsmith [34] proposed a heuristic online algorithm that is not

limited to swap comparisons. The algorithm assumes the user is able to provide

explicit answers of the form o � o′, o′ � o or o ./ o′ to any query (o, o′). In particular,

their algorithm is based on generating a separable CP-net first, and then refining the

preference tables by further queries until some ad hoc threshold is met. The setting

of their algorithm can be intuitively cast in the self-directed learning model where the
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goal is not only to minimize the number of mistakes but also the number of queries

over the whole learning process.

The only works that studied learning CP-nets in the context of Angluin’s query

model is the work of Koriche and Zanuttini [41] and the work of Labernia et al.

[43]. In [43], the authors assumed perfect oracles and investigated the problem of

learning complete and incomplete bounded CP-nets from membership and equiva-

lence queries with swap instance space. They showed that complete acyclic CP-nets

are not learnable by equivalence queries alone but attribute-efficiently learnable from

membership and equivalence queries. An algorithm is said to be attribute-efficient if

its query complexity is polynomial in the size of the target concept but logarithmic

in the number of variables. The work did show that, in the case of tree CP-nets, the

results still hold even when the equivalence queries return arbitrary examples. The

setting considered in their work is more general than ours and shows the power of

using membership queries when it comes to learning CP-nets. In [43], learning an

average CP-net from multiple users using equivalence queries alone has been inves-

tigated. However, in both works, the problem of learning complete acyclic CP-nets

from (possible corrupted) membership queries alone remains open.

3.1.3 Information Complexity

The information complexity of learning CP-nets has been investigated in only two

different works in the literature where both were concerned mainly with finding the

VC dimension value [21, 41]. In the work of Koriche and Zanuttini [41], a lower

bound on the VCD has been established for the class of complete and incomplete

binary CP-nets which we prove incorrect for large values of k (cf. Appendix A.1).

The second is the work of Chevaleyre et al. [21] where asymptomatic complexities on

VC dimension were introduced. The latter showed that VCD of acyclic binary CP-

nets is Θ(2n) for arbitrary CP-nets and Θ̃(n2k) for CP-nets with indegree at most k
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in agreement with our results that VCD is 2n − 1 for arbitrary acyclic CP-nets and

at least (n− k)2k + 2k − 1 for those with indegree at most k.

Another related work, although it concerns a different preference model, is the

work in [13] where the learnability of different classes of lexicographic orders have

been discussed. Lexicographic preferences induce relations that are solely based on

variables’ importance regardless of the other variables’ values. In contrast, ceteris

paribus preferences only hold when all other variables have the same values. Thus,

unlike the case of lexicographic orders, ceteris paribus preferences usually induce a

partial order based only on the pair of elements that differ in exactly one variable.

The work in [13] introduced a model called lexicographic preference tree (LP-tree)

which extends current lexicographic relations by allowing both variables’ importance

and preference relations to be conditional. Based on this, different classes of LP-trees

were defined corresponding to different combinations of (conditional) preference and

importance. The work showed that, for n binary variables, 2n is an upper bound for

the VC dimension of any irreflexive and transitive class and the VC dimension of two

classes of LP-trees (namely, CP-CI and CP-UI LP-trees) is 2n−1. This result cannot

be used in our case since even when restricting LP-trees to swap examples, there are

some LP-trees that do not correspond to acyclic CP-nets. In what follows, we show

proof to our claim and refer the reader to [13] for more information on LP-trees.

As CP-nets are defined only over swaps, the question we are interested in is: Does

the class of complete acyclic CP-nets include the class of LP-trees when restricted to

swaps alone? The answer to this question is negative. Figure 3.2 shows a conditional

preference conditional importance (CP-CI) LP-tree where the induced graph over

swaps does not correspond to an acyclic CP-net (it is a cyclic one). For the sake

of completeness, the corresponding cyclic CP-net and its induced graph is shown in

Figure 3.1. Therefore, we cannot utilize the VC dimension results shown in [13] to

our case as we are interested in the VC dimension for the class of acyclic CP-nets.
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A

B C

a � ā

ac : b � b̄
ac̄ : b � b̄
āc : b̄ � b
āc̄ : b � b̄

ab : c � c̄
ab̄ : c̄ � c
āb : c̄ � c
āb̄ : c̄ � c

(a) The network.

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

(b) The induced graph.

Figure 3.1: The corresponding cyclic CP-net and its induced graph of the LP-tree in
Figure 3.2.

A

B

C C

C

BB

a � ā

c̄ � cb � b̄

c̄ � cc � c̄ b̄ � b b � b̄

a ā

b b̄ c̄c

Figure 3.2: A CP-CI LP-tree that does not admit an acyclic CP-net.

3.2 Constrained CP-nets

When solving constrained CP-nets, people tend to reach one of the following two

goals: finding the Pareto outcomes [16, 56, 38] or finding an approximation to them

[29]. In the case of approximation methods, the outcome is not guaranteed to be

Pareto anymore. However, depending on the defined approximation notion, some

methods can tell how far we are from the actual Pareto solution [38]. In this work,

we limit ourselves to the problem of finding the exact Pareto outcomes. Moreover,

one general work that aims to simplify the problem regardless of the goal (exact or

approximate identification of the Pareto outcomes) is the work in [1]. The authors

defined a notion of Arc Consistent CP-net which is simply the result of removing arc

inconsistent domain values from the preference tables.

Several approaches have been proposed to identify exactly the Pareto outcomes

in constrained CP-nets [16, 56, 38]. These approaches can be classified, from the
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knowledge representation point of view, into two classes [38]. The first is based on

converting the CP-net into a set of constraints where these latter are coupled with

the original ones into one constrained problem [56]. The downside of such coupled

approaches is that it does not intuitively represent scenarios where the constraints

are imposed by an external entity or when preferences are expected to be changed

later into the problem. The other class is based on keeping the CP-net and the set

of constraints separated (decoupled approaches) [16, 38]. This may require devel-

oping special-purpose algorithms but has the advantage of easily editing the con-

straints/preference information.

3.2.1 Coupled Approaches

In [56] a method is proposed where the (possibly cyclic) CP-net N is converted into

a set of constraints Ĉ (called optimality constraints). The solutions to Ĉ correspond

to the optimal outcomes of N . For example, a preference statement such as a : f � f̄

is converted into a binary constraint between A and F with (a, f) being the allowed

tuple. This ensures that for any optimal outcome o of N , o is always a solution for

Ĉ. The conversion itself maintains only the set of optimal outcomes of N but not

the dominance relation (i.e., the induced graph). Given a constrained CP-net (N,C),

the algorithm in [56] works by creating the optimality constraints Ĉ of N and then

solving the problems of C and Ĉ. The algorithm solves the problem by finding all

the solutions of the two constraint problems C and Ĉ. Enumerating all solutions of

a constraint problem is known to be a hard problem. Furthermore, as we base our

work on acyclic CP-nets which are known to have a unique best outcome (per Lemma

3 in [15]), Ĉ will always pose only one solution which makes the conversion of N to

Ĉ not a useful one for large CP-nets. The approach is expected to work very well in

extreme cases: when all feasible solutions of C are optimal solutions for N , when all

optimal solutions of N are feasible with respect to C and when we are looking for all
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the Pareto optimal solutions. We expect such cases to rarely exist in practice.

3.2.2 Decoupled Approaches

Two main decoupled approaches have been proposed in the literature for solving

constrained CP-nets: Search-CP [16] and its parameterized approach [38]. The latter

can be viewed as a parameterized version of the former as we will see later in this

section.

Perhaps the first work that formally defined the constrained CP-net problem and

gave its main algorithm is the work of Boutilier et al. [16] where an algorithm called

Search-CP was introduced to solve constrained CP-nets. Following a topological order

over the CP-net N , Search-CP recursively removes a variable vi from the network

after assigning the best value to it yi given its parent values. Then, the algorithm

strengthens the set of constraints C to the current instantiated variable C(vi = yi).

Strengthening the constraints results in looking ahead of the search tree by discarding

some inconsistencies. Search-CP has the property of being an anytime algorithm.

That is, at any point of the search, the set of solutions found so far is a subset of

the Pareto set. However, Search-CP adopts solely the CP-net ordering and does not

consider any other ordering heuristics. In addition Search-CP does not explicitly

consider any propagation technique.

The work in [38] seeks a generalized framework to solve the problem based on how

different but important these parameters are. In particular, the authors viewed the

constrained CP-net problem as a CSP parameterized by three parameters {s, h, all}

where s is the number of variable assignments we make in each step during the

search, h is the assignment strategy for assigning values to variables and all is a

boolean parameter indicating if we want the set of all Pareto outcomes to be returned.

Thus, typical CSP search problems adopting an assignment heuristic h for finding one

solution are parameterized by {1, h, false}. In the context of constrained CP-nets,
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two obvious choices of the assignment strategy h are either the feasibility (according

to the constraints) or desirability (according to the CP-net).
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Chapter 4

The Complexity of Learning

CP-nets

This chapter investigates the information complexity of learning acyclic CP-nets in

different learning models. We do so by assuming the most common case found in

the literature: learning complete CP-nets from swap examples. Our results can be

viewed as a first step in a broader study with which the learnability of (possibly

incomplete) CP-nets from arbitrary instance space is investigated. However, as the

induced order of any CP-net depends solely on its set of swap entailments, it is natural

to consider learning from swaps alone as they constitute the core component of CP-

nets. Moreover, some of the results discussed here generalize to the case of complete

and incomplete CP-nets in a straightforward manner.

We start in Section 4.1 by showing how the problem of learning CP-nets from

examples can be viewed as a concept learning problem. The complexity results of

different models are shown in Section 4.2. In particular, we study the class of complete

acyclic CP-nets with indegree at most k, denoted as Ckac. The choice of k rise three

important subclasses: the class of acyclic CP-nets with unbounded indegree Cn−1
ac ,

the class of tree CP-nets (C1
ac) and the class of separable CP-nets (C0

ac). We find the

40



exact values of RTD and SDC for Ckac and give lower bounds in the case of OPT.

We further show the exact value of TD for Cn−1
ac , C1

ac and C0
ac and show that the

teaching dimension of Ckac for an arbitrary k is connected to a special set studied in

combinatorics known as the (n, k)-universal set [58, 39]. For the VC dimension, we

give the exact value for Cn−1
ac , C0

ac and give a lower bound for any k. Nevertheless, we

show that in the case of binary variables, i.e., m = 2, we have an upper bound on the

VC dimension of Ckac and a tight one in case of C1
ac.

In Section 4.3, an analysis over the combinatorial structure of different CP-net

classes is discussed. For instance, we show that the class of CP-nets is not intersection-

closed in contrast with the binary separables class. Such study is aimed at finding a

connection between the CP-net classes studied here and other interesting classes in the

literature where special learning algorithms were proposed to learn them [36]. Section

4.4 discusses some of the consequences of our results and re-assesses the optimality

of another learning algorithm presented in the literature.

4.1 Learning Setting

As CP-net semantics are completely determined by the preference relation over swaps,

one may consider the set X ∗swap = {(o, o′) | (o, o′) ∈ O × O and (o, o′) is a swap} as

the instance space. The size of this instance space is nmn(m − 1): every variable

has mn−1 different assignments of the other variables and fixing each assignment of

these we have m(m− 1) instances. For complete CP-nets, this, however, has a lot of

redundant instances as if c((o, o′)) = 0 then we know for certain that c((o′, o)) = 1.

However, in the case of incomplete CP-nets, c((o, o′)) = 0 does not necessarily mean

c((o′, o)) = 1 as there could be no relation between the two outcomes, i.e., o and o′

are incomparable. As we are interested in the complete case alone we consider the

instance space Xswap where those redundant instances are removed and thus |Xswap| =
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nmn−1
(
m
2

)
= mnn(m−1)

2
. Thus, for any two swap outcomes o, o′, exactly one of the two

pairs (o, o′), (o′, o) is included here.

For x = (o, o′) ∈ Xswap, let V (x) denote the swapped variable of x. We refer to

the first and second outcomes of an example x as x.1 and x.2, respectively. We use

x[Γ] to denote the assignments (in both x.1 and x.2) of Γ ⊆ V \{V (x)}. Note that

x[Γ] is guaranteed to be the same in x.1 and x.2, otherwise x will not form a swap

instance.

It is useful to see the instance space Xswap as an undirected graph with vertex

set O and an edge (x.1, x.2) for every instance x. Furthermore, the instance space

can be viewed as the union of n undirected graphs G1, G2, . . . , Gn, where Gi is the

undirected graph with vertex set O and an edge (o, o′) exists if and only if there

exists x = (o, o′) with V (x) = vi. Figure 4.1 shows graphically the instance space of

three variables and its subgraphs. Notice that there is a one-to-one correspondence

between orientations of the swap graph, i.e., giving a direction to every edge in the

graph, and the labels of its elements. For instance, a directed edge from x.1 to x.2

means a label 1 is given to the instance x.

Let Nk be the set of all complete acyclic CP-nets with indegree at most k. Nk

serves as a representation class for concepts of the form c : Xswap → {0, 1}. A concept

c is representable by Nk if there is a CP-net N ∈ Nk such that c(x) = 1 if and only

if N entails the pair (x.1, x.2). In other words, a CP-net N with induced order �

represents a concept c if and only if, for every x ∈ Xswap, the following holds:

c(x) =


1 if x.1 � x.2,

0 otherwise.

The concept class is then defined as Ckac = { c | c is representable by a CP-net N ∈

Nk}, that is, the set of all concepts that are representable by Nk. It is not hard to

see that, in the complete case, every concept c ∈ Ckac is representable by exactly one
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ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

Figure 4.1: The graph of the swap instance space over three variables and its sub-
graphs.

Xswap (abc, ābc) (abc̄, ābc̄) (ab̄c, āb̄c) (ab̄c̄, āb̄c̄) (abc, ab̄c) (abc̄, ab̄c̄) (ābc, āb̄c) (ābc̄, āb̄c̄) (abc, abc̄) (ab̄c, ab̄c̄) (ābc, ābc̄) (āb̄c, āb̄c̄)
c1 1 1 1 1 1 1 1 1 1 0 1 0
c2 1 1 1 1 1 1 0 1 1 0 0 0

Figure 4.2: Two concepts represent respectively the CP-nets in Examples 2.1 and 2.2
with regard to Xswap.

CP-net N . Otherwise, there exist two distinct complete CP-nets N and N ′ with

exactly the same set of swap entailments which is impossible. We, therefore, use c

and its representation N interchangeably.

Figure 4.2 shows two concepts c1 and c2 that correspond respectively to CP-nets

shown in Examples 2.1 and 2.2 along with one choice of Xswap. It is important to

restate the fact that c(x) is actually a dominance relation between x.1 and x.2, i.e.,

c(x) is mapped to 1 (resp. to 0) if x.1 � x.2 (resp. x.2 � x.1) holds. Thus, we

sometimes talk about the value of c(x) in terms of the relation between x.1 and x.2

(x.1 � x.2 or x.2 � x.1).

In the remaining part of this thesis, we fix k ∈ {0, . . . , n − 1} and consider the
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class Ckac of all acyclic CP-nets whose nodes have an indegree of at most k. We use

Cn−1
ac , C1

ac and C0
ac for the classes of acyclic CP-nets with indegree at most n − 1, 1,

and 0, respectively. A concept c contains a swap pair x iff the corresponding CP-net

entails (x.1, x.2). By size(c), we refer to the size of the CP-net represented by c.

Lastly, M = max{size(c) | c ∈ Ckac} is the maximum number of statements in any

concept in Ckac. It can be verified thatM = (n− k)mk +
∑k−1

i=0 m
i (see Appendix A.1

for constructing a CP-net with M statements in the binary case).

4.2 Complexity Results

Table 4.1 summarizes our complexity results for acyclic CP-nets whose nodes have

indegrees bounded by k. The two extreme cases are unbounded acyclic CP-nets

(k = n− 1, Cn−1
ac ) and separable CP-nets (k = 0, C0

ac).

The most striking observation from our results is that VCD, RTD, and SDC are

equal for all values of m in Cn−1
ac . Further, when m = 2 (the most studied case in the

literature), we have that TD equals the instance space size n2n−1 and, in general, the

ratio of the teaching dimension to the instance space size is 2
m

. A close inspection

of the case m = 2 shows that Xswap has only n instances that are relevant for C0
ac,

and C0
ac corresponds to the class of all concepts over these n instances. Thus, the

values of VCD, TD, RTD, SDC, and OPT are trivially equal to n in this special

case. As mentioned earlier, maximum classes and intersection-closed classes fulfill

VCD = RTD, but the class of binary separable CP-nets is the only class to which

this result applies, since Ckac is neither maximum nor intersection-closed as soon as

k > 0 or m > 2. The classes Cn−1
ac are thus the first natural ones in the literature for

which VCD = RTD is known to hold without the fulfillment of any of Doliwa et al.’s

sufficient conditions like being maximum or intersection-closed. This suggests that

the combinatorial structure of CP-nets is interesting from a computational learning

44



Table 4.1: Summary of complexity results. M = (n− k)mk +
∑k−1

i=0 m
i; U is defined

after Theorem 2.

class VCdim TD RTD SDC OPT
Ckac ≥ (m− 1)M n(m− 1)U (m− 1)M (m− 1)M ≥ dlog(m!)eM
Cn−1ac mn − 1 n(m− 1)mn−1 mn − 1 mn − 1 ≥ dlog(m!)em

n−1
m−1

C0ac (m− 1)n (m− 1)n (m− 1)n (m− 1)n ≥ dlog(m!)en

theory point of view.

In the case of online prediction, for m ≤ 11, dlog(m!)e is known to be the minimum

number of comparisons needed to sort m elements [61]. However, for most practical

applications, m ≤ 11 is sufficient and thus our results are still useful for judging

the optimality of online learning algorithms. The fact that SDC is asymptotically

strictly smaller than OPT shows that actively selecting examples strictly decreases

the number of mistakes when m is large.

The remainder of this section is dedicated to proving the statements from Ta-

ble 4.1.

4.2.1 VC Dimension

Our first theorem substantially improves on (and corrects) a result by Koriche and

Zanuttini (2010), who present a lower bound on VCD(Ckac); their bound is in fact

incorrect unless k � n (see Appendix A.1). A summary over the VC dimension of

different classes of binary CP-nets is shown in Table 4.2.

The result relies on first showing that Ckac can be nicely decomposed into subclasses

of smaller instance spaces. In particular, we define CΓ
CPT(vi)

to be the class of concepts

of all possible CPTs of vi with Pa(vi) = Γ. Then we argue that every c ∈ Ckac

corresponds to choosing n concepts c1, c2, . . . , cn where ci ∈ CΓi
CPT(vi)

for some Γi ⊆

V \vi such that |Γi| ≤ k and the set Γ1,Γ2 . . . ,Γn is arranged in an acyclic manner.

Let Sn be the set of permutations over {1, 2, . . . , n}.

Lemma 1. Ckac =
⋃
σ∈Sn

n∏
i=1

⋃
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

CΓ
CPT(vσ(i))

.
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One direct consequence of such decomposition is that we can now discuss VCD(Ckac)

in terms of these smaller classes as it is well-known that VCD(
t∏
i=1

Ci) =
t∑
i=1

VCD(Ci).

We indeed follow this approach and construct a shattered set of size (m − 1)M for

any Ckac.

Theorem 1. VCD(Cn−1
ac ) = mn−1, VCD(C0

ac) = (m−1)n and VCD(Ckac) ≥ (m−1)M.

The formal proofs of Lemma 1 and Theorem 1 can be found in Appendix A.2.

Intuitively, the more statements a class of CP-nets can augment, the more examples

it can shatter. Consider for example the class of separables, clearly we cannot shatter

any set of two instances x, x′ with the same swapped variable but with different

ordering over the same values. As a result, the VC dimension of a class of CP-nets is

highly correlated to the number of statements it can augment.

To find an upper bound, we utilize the fact that for any class C, VCD(C) ≤

log(|C|). Thus, VCD(Ckac) ≤
∑n

i=1 log(|CΓi
CPT(vi)

|). Here, we compute an upper bound

for the binary case leaving the multi-valued case for future work. Consider the size

of the concept class CΓi
CPT(vi)

. There are
(
n−1
k

)
such parent sets Γi and for every such

set, we have 2k statements each of which can show one of two orders, namely, y1 � y2

or y2 � y1 for Dvi = {y1, y2}. Therefore, there are less than
(
n−1
k

)
22k tables and

log(|CΓi
CPT(vi)

|) = log(
(
n−1
k

)
22k). Using Stirling’s approximation for log(n!) ≈ nlogn

we obtain 2k +O(klog(n− 1)). As a result, one can bound VCD(Ckac) from above by

n2k +O(knlog(n− 1)).

Similarly, for the case of binary trees, we can say something more precise following

the same argument. From Theorem 1 we know that VCD(C1
ac) ≥ 2n−1. We show that

this can be at most Ω(nlogn) away from the actual value. In particular, CΓ
CPT(vi)

, where

|Γ| = 1, can be computed exactly. For any vi, CPT(vi) can be either unconditional in

which case we have 2 concepts or conditional in which case we have
(
n−1

1

)
×2 concepts

which yields |CΓ
CPT(vi)

| = 2n and log(|CΓ
CPT(vi)

|) is 1 + log(n). Therefore, we obtain
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Table 4.2: Summary of the VC dimension value for different classes of binary CP-nets.

class lower bound upper bound
C0
ac n n
C1
ac 2n− 1 n+ nlog(n)
Cn−1
ac 2n − 1 2n − 1
Ckac (n− k)2k + 2k − 1 min{2n − 1, n2k +O(knlog(n− 1))}

A

BC

a � ā

a : b � b̄
ā : b̄ � b̄

āb̄ : c̄ � c
otherwise: c � c̄

N1

A

BC

a � ā

a : b � b̄
ā : b̄ � b̄

a : c � c̄
ā : c̄ � c̄

N2

A

BC

a � ā

a : b � b̄
ā : b̄ � b̄

c � c̄

N3

Figure 4.3: Three networks each of which is subsumed by the ones on its left.

that VCD(C1
ac) ≤ n+ nlogn.

Corollary 1. In the case of binary CP-nets, we have (n−k)2k+2k−1 ≤ VCD(Ckac) ≤

min{2n − 1, n2k +O(knlog(n− 1))} and 2n− 1 ≤ VCD(C1
ac) ≤ n+ nlogn.

4.2.2 (Recursive) Teaching Dimension

For studying teaching complexity, it is useful to identify concepts that are “easy to

teach.” To this end, we use the notion of subsumption [41]: given CP-nets N,N ′,

we say N subsumes N ′ if for all vi ∈ V the following holds: If y1 � y2 is specified

in CPT(vi) in N ′ for some context γ′, then y1 � y2 is specified in CPT(vi) in N for

some context containing γ′. If in addition N 6= N ′, we say that N strictly subsumes

N ′.

Now let C ⊆ Ckac. A concept c ∈ C is maximal in C if no c′ ∈ C strictly subsumes

c. Note that maximal concepts in Ckac are of size M.

Example 14. Let Ckac be the class of all complete acyclic CP-nets over three variables

V = {A,B,C}. Consider the three CP-nets in Figure 4.3. Every CP-net is strictly

subsumed by the ones on its left. And N1 is maximal with respect to Ckac.
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The following lemma formalizes the intuition that maximal concepts are “easy to

teach.”

Lemma 2. For any maximal concept c in a concept class C ⊆ Ckac, we have TD(c, C) ≤

(m− 1)size(c).

Proof. Every statement in the CP-net N represented by c corresponds to an order

of m values for some variable vi under a fixed context γ. For every such order

y1 �viγ . . . �viγ ym, we include m− 1 positively labelled swap examples in a set T . For

1 ≤ j ≤ m − 1, the jth such example labels a pair x = (x.1, x.2) of swap outcomes

with V (x) = vi, the projection of x onto {vi} is (yj, yj+1), and the projection of x onto

the remaining variables contains γ. The set T then has cardinality (m − 1)size(c)

and is obviously consistent with N .

It remains to show that no other CP-net in C is consistent with T . Suppose some

c′ 6= c in C is consistent with T . Since c′ 6= c, there is some vi ∈ V , γ ∈ OV \{vi}, and

y, y′ ∈ Dvi such that y �viγ y′ holds in c′ while y′ �viγ y holds in c. Thus (i) c′ disagrees

with some statement in a preference table of c, or (ii) c′ has a statement in one of

its preference tables that is not contained in c. (i) is impossible since c′ is consistent

with T , and (ii) is impossible since c is maximal in C. �

Lemma 3. Each non-maximal c′ ∈ Ckac is strictly subsumed by some c ∈ Ckac s.t.

TD(c′, Ckac)≥TD(c, Ckac).

Proof. From the graph G′ for c′, we build a graph G by adding the maximum possible

number of edges to a single variable v. As c′ is not maximal, it is possible to add at

least one edge. The CP-nets corresponding to G and G′ differ only in CPT(v). Let c

be the concept representing G and z be the size of its CPT for v. A smallest teaching

set T ′ for c′ can be modified to a teaching set for c by replacing only those examples

that refer to the swapped variable v; (m − 1)z examples suffice. To distinguish c′
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from c, T ′ must contain at least (m− 1)z examples referring to the swapped variable

v (m− 1 for each context in CPT(v) in c). Hence TD(c′, Ckac) ≥ TD(c, Ckac). �

Using these lemmas, one can show that TD(Ckac) equals the TD of the class of

separable CP-nets within Ckac and RTD(Ckac) is the TD of maximal concepts within

Ckac. The latter is at most (m− 1)M by Lemma 2, and can be verified to be at least

(m − 1)M when arguing that a teaching set for a maximal concept must contain

m − 1 examples for each statement in its CPTs, so as to determine the preferences

for each context. We thus obtain the following theorem.

Theorem 2. RTD(Ckac)=(m− 1)M.

Proof. Obviously, RTD(Ckac) ≥ TDmin(Ckac). To obtain RTD(Ckac) ≥ (m − 1)M, we

show that TDmin(Ckac) ≥ (m−1)M. To this end, by Lemma 3, consider any maximal

concept c as it is not subsumed by other concept c′ it follows that all we need is

(m− 1) for every statement in c and thus TDmin(Ckac) ≥ (m− 1)M.

To see that RTD(Ckac) ≤ (m− 1)M, consider the subclasses Ci from Definition 13.

If c is maximal in Ci, then, by Lemma 2, TD(c, Ci) ≤ (m − 1)size(c). Since c is

acyclic, the size of c is upper-bounded byM and thus RTD(Ckac) = max{TDmin(Ci) |

i ≥ 0} ≤ (m− 1)M. �

For the TD of separables in Ckac, consider any unconditional CPT(vi) = {y1 �

· · · � ym}. For every R ⊆ V \{vi}, |R| = k, we create the dummy CPT(vi) where

Pa(vi) = R with the same statement y1 � · · · � ym in every context of OR. Any

teaching set must show that under any context, we have the same statement y1 �

· · · � ym.

Thus, a minimal teaching set restricted to CPT(vi) is a smallest set of examples Ui

such that if projected to any subset R of size k, Ui contains mk contexts. Each of the

statements of the form y1 � · · · � ym can be taught by (m−1) labelled examples, and

one does so for each element of Ui. For each variable vi, a respective set of examples is
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included in the teaching set. One can show that fewer examples are not sufficient for

teaching a separable CP-net. We denote the cardinality of Ui, which is independent

of i, by U . In the binary case, Ui is known as a “(n− 1, k)-universal set of minimum

size” [39].

In combination with some obvious bounds, we obtain the following theorem.

Theorem 3. For 0 ≤ k ≤ n − 1, we have n(m − 1)mk ≤ TD(Ckac) = n(m − 1)U ≤

n(m − 1)
(
n−1
k

)
mk. If k = 0, then U = 1, so that TD(C0

ac) = (m − 1)n. If k = 1,

then U = m, so that TD(C1
ac) = (m − 1)mn. If k = n − 1, then U = mn−1, so that

TD(Cn−1
ac ) = (m− 1)nmn−1.

Theorem 3 implies that, for Cn−1
ac , the ratio of TD over instance space size |Xswap|

is 2
m

. In particular, in the case of binary CP-nets (i.e., when m = 2), which is the

focus of most of the literature on learning CP-nets, the TD equals the instance space

size. However, maximal concepts have a TD far below the worst-case TD.

A Detailed Example

The aim of this example is to illustrate the TD and RTD results through mini exam-

ples. Let us consider the case where V = {A,B,C} and, as usual, DZ = {z, z̄} for

any Z ∈ V . The instance space Xswap is shown in Figure 4.1. We consider the class

Cn−1
ac of all complete acyclic CP-nets defined over V . Figure 4.3 shows three possible

concepts N1, N2 and N3 of this class.

Let us first consider the teaching dimension of the maximal concept N1. According

to Lemma 2, TD(N1) is less than or equal to its size which is 7. Consider a set of

entailments E as described in the proof of Lemma 2. One possible set is E= abc � ābc,

abc � ab̄c, ābc̄ ≺ āb̄c̄, abc � abc̄, ab̄c � ab̄c̄, ābc � ābc̄, and āb̄c ≺ āb̄c̄. E is obviously

consistent with N1. And a closer look shows it is also a teaching set for the network.

To see why, let EA, EB and EC be a partition of E w.r.t. the swapped variable. Notice

that EC shows that at least two parents are needed for CPT(C) and in our case they
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have to be A and B. As a result, Pa(C) = {A,B} and CPT(C) is defined precisely: it

is the CPT with the maximum possible parent set {A,B} and EC shows a statement

for every context of them. Similarly, the fact that EB shows abc � ab̄c and ābc̄ ≺ āb̄c̄

suggests that there must be at least one parent for B. Given the fact that B ∈ Pa(C)

we conclude that Pa(B) = A as there is no other way to explain EC and EB together

except when this holds. Therefore, we have identified CPT(B) precisely. To this end,

there is no way for CPT(A) except to be unconditional which explains why EA has

one entailment only. Thus, E is a teaching set for N1 and TD(N1) ≤ size(N1) = 7.

Now, let us consider the teaching dimension ofN3 which is not maximal w.r.t. Cn−1
ac .

According to Lemma 3, there exists a concept N that subsumes N3 and with which

TD(N3) ≥ TD(N). Let G′ be the graph of N3, we construct a new graph G as fol-

lows: G is identical to G′ plus we choose the variable C and add two incoming edges,

i.e., the maximum possible number of edges, to it. A concept with such graph is N1.

Let E be a teaching set for N3 with size equal to TD(N3). Whatever the teaching

set EC ⊆ E , its size has to be greater than or equal 4. To see this, consider the

CP-net N with graph G where CPT(A) and CPT(B) are identical to N3. Moreover,

for the CPT(C) in N , for every entailment in e ∈ EC , a statement u : c � c̄ or

u : c̄ � c is created with agreement to e where u is the values of {A,B} in e. CPT(C)

in N is then defined over the minimal parent set that explains EC . For instance if

EC = {abc � abc̄, ābc � ābc̄}; a possible table for CPT(C) in N is b : c � c̄ and

b̄ : c̄ � c or any other CPT that subsumes it (CPT(C) in N1 can also be used). Thus,

|EC | has to have four entailments at least to be a teaching set for the CPT(C) in N3.

In the above, we discussed why TD(N1) is at most 7 and TD(N3) is at least

as large as TD(N1). It is actually the case that TD(N1) = 7, TD(N2) = 9 and

TD(N3) = 10. Figure 4.4 shows one possible example of minimum teaching sets for

the three networks. Observe that the teaching sets are all from 10 specific instances

where we use them all in N3, use them all but one in N2 and use seven of them in
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N1 N2 N3

abc � ābc
(((

(((hhhhhhabc̄ � ābc̄
abc � ab̄c

���
���XXXXXXabc̄ � ab̄c̄

ābc̄ ≺ āb̄c̄

���
���XXXXXXābc ≺ āb̄c

abc � abc̄
ab̄c � ab̄c̄
āb̄c ≺ āb̄c̄
ābc � ābc̄

abc � ābc
((((

((hhhhhhabc̄ � ābc̄
abc � ab̄c
abc̄ � ab̄c̄
ābc̄ ≺ āb̄c̄
ābc ≺ āb̄c
abc � abc̄
ab̄c � ab̄c̄
āb̄c ≺ āb̄c̄
ābc ≺ ābc̄

abc � ābc
abc̄ � ābc̄
abc � ab̄c
abc̄ � ab̄c̄
ābc̄ ≺ āb̄c̄
ābc ≺ āb̄c
abc � abc̄
ab̄c � ab̄c̄
āb̄c � āb̄c̄
ābc � ābc̄

Figure 4.4: Teaching sets for the three networks in Figure 4.3.

N1. Indeed, there could be other minimum teaching sets. The point is, the same

set of instances (or a subset of them) that are used to teach a concept could also be

used to teach the concepts that subsume it. The crossed entailments show that such

entailments are redundant and not needed to be carried out any more because of more

complex CPTs appeared in the network. For instance, the entailment abc̄ � ābc̄ is

not needed in N2 as CPT(B) and CPT(C) showed that A ∈ Pa(B) and A ∈ Pa(C)

and thus one entailment for the CPT(A) would suffice to teach it. The same can be

said about N1: from the entailments of C, we know for certain that C 6∈ Pa(B) and,

therefore, we only need two entailments to verify whether or not Pa(B) = A.

4.2.3 Optimal Mistake Bound and Self-Directed Complexity

In this section we show the complexity of learning CP-nets in the online learning

model [47, 32]. In such model, we have a hidden target concept c∗ and the learning

proceeds as sequence of trials t1, t2, . . . such that in each trial ti

1. The environment ∈ {adversary, learner} chooses an example xti

2. The learner predicts its label `ti
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3. The environment ∈ {adversary, oracle} reveals the correct label c∗(xti)

4. If c∗(xti) 6= `ti , the learner suffers a mistake

The learner is able to update his current hypothesis between trials based on pre-

vious examples. The quantity we are interested in is the largest possible number of

mistakes done by the best algorithm over a concept class C. Such quantity is known

as optimal mistake bound OPT(C) (resp. self-directed complexity SDC(C)) when the

adversary (resp. the learner) is controlling the sequence of instances in step 1. In

the setting of OPT, the adversary tries to maximize the learner mistakes while being

consistent to the answers given so far.

Theorem 4. SDC(Ckac) = (m− 1)M.

Proof. From [27] and Theorem 2 we get SDC(Ckac) ≥ RTD(Ckac) = (m− 1)M. For the

upper bound, note that any concept in Ckac, when fixing a variable v and a context

γ ∈ OV \{v}, induces a total order on Dv. Goldman et al. (1993) discussed a prediction

strategy (basically an insertion sort) to learn a total order over m items while making

at most m − 1 mistakes. Separately for each variable v, a self-directed learner fixes

an arbitrary context γ ∈ OV \{v} and learns a preference over Dv with Goldman et

al.’ s strategy. For other contexts on v, the learner will assume the same preference

relation unless it makes a mistake (which will cause it to learn a new preference over

Dv). For each preference to be learned (≤ M in total), the learner makes at most

(m− 1) mistakes, for a total of ≤ (m− 1)M mistakes. �

Theorem 5. OPT(Ckac) ≥ dlog(m!)eM.

Proof. Any learner must identify up toM preference statements (for a fixed variable

and context) separately. Each such statement is a permutation of m elements, and

its identification requires at least dlog(m!)e comparisons, in the worst case. The

adversary can force the learner to make as many mistakes as comparisons are needed,

yielding the lower bound. �
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4.3 Structural Properties of CP-net Classes

In this section, we investigate different structural properties of the class of CP-nets.

The main motivation for such study is the fact that many classes in the literature are

defined in terms of their intrinsic structure and specialized techniques and strategies

are developed to learn them. Thus, showing that a class of CP-nets is a member of

such natural classes could lead to utilizing those specialized techniques. Table 4.3

shows a summary over the structural properties of CP-nets.

A class C is said to be maximum if its cardinality meets the Sauer bound with

equality. That is, |C| =
∑d

i=0

(|X |
i

)
where |X | is the instance space size and d is the

VC dimension of C. C is maximal if adding any concept c 6∈ C to the class will increase

its VC dimension value. Every maximum class is also maximal, but the converse does

not hold [40]. A class C is intersection closed if c∩ c̄ ∈ C for any two concepts c, c̄ ∈ C.

Moreover, C is said to be an extremal class if C strongly shatters every shattering

set. C strongly shatter S ⊆ X if there exists an assignment α to X\S such that the

concepts consistent with α shatters S. Lastly, it is known that every maximum class

is also an extremal class [53].

We distinguish between two cases: separables and non-separables. This is due to

the observation that separable CP-nets are interesting in that we can reduce Xswap

even further as one needs only
(
m
2

)
instances of the same swapped variable. Thus, we

define the new instance space Xsep as the union of Xi = {x ∈ Xswap|V (x) = vi and

x[V \vi] = γ} to be the subset of instances to be included in Xsep for an arbitrary

γ ∈ OV \vi and obviously |Xsep| = n
(
m
2

)
.

Proposition 1. For m > 2, C0
ac is not maximal.

Proof. Recall that |Xsep| = n
(
m
2

)
and VCD(C0

ac) = n(m−1). Notice that every variable

is a swapped variable for exactly m− 1 examples in any shattered set constructed by

Theorem 1. Any set of larger size will contain at least one variable that is a swapped
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Table 4.3: Structural properties of CP-net concept classes.

class maximum maximal intersection-closed extremal
C0
ac with m = 2 yes yes yes yes
C0
ac with m > 2 no no N/A no
Cn−1
ac no no no no
Ckac no N/A no no

variable for m examples and the set will not be shattered. Thus, adding new concepts

to C0
ac will not increase its VC dimension. �

Proposition 2. The class of binary separables is maximum.

Proof. In this particular case, the VC dimension is n and
∑n

i=0

(
n
i

)
= 2n = |C0

ac|.

�

Proposition 3. The class of binary separables is intersection-closed.

Proof. In the binary case |Xsep| = n and |C0
ac| = 2n which can be seen as the set of all

the subsets of the instance space.

�

Proposition 4. The class of non-binary separables is not extremal.

Proof. To show a class C is not extremal it suffices to show that there exists a shat-

tering set S ⊆ X that is not strongly shattered by C. Consider S = {x1, x2} to be

any two examples with the same swapped variable vi such that {vij, vik} and {vij, vil}

are the swapped values of vi in x1 and x2 respectively. Clearly, S is shattered by C0
ac

as any label ` to S gives rise to a partial order and there exists c ∈ C0
ac where CPT(vi)

shows a linear extension of it. We claim that S is not strongly shattered. To see this,

consider the example x3 where vi is also its swapped variable and it shows the values

{vik, vil}. Remember that x3 indeed exists in Xsep. We claim that x3 cannot be fixed

to any value that allows S to be shattered. In particular, if x3 showed vik � vil (resp.

vil � vik) then vil � vij � vik (resp. vik � vij � vil) is not realizable. Thus, there will
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be no fixed assignment to x3 that would allow S to be shattered, therefore, S is not

strongly shattered by C0
ac. �

Proposition 5. Ckac is not intersection-closed.

Proof. Choose any two variables vi, vj ∈ V . Consider two CP-nets N , N ′ defined

over V such that for every vk 6∈ {vi, vj}, N and N ′ have the same unconditional

preference table CPT(vk). Moreover, in N we have Pa(vi) = ∅ and Pa(vj) = {vi}.

Similarly in N ′, we have Pa(vi) = {vj} and Pa(vj) = ∅ under the condition that the

unconditional preference for CPT(vi) in N is a statement in the CPT(vi) of N ′ and

similarly for CPT(vj).

Consider the two concepts c, c′ ∈ Ckac that represent N and N ′ respectively. It

is easy to see that the concept c′′ = c ∩ c′ has a cycle and by definition c′′ 6∈ Ckac.

We will show that for CPT(vi) in c′′ we must have Pa(vi) = {vj}. The same holds

for CPT(vj) in c′′ in an identical way which will prove the proposition. The table

CPT(vi) in c′′ is defined as the intersection of Si ∩ S ′i where Si and S ′i are the set

{x = (o, ô) ∈ Xswap|V (x) = vi and o � ô} in N and N ′ respectively. Clearly,

Si ∩ S ′i = S ′i as Pa(vi) = {vj} in N ′ and its CPT(vi) shows only one statement

agreeing with the CPT(vi) in N . Therefore, whatever the element set in Si, S
′
i is

always a proper subset of it. Thus, CPT(vi) in c′′ must have Pa(vi) = {vj} . �

Proposition 6. Ckac is not extremal.

Proof. Consider the set S = {xi, xj} where vi and vj are two distinct swap variables

for xi and xj respectively. S is shattered by Ckac (at least the set of separable CP-nets

would be able to shatter it). We argue that S is not strongly shattered. Let ` be

any fixed assignment to Xswap\S and `i (resp. `j) be the labels given to the swapped

examples of vi (resp. vj). Let k ∈ {i, j}, obviously, `k contains the labels for all

swaps of vk except for xk in S. Our argument is that there exists a label `xk ∈ {0, 1}

such that to realize `k ∪ `xk we must have V \vk as parent set for vk. If this holds
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independent of `, then we will have two variables each with parent set of size n − 1

and S will not be shattered.

Assume xk can be realized with a parent set R of size less than n−1. Let {vk0 , vk1}

be vk’s values in xk and consider the set of examples Y labelled in `k and have the

same context as xk[R] and the same values {vk0 , vk1}.|Y | = mn−1−|R| − 1. Let vk0 � vk1

be the order given to Y by `k. Such order must be the same over all examples in Y ;

otherwise R is not a parent set. Consider the label `xk that gives rise to the opposite

order vk1 � vk0 . `xk ∪ `k shows more than one order over {vk0 , vk1} when xk[R] holds

which contradicts with R being a parent set. �

Proposition 7. Cn−1
ac is not maximal.

Proof. It suffices to show that the VC dimension of Cn−1
ac ∪ {c} will not increase for a

concept c 6∈ Cn−1
ac . Consider c to be any consistent cyclic CP-net. That is, c represents

an irreflexive, transitive relation. As we already reached the upper bound mn − 1 on

any class of irreflexive transitive relations, it follows that the VC dimension will not

increase and its value for Cn−1
ac ∪ {c} is still mn − 1. �

Moreover, the class Cn−1
ac can be shown to be not intersection-closed and not

extremal following the same arguments of Propositions 6 and 5 in the case of Ckac.

Therefore, we obtain the following:

Corollary 2. The class Cn−1
ac is not intersection-closed and not extremal.

4.4 Discussion

Our results on the VCD have many interesting consequences.

First, as any consistent CP-net (whether acyclic or cyclic) defines an irreflexive,

transitive relation, a result from [13] implies that the VC dimension of the class of all

consistent unbounded CP-nets is at most mn− 1. By Theorem 1, this VC dimension

57



is equal to mn − 1. Sauer’s Lemma then bounds the number of consistent CP-nets

from above by
∑mn−1

i=0

(|Xswap|
i

)
. This also means though, that acyclic CP-nets, while

less expressive, are in some sense as hard to learn as all consistent CP-nets. Thus,

we obtain the following.

Corollary 3. The VC dimension of the class of complete and incomplete consistent

CP-nets with unbounded indegree is mn − 1.

Second, we can re-assess the optimality of Koriche and Zanuttini’s [41] algorithm.

Koriche and Zanuttini (2010) provide an algorithm that learns the class C∗ac of com-

plete and incomplete (binary) acyclic CP-nets with nodes of bounded indegree from

equivalence and membership queries. To evaluate their algorithm, they compare its

query complexity to log(4/3)VCD(C∗ac), which lower-bounds the required number of

membership and equivalence queries [7]. They calculate a lower bound on VCD(C∗ac),

in lieu of the exact value, cf. their Theorem 6.

Let X ∗swap = {(o, o′)|(o, o′) is a swap} be the instance space of C∗ac. Clearly, X ∗swap ⊇

Xswap, C∗ac ⊇ Ckac and VCD(C∗ac) ≥ VCD(Ckac). The following lemma states that it is

actually the case that VCD(C∗ac) = VCD(Ckac) ≥ M (for m = 2). Intuitively, this

is due to the fact that the largest shattering capacity is obtained when specifying

complete CPTs for all variables, i.e., when using complete CP-nets.

Lemma 4. VCD(C∗ac) = VCD(Ckac).

We prove the lemma by showing that the two classes are actually the same, when

restricted to swap instances, and thus their VCD values would be identical. This

is a surprising result as one would expect adding incomplete concepts would make

the class richer, i.e., shatter more instances. Let x, x′ ∈ X ∗swap be any two instances

corresponding to the two outcomes o, o′ such that x = (o, o′) and x′ = (o′, o). It is

obvious that C∗ac will not shatter any set S that contains x and x′. This is due to the

fact that there must be two labels for x and x′ that give rise to o � o′ and o′ � o
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which will not be consistent with any acyclic (complete or incomplete) concept. This

leaves us with a set of swap instances that is identical to the set of Xswap in the

complete case where exactly one of (o, o′), (o′, o) is included. Let C∗ac|Xswap be the class

C∗ac projected onto Xswap.

Let Dvi = {vi1, vi2} and assume < to be a lexicographic order such that vi1 < vi2

for any vi and Xswap is arranged in a way that for any x ∈ Xswap, x.1[V (x)] is smaller

than x.2[V (x)] w.r.t. <. Note that with this arrangement every instance related to a

statement u : vi2 � vi1 is mapped to 0. In other words, it has the same mapping as if

the statement u : vi2 � vi1 actually does not exist.

Proposition 8. C∗ac|Xswap = Ckac.

The proof of Proposition 8 is shown in Appendix A.2.

However, Koriche and Zanuttini’s lower bound on VCD(C∗ac) exceeds VCD(C∗unb) =

2n−1 in some cases. In particular, in case k = n−1, their lower bound (on VCD(C∗unb))

exceeds the exact value of 2n−1, cf. Theorem 1 as soon as n > 6. It appears as though

their bound is correct only for k � n as it is evaluated to (n + (c − 1))2n−(c+1) −

n2 − (c − 1)n + (2c−1)(n+(c−1))
2

which exceeds VCD(C∗unb) for small values of c where

k = n− c. A detailed argument over the bound can be found in Appendix A.1.

For any k, their algorithm learns a superclass C∗ac of Ckac for m = 2 (where the

additional concepts are the incomplete ones) using at most rN∗ + eN∗ log(n) + eN∗ + 1

queries in total, for a target CP-net N∗ with rN∗ statements and eN∗ edges. In the

worst case rN∗ =M≤ VCD(C∗ac) and eN∗ =
(
k
2

)
+(n−k)k (i.e., N∗ is maximal w.r.t.

C∗ac). This yields M+ eN∗(log(n) + 1) queries for their algorithm, which exceeds the

lower bound log(4/3)VCD(C∗ac) by at most log(3/2)VCD(C∗ac) + eN∗ log(n). This is a

more refined assessment compared to the reported term eN∗ log(n), and it holds for

any value of k.
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Chapter 5

Learning from Membership

Queries Alone

This chapter discusses learning complete CP-nets from membership queries alone.

The reason for choosing membership queries alone is twofold. Firstly, from the cog-

nitive perspective, answering membership queries of the form “is o better than o′?”

where o and o′ differ in few variables’ values is more intuitive and believed to pose

less burden upon the user. Secondly, Koriche and Zanuttini (2010) have shown that

membership queries are powerful in the sense that CP-nets are not efficiently learn-

able from equivalence queries alone but they are from equivalence and membership

queries [41]. Thus, an immediate question is whether membership queries alone are

powerful enough to efficiently learn CP-nets.

The complexity results presented in Chapter 4 have interesting consequences on

learning CP-nets from membership queries alone. In particular, it is known that the

query complexity of the optimal algorithm is lower bounded by the teaching dimension

of the class [5]. Therefore, in this chapter, we propose strategies to learn CP-nets and

use the TD results to assess their optimality. We discuss two cases: when the oracle

is perfect and when the oracle is noisy. Section 5.1 shows near-optimal strategies to
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learn CP-nets. This is followed by investigating the case of learning CP-nets non-

adaptively, that is, fixing the membership queries in advance without knowing the

answers to such queries. The case of corrupted (i.e., noisy) oracle is discussed in

Section 5.2, where we propose strategies to overcome the corruption of the oracle.

5.1 Learning from Perfect Oracles

5.1.1 Tree CP-nets

Koriche and Zanuttini (2010) present an algorithm for learning a binary tree-structured

CP-net N∗ that may be incomplete in that it may have empty CPTs (i.e., it learns

a superclass of C1
ac for m = 2.) Their learner uses at most nN∗ + 1 equivalence and

4nN∗ + eN∗ log(n) membership queries, where nN∗ is the number of relevant variables

and eN∗ the number of edges in N∗. We present a method for learning any CP-net

in C1
ac (i.e., complete tree CP-nets) for any m, using only membership queries.

For a CP-net N , a conflict pair w.r.t. vi is a pair (x, x′) of swaps such that (i)

V (x) = V (x′) = vi, (ii) x.1 and x′.1 agree on vi, (iii) x.2 and x′.2 agree on vi, and

(iv) N entails one of the swaps x, x′, but not the other. If vi has a conflict pair, then

vi has a parent variable vj whose values in x and x′ are different. Such a variable

vj can be found with log(n) membership queries by binary search (each query halves

the number of candidate variables with different values in x and x′) [22].

We use this binary search to learn tree-structured CP-nets from membership

queries, by exploiting the following fact: if a variable vi in a tree CP-net has a

parent, then a conflict pair w.r.t. vi exists and can be detected by asking member-

ship queries to sort m “test sets” for vi. Let (vi1, . . . , v
i
m) an arbitrary but fixed

permutation of Dvi . Then, for all j ∈ {1, . . . ,m}, a test set Ii,j for vi is defined by

Ii,j = {(v1
j , . . . , v

i−1
j , vir, v

i+1
j , . . . , vnj ) | 1 ≤ r ≤ m}. Since vi has no more than one

parent, determining preference orders over m such test sets of size m is sufficient for
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revealing conflict pairs, rather than having to test all possible contexts in OV \{vi}.

Example 15. Consider the set of variables V = {A,B,C,D,E, F} where DZ =

{z, z′, z′′, z′′′} for every Z ∈ V . Let (z, z′, z′′, z′′′) be a permutation of DZ for any

Z ∈ V . The following are one possible test sets for the variable A:

IA,1 = {abcdef, a′bcdef, a′′bcdef, a′′′bcdef}

IA,2 = {ab′c′d′e′f ′, a′b′c′d′e′f ′, a′′b′c′d′e′f ′, a′′′b′c′d′e′f ′}

IA,3 = {ab′′c′′d′′e′′f ′′, a′b′′c′′d′′e′′f ′′, a′′b′′c′′d′′e′′f ′′, a′′′b′′c′′d′′e′′f ′′}

IA,4 = {ab′′′c′′′d′′′e′′′f ′′′, a′b′′′c′′′d′′′e′′′f ′′′, a′′b′′′c′′′d′′′e′′′f ′′′, a′′′b′′′c′′′d′′′e′′′f ′′′}

Clearly, in complete CP-nets, every Ii,j should be totally ordered by the target

CP-net and can be revealed by sorting the elements of Ii,j w.r.t. the answers given by

the oracle. Now we have a simple strategy for learning tree CP-nets with membership

queries:

1. For every variable vi, ask O(m log(m)) membership queries from the
(
m
2

)
swaps

over Ii,j to obtain orders over Ii,j for all j.

2. If at least two of the orders differ, i.e., there is a conflict pair, find the only

parent of vi by log(n) further queries, else Pa(vi) = ∅.

3. CPT(vi) is determined by the queries above.

Algorithm 1 describes these steps in a detailed manner. The symbol −→x refers to

the entailment of a queried instance x where MQ denote the query oracle. Given

the test sets as described above for every variable vi, we query the oracle to reveal

the total order over each Ii,j (line 5). In case there is a conflict pair, i.e., one Ii,j

shows y � y′ while another shows y′ � y, we find the only parent variable of vi by

binary search (lines 21-43) as described by Damaschke [22]. If there exists no conflict
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pair, then we are certain that all the test sets showed an identical total order and any

learned order would suffice as an unconditional statement for CPT(vi) (lines 7-9).

It is not hard to see that this algorithm learns a target CP-net N∗ ∈ C1
ac with at

most nmO(m log(m)) + eN∗ log(n) membership queries, where eN∗ is the number of

edges in N∗. In particular, for the binary case we need 2n+eN∗ log(n) queries at most,

i.e., compared to Koriche and Zanuttini’s method, when focusing only on tree CP-nets

with non-empty CPTs, we reduce the number of membership queries by a factor of 2,

and drop the requirement for equivalence queries. As TD lower-bounds the required

number of membership queries, our method uses at most TD(C1
ac) log(m)+eN∗ log(n)

queries more than the optimal one for m > 2 and at most eN∗ log(n) when m = 2.

Moreover, log(|C|) is known to be a lower bound on the number of membership queries

for a class C. Thus, estimating log(|C1
ac|) for m ≥ 2 may result in a better analysis

on the optimality of the proposed strategy.

5.1.2 Acyclic CP-nets

So far, our arguments for acyclic CP-nets have been information-theoretic with no

investigation of the query complexity of learning them. In this section, we show

that the teaching dimension results of Ckac (cf. Theorem 3) immediately yield a gen-

eral strategy to learn acyclic CP-nets from membership queries alone. Recall that

TD(Ckac) = n(m−1)U , where U is the size of an (n−1, k)-universal set F of minimum

size. For k ≥ 2 and in the binary case, i.e., m = 2, U is known to be Ω(2k log(n− 1))

and O(k2k log(n− 1)) [58]. Thus, Ω(n2k log(n− 1)) ≤ TD(Ckac) ≤ O(nk2k log(n− 1)).

For simplicity assume all variables have the same domain {0, 1}; all we need is to

construct the set F once and then, for every variable vi, we query the elements of F .

Technically, every element of F is a context γ ∈ OV \vi and we query the instance x

where V (x) = vi and x[V \vi] = γ. Such instance is well-defined and always exists as

in the binary case there is exactly one such instance per context. For example, assume

63



Algorithm 1 LearnMQtree

Input: Ii the test sets for every variable vi ∈ V
Output: A hypothesis N equivalent to the target in C1ac
1: N ← ∅
2: for each variable vi do
3: Let Ii,1, Ii,2, . . . , Ii,m be the test cases of vi
4: CPT(vi)← ∅
5: for j ← 1 to m do
6: rj ← sort(Ii,j) . reveal the total order by membership queries
7: end for
8: if r1, . . . , rm do not show conflict pairs then
9: Pa(vi)← ∅

10: CPT(vi)← r1
11: else
12: Let x and x′ to be a conflict pair
13: P ← {v ∈ V \{vi} | x[v] 6= x′[v]}
14: v ← FindParent(P, x, x′)
15: Pa(vi)← v
16: Let yj be the value of v in Ii,j
17: CPT(vi)← CPT(vi) ∪ yj : rj for every j ∈ {1, . . . ,m}
18: end if
19: N ← N ∪ CPT(vi)
20: end for
21: return N
22: function findParent(P ,x, x′)
23: Let v be the swapped variable of x and x′

24: Let {y, y′} ∈ Dv be the values of v in x and x′

25: if |P | = 1 then
26: return P
27: else
28: Let X and X ′ be a partition over P with equal size
29: o← ∅
30: for each variable vi ∈ V \{v} do
31: if vi ∈ X then
32: o[vi]← x[vi]
33: else
34: o[vi]← x′[vi]
35: end if
36: end for
37: −→q ←MQ(q) where q ∈ Xswap and q[V \v] = o
38: if −→q and −→x form a conflict pair then
39: findParent(X ′,q, x)
40: else
41: findParent(X,q, x′)
42: end if
43: end if
44: end function
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n = 4 and we are trying to identify CPT(v2), if γ = (0, 0, 0) is the element of F , the

corresponding instance is {(0, 0, 0, 0), (0, 1, 0, 0)}, where the ith value represents the

ith variable.

As F is an (n−1, k)-universal set, we indeed will identify the parent set of vi after

querying all the elements of F and CPT(vi) is determined by the answers given to

such queries. Thus, we can learn any concept c ∈ Ckac with query complexity nU where

U is O(nk2k log(n− 1)). Such size U was proven to exist by a probabilistic argument

with no explicit construction of such set [39]. However, a construction of an (n−1, k)-

universal set of size 2k log(n− 1)kO(log k) is reported in the literature [58]. Therefore,

one can efficiently elicit (or learn) Ckac with time complexity n2klog(n − 1)kO(log k),

which is at most kO(log k) away from the teaching dimension. Moreover, when k2k <

√
n is known to hold, there is an explicit construction of a (n, k)-universal set of size

n, i.e., for n = 800 this construction is guaranteed to work with an indegree up to 3

and for n = 1500 with an indegree up to 4. This can be utilized if one is interested

in learning massive but sparse CP-nets for which the query complexity is n2.

Note that the same techniques can be applied to the multi-valued case, i.e., m > 2,

however, the binary case naturally arises in boolean functions which are the main focus

in the literature. Algorithm 2 shows the pseudo-code for eliciting acyclic CP-nets as

discussed above. Note that, for any variable vj, for vj to be included in Pa(vi), i.e.,

to be a parent of vi, there must exist a conflict pair where vj is the cause of this

conflict. In other words, vj is the only non-swapped variable with different values in

the conflict pair. Otherwise vj has no influence on CPT(vi) which contradicts with

being an element of Pa(vi).

5.1.3 Non-adaptive Queries

An important distinction studied in learning with membership queries is whether a

class of concepts is learnable in an adaptive or non-adaptive way [22]. A class C is
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Table 5.1: Summary over different TD values and query complexities for learning
binary CP-nets with membership queries alone.

class TD Query Complexity

C0
ac n n
C1
ac 2n 2n+ e log(n)
Ckac O(nk2k log(n− 1)) O(nk2k log(n− 1))

Algorithm 2 LearnMQac

Input: a set of binary variables V = {v1, v2, . . . , vn} where Dv = {0, 1} for every v ∈ V , an upper
bound on the number of parents k, an (n− 1, k)−universal set of minimum size F

Output: A hypothesis N equivalent to the hidden target in Ckac
1: N ← ∅
2: for each variable vi do
3: Qi ← ∅
4: CPT(vi)← ∅
5: for each γ ∈ F do
6: consider the instance q ∈ Xswap where q[V \vi] = γ
7: let −→q to be the entailment of q, i.e., either q.1 � q.2 or q.2 � q.1
8: −→q ←MQ(q)
9: Qi ← Qi ∪ −→q

10: end for
11: if Qi shows only one statement −→q then
12: Pa(vi)← ∅
13: CPT(vi)← −→q
14: else
15: P ← {v ∈ V \vi | ∃ a conflict pair (x, x′) in Qi where v is the only non-swapped variable

with different values}
16: Pa(vi)← P
17: for each u ∈ OPa(vi) do
18: CPT(vi)← CPT(vi) ∪ {u : −→q } for any −→q ∈ Qi where q[Pa(vi)] = u
19: end for
20: end if
21: N ← N ∪ CPT(vi)
22: end for
23: return N
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non-adaptively learnable by membership queries if there is an algorithm that exactly

identifies any concept in C using a polynomial number of queries and with which

the queries are fixed in advance. That is, the queries are specified before receiving

any answer from the oracle. This allows for parallelism as the choice of one query is

independent from another. On the other hand, in the adaptive setting, the learner

chooses its next query based on the answers received so far of the previous queries.

An intermediate setting is when the learning takes place in rounds such that, in round

r, the learner chooses a set of queries that may depend only on the answers given to

the queries in the previous rounds [22].

The tree CP-net strategy discussed above is an adaptive one as the queries during

the binary search process depend on the previous answers. Otherwise, all the queries

are actually “test set” queries that are fixed in advance. Therefore, it is easy to see

that we can learn binary tree CP-nets non-adaptively with the same query complexity

2n+ eN∗ log(n) by at most log(n) rounds. In particular, in the first round, we query

the test set for every variable at the expense of 2n queries. Assume after the first

round, we have d < n variables that have conflict pairs. In the subsequent rounds,

we find the only parent non-adaptively and after log(n) rounds at most we know the

preference table for every variable.

For the binary acyclic case, the in-advance constructed universal set can directly

be applied to learning the concepts non-adaptively with the same query complexity

as when learning adaptively.

Corollary 4. In the binary case, the non-adaptive query complexity of Ckac is O(nk2k log(n−

1)) and the non-adaptive query complexity of C1
ac, using log(n) rounds, is 2n+e log(n).

In both cases, this equals the adaptive query complexity.
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5.2 Learning from Corrupted Oracles

So far, we have assumed the membership query oracle is perfect. That is, the oracle

returns c∗(x) to every query MQ(x). It is not hard to see that this is unrealistic in

many settings and it is possible that the oracle actually does not know the answer to

a particular query. This is true especially when it comes to dealing with end users

or human experts that may have incomplete knowledge over the target function.

For instance, when eliciting CP-nets from users, it could be the case that the user

actually does not know whether x.1 is better than x.2 or the other way around for

some instance x.

In this section, we assume there is a set of examples L for which the oracle does

not know the true classifications and returns “I don’t know” (denoted as ⊥) when

queried for any x ∈ L. L is assumed to be fixed in advance by an adversary. Formally,

we define a limited membership query LMQ to be a membership query to a limited

oracle that has some set of “I don’t know” examples L and the oracle returns c∗(x′)

for any x′ 6∈ L [6, 11]. We also assume that LMQ(x) is persistent in the sense that

it will return the same answer every time the same instance is queried. Another

related model we study is the model of malicious membership queries MMQ where

the oracle misclassifies instances in L [6]. We use the term corrupted or faulty oracles

to refer to any oracle which is not perfect; whether it is a limited or a malicious one

[8].

A class C is exactly learnable with LMQ or MMQ if there is an algorithm A

that exactly identifies any target c∗ with a query complexity that is polynomial in n,

size(c∗) and |L| [6, 11]1. Although we assume that the learner has no information

over L or its size, we sometimes study the shape of L and its size in the worst case

scenario to prove some learning limits in these models.

In what follows, we study the choice of L in both LMQ and MMQ for binary

1This corresponds to the strict learning model discussed in [6, 11].
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CP-nets. We then propose strategies to adaptively learn binary CP-nets in both

models assuming some structure exists on L.

5.2.1 Limits and Assumptions on the Corrupted Set

One can easily see that the learning is impossible (in both models) when |L| > 2n−1−k

unless we resort to other types of oracles, i.e., equivalence queries.

Proposition 9. Exactly learning Cac in the binary case with LMQ or MMQ alone

is impossible when |L| ≥ 2n−1−k.

Proof. The proof is by construction. Consider the CP-net N where all the variables

are unconditional except for one variable vi which has exactly k parents. Furthermore,

CPT(vi) shows the same statement y1 � y2 in all the contexts of OPa(vi) except for

one context u where CPT(vi) shows y2 � y1. Figure 5.1 shows an example of such a

CP-net. The adversary can choose L = {x ∈ Xswap|V (x) = vi and x[Pa(vi)] = u} and

returns LMQ(x) =⊥ or MMQ(x) = 1 − c∗(x) for every x ∈ L. Then, the learner

cannot infer any useful information over the parent set of vi and, thus, will not be

able to exactly identify N . �

In essence, this is mainly because the number of instances that “support” a state-

ment in a CPT with k parents is 2n−1−k. Having all these corrupted makes learning

hopeless. Our motivation is to have efficient strategies that can work in the presence

of some errors and incomplete knowledge during the eliciting process. As we work

solely on membership query oracles, there is no way to compensate this corruption

except by posing further membership queries. Thus, our goal is to come up with a

realistic assumption over the shape of L and to try to use the CP-net semantics to

overcome the corruption.

Let F t(x) be the set of all instances with the same swapped variable as of x ∈ Xswap

but with a hamming distance of t to x, where 1 ≤ t ≤ n − 1, i.e., F t(x) = {x′ ∈
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. . . . . . . . .

vi
u : vi0 � vi1
otherwise: vi1 � vi0

Figure 5.1: A CP-net N ∈ Ckac where it is impossible to exactly learn it when the
corrupted set L is of size at least 2n−1−k

Xswap | V (x) = V (x′) and x and x′ differ in exactly t variables values}. Let us first

study the relation between the entailment of an instance x and the entailments of the

elements of F t(x) for any t.

Given a preference table CPT(vi) with indegree k, and for any t, |F t(x)| =
(
n−1
t

)
and there are

(
n−1−k

t

)
elements with the same entailment as c∗(x) in any F t(x). Those

are exactly the ones that share the same parent values and, hence, their entailments

have to be the same. The ratio of these in any F t(x) is α =
(n−1−k

t )
(n−1

t )
. As a result, as

long as α > 0.5, most of the elements in F t(x) will share the same entailment and

could be used to compensate the oracle corruption.

The learning limits discussed so far are of theoretical interest only. As for eliciting

CP-nets from membership queries alone, one would expect there exists some intel-

ligent way to overcome the corruption otherwise eliciting the target from the user

would be frustrated and tedious. Thus, we assume that querying the elements of

F 1(x) can reveal the true classification of any corrupted instance x. Observe that, in

case the target is a tree CP-net, all the elements of F 1(x) share the same entailment

as of c∗(x) except for at most one element (when the parent value changes). Figure

5.2 shows an example of one instance x, its entailment and the entailments of the

elements of F 1(x) assuming k = 1 and Pa(E) = {A}. Generally, there are n− 1− k

elements in F 1(x) sharing the same entailment as c∗(x) and the ratio of these for any

k is α = n−1−k
n−1

.

The motivation of imposing a restriction over F 1(x)∩L, for any queried instance
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abcde � abcdē

abc̄de � abc̄dēabcd̄e � abcd̄ē ab̄cde � ab̄cdē ābcde ≺ ābcdē

Figure 5.2: An example of the entailments of an instance x and F 1(x) for x =
(abcde, abcdē) with Pa(E) = A and CPT(E) is {a : e � ē, ā : ē � e}.

x, is twofold: i) if we see the set of queried instances to the perfect oracle as the

decision boundary that defines our target concept, which is the case, it has been

shown that oracles can perform poorly in classifying examples nearby the boundary

and may return many corrupted answers [6]; ii) in terms of CP-nets, the end user

could be less familiar with one value vju of a variable vj than another vju′ for V (x) 6= vj.

Thus, given a less familiar value x[vj] = vju, she could hesitate over her preference

and return “I don’t know” while if we asked her the same instance but with the more

familiar value of vj, i.e., vju′ , we could get an answer. For instance, consider learning

the dinner preference of a novice user where one of the variables is the sushi type.

The user has tried california rolls before and liked it but has no knowledge over the

different types of Sushi. If a query is made with Chirashi-Zushi the user could return

“I don’t know” unlike if the user was queried with California-Rolls.

5.2.2 Limited Membership Queries

One can easily see that, for the limited membership query, we only need 2k + 1 non-

corrupted instances in F 1(x) to be answered to reveal c∗(x). That is, |F 1(x) ∩ L| ≤

n − 2 − 2k has to be true. This is due to the fact that there could be as large as k

instances with different parent values, therefore, the other k would guarantee that we

are working on the instances that share the same parent values as of x plus one in

case of a tie. Figure 5.3 shows an example of a tie in the case of tree CP-nets. Thus,

having 2k+ 1 non-corrupted instances would reveal c∗(x) for certain for any indegree

k. The strategy is then almost identical to the perfect case:
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LMQ(abcde, abcdē)=⊥

LMQ(abcd̄e, abcd̄ē)=⊥

LMQ(abc̄de, abc̄dē)=⊥

ābcde ≺ ābcdē

ab̄cde � ab̄cdē

Figure 5.3: An example for the limited membership query where k = 1 and |F 1(x) ∩
L| = n− 3 and the learner cannot infer the true classification.

1. Algorithm 1 (lines 5 and 36) and Algorithm 2 (line 8) are replaced by a limited

oracle LMQ instead of the perfect one MQ.

2. Whenever we encounter LMQ(x) =⊥, we query F 1(x) to reveal the true clas-

sification of x.

The query complexity of this strategy is z(n−1) where z is the query complexity in

the perfect (i.e., z as large as 2n+ e log(n) for trees and in general O(nk2k log(n−1))

for any k > 1). In such situations, LMQ returned “I don’t know” for every query.

5.2.3 Malicious Membership Queries

The LMQ model is more powerful than the MMQ model in the sense that, the

learner knows where the corruption is, namely, in any query receiving the answer

“I don’t know” [6]. In this section we consider the general case where all queries

are answered. But for some set of instances L, the classifications are flipped by an

adversary. Following the same reasoning as in the limited membership query, one can

verify that we need at least n−1
2

+ k + 1 non-corrupted answers, i.e., |F 1(x) ∩ L| ≤
n−1

2
− k − 1 is sufficient to reveal c∗(x) with the same query complexity as in the

limited oracle, i.e., z(n − 1). To see why n−1
2

+ k + 1, recall that in contrast to

the limited oracle case, here the learner has no information over which instance is

corrupted. Therefore, we require the majority of the elements in F 1(x), i.e., larger

than n−1
2

, to be non-corrupted. The additional k to make sure we consider the same

parent values as in x and plus one in case of a tie. The strategy is then simply as
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follows:

1. Algorithm 1 (lines 5 and 36) and Algorithm 2 (line 8) are replaced by a malicious

oracle MMQ instead of the perfect one MQ.

2. Whenever we encounter MMQ(x) = ` for ` ∈ {0, 1}, we query F 1(x) to reveal

the true classification of x.

The query complexity of this strategy is z(n−1) where z is the query complexity in

the perfect oracle case (i.e., z as large as 2n+e log(n) for trees and O(nk2k log(n−1))

for acyclic CP-nets). The reason is, in MMQ, there is no way to know whether

` = c∗(x) is true except by querying F 1(x).

5.3 Discussion

In this chapter, we proposed different strategies to elicit CP-nets using membership

queries alone, that is, to exactly identify any target concept with a small number

of membership queries. Thanks to the complexity results reported in the previous

chapter, we can now assess the optimality of those strategies. We used the semantics

of CP-nets to come up with successful strategies that were shown to be near-optimal.

Informally, the main difficulty lies in finding a conflict pair with which the learner

would learn something new about the target concept. Otherwise, the learner can

query an exponential number of instances without learning something new. Note that,

with equivalence queries, conflict pairs are taken for granted, i.e., by one equivalence

query, and the membership queries are then used to find the reason of this conflict

by binary search.

In the case of a corrupted oracle, we discussed some limits on learning CP-nets

and provided strategies to exactly identify them by imposing a restriction over the

corruption distribution. Note that our assumption requires only a small number of
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instances in F 1(x) to be non-corrupted for any queried instance x. That is, regardless

of how large the corrupted set is, we can still learn from only 2k + 2 non-corrupted

instances in LMQ and slightly larger than n−1
2

in the case of MMQ (for each queried

instance x).

One interesting related result in the field of learning theory is the result of Bisht,

Bshouty, and Khoury [11] who showed that if a concept class is closed under pro-

jection, satisfies a specific structural property, and is efficiently learnable from mem-

bership and equivalence queries then it is also efficiently learnable from equivalence

queries and corrupted membership queries. However, the result is specific to boolean

function classes, i.e., when X is {0, 1}n which is not the case for our instance space

Xswap. Therefore, the result cannot be used here and a further study on learning

CP-nets from equivalence and corrupted membership oracles is needed.
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Chapter 6

Variable Ordering and Constraint

Propagation in Constrained

CP-nets

6.1 Introduction

In a wide variety of real-world applications, managing both constraints and prefer-

ences is required. For instance, one of the important aspects of successful deployment

of autonomous agents is the ability to reason about user preferences. This includes

representing and eliciting user preferences and finding the best scenario for the user

given her preference statements. Moreover, many agents work in a constrained envi-

ronment where they must take into consideration the feasibility of the chosen scenario.

For example, consider an online shopping application for buying desktop comput-

ers where the user has some preferences over different attributes (i.e., screen size,

brand, and memory, etc) while the constraints could be manufacturer compatibility

constraints among the attributes. Moreover, the user, on whose behalf the agent

is acting, might have other requirements like a budget limit. Therefore, the agent
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Qualitative 
Preferences Constraints

Representation

CP-Nets CSPs

Preference Constrained Optimization

Preferences Constraints

ProbCSPs
CondCSPs?

Figure 6.1: A high level view of constrained CP-nets.

must look for a scenario (solution or outcome) that satisfies the set of constraints

while maximizing some utility. This problem can be viewed as a preference-based

constrained optimization, where the goal is to find one or more solutions that are

feasible and not dominated by any other feasible solution [16, 56]. Figure 6.1 shows

a high level view for the preference constrained optimization problem in the context

of CP-nets and CSPs.

We refer to such set of solutions as the Pareto optimal set where a feasible solution

is Pareto optimal if it is not dominated by any other feasible solution. Finding the set

of Pareto solutions for these problems is known to be an NP-hard problem in general

[56]. Solving such problems in the case of qualitative preferences has been addressed

by extending the well known CP-net graphical model to reason about the constraints

feasibility while looking for an optimal solution [16].

In this chapter, we demonstrate through experiments that variable ordering heuris-

tics in addition to constraint propagation techniques [50] play an important role for

efficiently solving the constrained CP-net problem when a backtrack search method

is used. More precisely, we compare the time performance of different variants of the

standard backtrack search method on constrained CP-net instances randomly gener-
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ated based on the RB model [66]. The results clearly show a significant improvement

when adopting these techniques for specific graph structures of the Constrained CP-

net.

Note that, while several attempts have been made for solving constrained CP-nets

[16, 56, 38], variable ordering as well as constraint propagation have been neglected

during the search process.

6.2 Problem Formulation

In its most general form, a constrained CP-net is a pair (N ,C), where N is a CP-net

and C is a set of binary constraints restricting the values that the variables in N can

take. The preference statements represented in N give us the preference notion over

the solutions while C asserts their feasibility. Given a constrained CP-net, we are

interested in finding the most preferred feasible solutions. In particular, those are the

solutions that satisfy C and are not dominated by any other feasible solutions with

respect to N . This defines the notion of Pareto set with respect to (N,C). Thus, a

solution is Pareto optimal if and only if it satisfies the constraints in C and is not

dominated by any other feasible solution.

Example 16. Consider the consrained CP-net in Figure 6.2. The Pareto optimal set

is {ab̄c̄, ābc}. It is easy to see that neither outcome is dominated by any other feasible

outcome.

Solving any constrained CP-net involves two main costly operations: solving the

constraints in C and dominance testing with respect to N . It is well-known that the

complexity of both operations depends largely on the underlying respective graph

structure. For instance, the complexity of finding a solution for a CSP, where the

underlying graph has a bounded treewidth, is polynomial while it is NP-hard in

general [24]. The same holds with CP-nets: dominance testing is linear in trees [10],
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A B

C

b � b̄a � ā

b : c � c̄
b̄ : c̄ � c

(a) The CP-net.

A B

(a, b̄)
(ā, b)

(b) The constraints.

ab̄c̄ ābc̄ āb̄c

abc̄ ab̄c ābc

abc

āb̄c̄

(c) infeasible outcomes.

Figure 6.2: The Pareto set of a constrained CP-net problem.

polynomial for polytrees [15] and PSPACE-complete in general [33].

6.3 Variable Ordering for Constrained CP-nets

When solving a constrained CP-net through backtrack search, we find first a topo-

logical order over the CP-net where the ties are broking according to the Most Con-

strained Heuristic (MCH) [52]. MCH ranks the variables from the most to the least

constrained ones i.e., according to the degree of the variable in the constraint network.

The description of the variable ordering procedure is shown in Algorithm 3. The

algorithm simply looks for a topological order of the CP-net where the ties are broken

according to the most constrained variable. Specifically, we have a priority queue of

variables initially contains all the roots of the CP-net (lines 5-8). Every time we

remove a variable v, we append it to the ranking found so far (lines 12-14) and the

indegree of its direct successors are updated. Then, we enqueue any direct successor

of v where the updated indegree is zero (lines line 18).

A Detailed Example

Figure 6.3 shows a constrained CP-net with a set of four binary variables V =

{A,B,C,D} and a set of four constraints C = {c(A,B), c(A,C), c(A,D),c(C,D)}.
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C

AB

D

b � b̄ a � ā

ab : c � c̄
ab̄ : c � c̄
āb : c � c̄
āb̄ : c̄ � cc : d � d̄

c̄ : d̄ � d

A B

CD

(a, b̄)
(ā, b̄)

(a, c),(a, c̄)
(ā, c̄)

(a, d̄)
(ā, d)

(c, d)
(c̄, d)

Figure 6.3: A constrained CP-net.

To show the effect of variable ordering on the search, consider the two topological

orderings A > B > C > D and B > A > C > D over the CP-net. Search-CP would

choose any one arbitrary. However, in practice, A > B > C > D is more informative

(and thus reduces the search space). To see this, when we start with A and assign

the best value a to it, we strengthen the constraints to C{A=a} which yields B = {b̄},

D = {d̄} (from c(A,B) and c(A,D) respectively) while starting with B = {b̄} has

no effect on the network. Intuitively, unless extreme cases exist where the CP-net

variables are linearly ordered, we usually have sufficient room to improve the variable

ordering with respect to the CP-net graph. To see the potential of constraint propa-

gation, note that the search branch starting at A = a yields no solutions; this is due

to the fact that D = {d̄} is not permitted in c(C,D) and thus cannot be extended to

form a solution. Applying constraint propagation over the network (i.e, MAC) would

detect this inconsistency in advance once we initialize A to a.

6.4 Finding Pareto Outcomes

The challenge for solving constrained CP-nets comes from the fact that the most

preferred outcome may not be feasible with respect to the constraints. One solution

to overcome this difficulty in practice is to enforce constraint propagation techniques
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Algorithm 3 The Most Constrained Heuristic for Constrained CP-nets.

Input: CP-net N and CSP C
Output: order a topological order over the variables in N taking into account MCH

1: Let indeg(v) be the indegree of v ∈ N
2: Let deg(v) be the degree of v ∈ C and 0 if v 6∈ C
3: order ← ∅
4: PriorityQueue pq← ∅
5: for each v ∈ N do
6: if indeg(v) = 0 then
7: pq.insert(v,deg(v))
8: end if
9: end for

10: i← 0
11: while pq 6= ∅ do
12: v ← pq.deleteMax()
13: order[i]← v
14: i← i+ 1
15: for each edge (v, v′)∈ N do
16: indeg(v′)←indeg(v′)−1
17: if indeg(v′)= 0 then
18: pq.insert(v′,deg(v′))
19: end if
20: end for
21: end while
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during the backtrack search which will detect sooner any possible inconsistency. This

will prevent the backtrack search algorithm to go over some decisions if such inconsis-

tencies have not been detected earlier. The propagation techniques we are considering

are: Arc Consistency (AC) before search and Forward Checking (FC) or Maintaining

Arc Consistency (MAC) during search [24]. Note that since FC and MAC do not

eliminate feasible solutions from the search space, neither does our solving method.

A distinction should be made between two cases when solving constrained CP-

nets: 1) Finding one Pareto solution 2) Finding a set of k Pareto solutions. There are

several reasons for making this distinction explicit. First, thanks to the semantics of

CP-nets, finding one Pareto solution requires no dominance testing and the problem

basically corresponds to solving a constrained optimization problem [16]. Thus, in

such cases, we do not need to consider developing special techniques trying to avoid

the dominance queries during the search. If during search every variable is assigned

to its most preferred feasible value, then the first complete solution s is guaranteed

to be Pareto optimal. However, when looking for more than one solution, dominance

testing is required [16]. Second, the size of the Pareto set may become very large;

thus, we need a mechanism to choose a representative set of the Pareto solutions

without overloading the user with many similar and uninformative solutions. In this

section, we introduce our algorithm to find a set of k Pareto solutions, while we leave

the problem of choosing the value of k to future work.

Algorithm 4 presents the pseudocode of our backtrack search algorithm with con-

straint propagation and variable ordering heuristics. We maintain a fringe containing

the set of nodes to be expanded. Each node corresponds to an assignment for a set of

variables. The fringe acts as a stack of nodes to be expanded. Whenever a new node

is expanded, we assign to its current variable vi the most preferred value yi according

to CPT(vi). We order variables based on the most constrained variable heuristic as

shown in line 1. The fringe initially assigns the best value to the root node (line 3).
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Each time we expand the current node curr to a new assignment, we check whether

it is a complete assignment, i.e., a solution. This can simply be done by checking if

the size of the assignment is equal to the total number of variables in the CP-net (line

9). If it is the case then we test if this complete assignment is dominated by any other

solution found so far, if not we add it to the current set of Pareto solutions (lines

10-14). If the current node is not a complete solution, we choose the next variable vi

according to the variable order > and assign the best value yi to it given its parent

values (lines 22 and 23). Then we call the appropriate propagation technique and

add the current node with the assignment vi = yi to the fringe to be expanded later

during the search. The procedure Propagate hides the two constraint propagation

techniques we use (Forward Checking or Maintaining Arc Consistency). The algo-

rithm stops either when the search is exhausted (there are no more Pareto solutions)

or when the algorithm finds k solutions (line 7).

6.5 Experimentation

The goal of the experiments conducted in this section is to assess the effect of con-

straint propagation and variable ordering heuristics on the backtrack search. In order

to do so we conduct a comparative study of the following 5 methods.

Plain Backtrack. Standard Backtracking algorithm for solving Constrained CP-

nets (Algorithm 2 without lines 1 and 18).

FC. Backtracking with FC during the search phase.

FC + MCH. FC using the most constrained variable ordering heuristics.

AC + FC + MCH. FC + MCH using AC in a preprocessing phase to reduce the

size of the variables’ domains before search.

AC + MAC + MCH. Previous method when using MAC instead of FC.
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Algorithm 4 Backtrack Algorithm to Find k-Pareto Outcomes.

Input: Input: A constrained CP-net (N , C) and k > 0.
Output: Output: A set S of k Pareto outcomes.
1: Let > be the variable ordering returned by Algorithm 3 for N and C
2: S ← ∅
3: Let root ← nextvariable(∅, >)
4: Let endSearch ← False
5: Let BestVal ←nextvalue(root,∅)
6: fringe← {{root=BestVal}}
7: while (|S| < k ∧ endSearch=False) do
8: curr← pop first item in fringe
9: if |curr| = |N |

10: for each s ∈ S do
11: if s � curr

12: flag← >
13: break
14: end if
15: end for
16: if flag=⊥
17: S ← S ∪ {curr}
18: end if
19: else
20: Let vi = y be the last assignment in curr

21: if Propagate({vi = y})
22: vj ←nextvariable(curr, >)
23: y′ ←nextvalue(vj ,curr)
24: push curr ∪ {vj = y′} into fringe
25: else
26: y ←nextvalue(vi,curr)
27: if y6= NIL
28: push curr ∪ {vi = y′} into fringe
29: else
30: if vi 6= root
31: curr← curr\{vi = y}
32: else
33: endSearch← True
34: end if
35: end if
36: end if
37: end if
38: end while
39: Return S
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Experiment Settings

The experiments were conducted on a MAC OS X version 10.8.3 with 4GB RAM

and 2.4 GHz Intel Core i5. Since there is no known library for constrained CP-

net instances, we randomly generate these instances based on the RB model. Note

that the choice for the RB model is motivated by the fact that it has exact phase

transition and is capable of generating very hard instances that are close to the phase

transition. Each instance has a CP-net with 50 variables and is generated by first

producing the underlying CSP instance (the constraint part) and then adding the

CP-net’s remaining variables, structure and preference tables.

Generating CSPs

The constraint part has 25%, 50% or 75% of the CP-net variables (n = 13, 25 and 38

respectively) and has been generated using the RB Model [66]. The latter requires

the following parameters.

• The number of variables n (13, 25 or 38 in our experiments).

• Constraint tightness 0 < p < 1. The constraint tightness with respect to a

constraint c(vi, vj) is the ratio of non-eligible tuples over the Cartesian product

of Dvi×Dvj . Thus, the closer p to 0 the more allowed tuples we have in c(vi, vj)

and vice versa.

• Two positive constants r and α, such that 0 < r, α < 1, used by the RB Model.

We set r and α to 0.6 and 0.5, respectively.

Given these parameter settings and according to the RB model, the domain size

of the variables and the number of constraints are respectively equal to d = nα and

nc = rn lnn. The phase transition will then be: pt = 1− e−α/r = 0.5.
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Figure 6.4: Test results on CP-nets with 25% constrained variables.

Generating CP-nets

After generating the CSP part, we create a CP-net by adding other variables to a

total of 50 where each added variable has the same domain size as the CSP variables.

We then generate the CP-net structure and preference tables. For the structure, we

first generate a random total order v1 > v2 > · · · > v50 over the variables. For each

variable vi, we randomly choose j ∈ [0, 5] variables from v1 > v2 > · · · > vi−1 as

the parent set of vi. This guarantees that the resulting directed graph is acyclic.

Regarding the preference tables, for every variable vi, we create CPT(vi) as follows.

For every value of the parents we randomly generate an order over the values of vi.

6.6 Results and Discussion

We vary the tightness p between 0.05 and 0.4 with 0.05 increments in each iteration

where we fix p and generate random constrained CP-net instances. Finally, we take

the average running time (over 20 runs) needed to find one Pareto solution.

Figures 6.4, 6.5 and 6.6 show the average running time in seconds required to

find a single Pareto solution when the number of constrained variables is respectively

85



0.1 0.2 0.3 0.4

0

20,000

40,000

60,000

80,000
Plain Backtrack
FC
FC+MCH
AC+FC+MCH
AC+MAC+MCH

Figure 6.5: Test results on CP-nets with 50% constrained variables.
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Figure 6.6: Test results on CP-nets with 75% constrained variables.
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Figure 6.7: Test results on separable CP-nets with 25% constrained variables.
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Figure 6.8: Test results on separable CP-nets with 50% constrained variables.

equal to 13, 25 and 38 (which respectively corresponds to 25%, 50% and 75% of the

CP-net variables). The tightness p varies from 0.05 to 0.4.

As we can notice from Figures 6.4 and 6.5, the time spent by AC before and during

the search through FC or MAC does not really pay off as the plain backtracking pro-

vides the best results. Indeed, for these under constrained problems (with only 25%

and 50% of the CP-net variables being constrained) constraint propagation does not

do much. The variable ordering heuristic does not help as well as it is limited to only

few variables (many variables are ordered according to their dependencies). The only
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Figure 6.9: Test results on separable CP-nets with 75% constrained variables.
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Figure 6.10: Test results on separable CP-nets with 100% constrained variables.

case where MAC does better than backtracking is when there are 50% constrained

variables and in the case where the tightness is more than 0.3.

In the case where 75% of the variables are constrained (see Figure 6.6), MAC with

the variable ordering heuristic and a preprocessing phase, is comparable to the plain

backtrack and is sometimes better (when the tightness is more than 0.25). Despite

the fact that the variable ordering heuristic applies only to some variables, constraint

propagation before and during search is of great help in the case of MAC, especially
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when instances are approaching the phase transition.

In order to study the effect of constraint propagation and especially the vari-

able ordering when varying the CP-net graph structure, we conducted additional

experiments on instances randomly generated as described before but with separable

CP-nets. A separable CP-net is a CP-net where no variable depends on any other

(there are no dependencies between variables). This basically means that the variable

ordering heuristic can be applied to all variables which can have a significant impact

on the time performance of the backtrack search method. This is easily noticeable

in Figure 6.10 (corresponding to the case where all variables are constrained) where

backtracking is outperformed by all the other methods. We can also see, from Figures

6.7, 6.8 and 6.9, that the plain backtracking is gradually losing efficiency against the

other methods when the percentage of constrained variables is increasing from 25%

to 100%. The more constrained variables we have, the more effective is the constraint

propagation and variable ordering heuristic.

Finding k Pareto Outcomes

In this section, we evaluate the performance of our proposed method for finding more

than one Pareto optimal solution (k > 1). Note that such experiments have not been

conducted in the past as most of the existing work only shows experiments for only

one Pareto optimal. Surprisingly enough, when conducting the experiments we found

that the number of solutions is usually small (as a matter of fact the largest number

of solutions found was 22 out of over a million possible dominated solutions). We set

the parameters as follows: n = 20, p = 0.3 with a CSP ratio of 70% (CSP variables

are 70% of the total number of variables) and an acyclic CP-net structure (DAG).

We further alter the RB model and fix the domain size to 2. Thus, every instance in

our experiment corresponds to a binary CP-net with 20 variables out of which 14 are
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Figure 6.11: Finding 10 Pareto solutions.

constrained with 0.30 tightness density.

Figure 6.11 shows the time needed to find the solutions while varying k such that

1 ≤ k ≤ 10. We record the time over 20 runs of each instance and report its average.

It is easy to see from the Figure that MAC with variable ordering really pays off when

k becoming larger.
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Chapter 7

Conclusion and Future Directions

7.1 Conclusion

CP-nets have attracted a large body of work in different aspects of preferences since

their introduction. This thesis studied CP-nets from two points of view: learning and

optimization.

Concerning the learning aspect, we have studied the complexity of learning CP-

nets in different models. To our best knowledge, such study over different learning

complexity parameters are unique in the area of preference learning. As an interesting

byproduct of our study, we obtain that the VCD of the class of all consistent CP-nets

(whether acyclic or cyclic) equals that of the class of all acyclic CP-nets. Hence, this

may suggest that learning acyclic CP-nets may (at least in some models) be as hard

to learn. In addition, we have showed that the teaching dimension TD of all acyclic

binary CP-nets is equal to the instance space size where the latter is an obvious upper

bound on teaching any class of concepts. This suggests that teaching arbitrary binary

CP-nets is hopeless without further assumption on the indegree of the CP-nets. In

online learning, the fact that SDC is asymptotically strictly smaller than OPT shows

that actively selecting examples strictly decreases the number of mistakes when m is
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large.

We then proposed near-optimal algorithms for eliciting CP-nets from membership

queries and considered the case where the membership oracle is faulty. Our results on

structural properties give a deep insight into the class of CP-nets that is interesting

in its own right.

With regard to the optimization aspect of CP-nets, we showed that the standard

backtracking algorithm achieves significant improvements in terms of processing time

when constraint propagation and variable ordering heuristics are added. The exper-

imental results conducted on randomly generated constrained CP-nets clearly show,

in many situations, the superiority of extending backtracking with constraint propa-

gation and the most constrained variable heuristics before and during the search.

7.2 Future Work

In what follows, we list foreseeable work directions for the problems tackled in this

thesis and for the general model of CP-nets.

7.2.1 Learning CP-nets

Incomplete CP-nets

In this work, we were concerned with the most common case found in the literature:

complete CP-nets. However, incomplete CP-nets are more general and, hence, are

more likely to exist in real world applications. One interesting aspect to consider

when learning incomplete CP-nets is the attribute efficiency property. An appealing

approach in this direction is to extend the work of Koriche and Zanuttini [41] on learn-

ing CP-nets from membership and equivalence queries to the case where membership

queries are corrupted.
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Generalized Instance Space

All of our results were based on the core component of CP-nets: swap entailments.

It would be interesting to conduct the same study but for an instance space of all

possible entailments. In such a setting, an instance x is a pair of outcomes that

differ in more than one variable value and a mapping to such an instance x is a non-

swap entailment. From the cognitive perspective, it is known that such instances are

harder to evaluate than pairs of outcomes that differ in one variable value, i.e., swaps

[41]. The computational complexity of deciding whether one outcome is better than

another is hard in general while it is linear in the case of swaps [15].

Incomparability arises in such settings even for the complete CP-net case and

special techniques need to be developed to tackle them. One possible scenario is that

every instance x can be mapped to exactly one of three classes; say −1, 0 or 1 where

−1 means x.1 is incomparable with x.2. This can then be naturally studied with

different multi-label classification techniques.

7.2.2 Constrained CP-nets

In the near future we plan to study closely those constrained CP-net instances that are

near the phase transition. We will as well explore other variable ordering heuristics

based on learning and metaheuristics [54]. Another important line of work consists

of managing the number k of Pareto solutions by adding/removing constraints. For

instance, if the problem is inconsistent (k = 0) or has very few solutions to return

(< k), then we can increase k by relaxing some of the problem constraints. On the

other hand, if the number of solutions is very large, then we need to carefully select a

set of manageable size by adding new constraints rather than overwhelming the user

with too many solutions.
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7.2.3 CP-net as a Graphical Model

Research on CP-nets can benefit a lot from the rich field of Bayesian Networks.

Specifically, while there has been active research on the role of probabilistic condi-

tional independence in the reasoning tasks of Bayesian Networks [17, 64, 23], to our

best knowledge, there is a complete absence of further studies on the role of con-

ditional preferential independence in CP-nets. It seems fairly reasonable that some

variables exhibit weaker forms of conditional preferential independence in their re-

spective CPTs. Thus, extending the notion of conditional preferential independence

to weaker forms is interesting future work. Investigating the applicability of message

passing algorithms to the case of CP-nets may result in efficient algorithms to answer

dominance queries for a fairly large class of CP-nets.
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[20] Yann Chevaleyre, Ulle Endriss, Jérôme Lang, and Nicolas Maudet. “Preference

Handling in Combinatorial Domains: From AI to Social Choice”. In: AI Maga-

zine 29.4 (2008), pp. 37–46.

[21] Yann Chevaleyre, Frédéric Koriche, Jérôme Lang, Jérôme Megine, and Bruno
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Appendix A

A.1 The Incorrectness of the VCD Lower Bound in

[41]

Consider Cn,k,eACY to be the class of acyclic CP-nets with indegree at most k and edges

at most e where 0 ≤ k < n, k ≤ e ≤
(
n
2

)
. [41, Theorem 6] gave a lower bound on

VCD(Cn,k,eACY). The bound on VCD(Cn,k,eACY) was stated as follows:

“The VC-dimension of Cn,k,eACY with respect to swaps is at least:

• 1 if k = 0,

• v(m+ 1) if k = 1, and

• v(2k + k(m− 1)− 1) if k > 1,

where v = b e
k
c and m = blog n−v

k
c.”

For any given k, it is easy to see that there are target concepts in Cn,k,eACY with

emax =
(
k
2

)
+ (n− k)k edges in their graph. We can always construct such a graph G

as follows: Let V1 and V2 be a partition over the n vertices of G where |V1| = n − k

and |V2| = k. Add an edge from each node in V2 to each node in V1. This results in

(n − k)k edges and G is clearly acyclic with indegree exactly k for every element in

V1. For the remaining
(
k
2

)
edges, let < to be any total order on V2 and the edge (v, w)

is added to G if and only if v < w.
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Now, consider evaluating the bound when the target concept has emax edges in its

graph:

v(2k + k(m− 1)− 1)

= b e
k
c(2k + k(blog(

n− b e
k
c

k
)c − 1)− 1) setting e = emax

=

(
k
2

)
+ (n− k)k

k
(2k + k(blog(

n− (k2)+(n−k)k

k

k
)c − 1)− 1)

=
1

2
(2n− k − 1)(2k + k(blog(

k + 1

2k
)c − 1)− 1)

=
1

2
(2n− k − 1)(2k − 2k − 1)

Let’s check the bound when k = n− 1. It gives us n2n−2 − n2 + n
2

which is larger

than the VCD upper bound 2n − 1 in [13] as soon as n > 6. In general, assume

k = n− c for some constant 0 < c < n− 1, the result of the bound has the form:

(n+ (c− 1))2n−(c+1) − n2 − (c− 1)n+
(2c− 1)(n+ (c− 1))

2

which exceeds 2n − 1 for small values of c and n > 6. It appears that the reason for

this is the assumption that there are acyclic CP-nets with e
k
2k statements which is

incorrect for large values of k and e.

A.2 Proofs

The proof of Theorem 1 relies on decomposing Ckac as a direct product of concept

classes over subsets of Xswap.

Definition 14. Let Ci ⊆ 2Xi and Cj ⊆ 2Xj be concept classes with Xi ∩ Xj = ∅. The

concept class Ci × Cj ⊆ 2Xi∪Xj is defined by Ci × Cj = {ci ∪ cj | ci ∈ Ci and cj ∈ Cj}.

For concept classes C1, . . . , Cr, we define
∏r

i=1 Ci = C1 × · · · × Cr = (· · · ((C1 × C2)×
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C3)× · · · × Cr).

It is well-known that VCD(
t∏
i=1

Ci) =
t∑
i=1

VCD(Ci).

For any vi ∈ V and any Γ ⊆ V \ {vi}, we define CΓ
CPT(vi)

to be the concept class

consisting of all preference relations corresponding to some CPT(vi) where Pa(vi) = Γ

and |Γ| ≤ k; here the instance space is the set of all swap pairs x with V (x) = vi.

Now, if we fix the context of vi by fixing an assignment γ ∈ OΓ of all variables in Γ, we

obtain a concept class CΓ
�viγ

, which corresponds to the set of all preference statements

concerning the variable vi conditioned on the context γ. Its instance space is the set

of all swaps x with V (x) = vi and x[Γ] = γ.

Recall that V = {v1, . . . , vn}. By Sn we denote the class of all permutations of

{1, . . . , n}.

Theorem 1. VCD(Cn−1
ac ) = mn−1, VCD(C0

ac) = (m−1)n and VCD(Ckac) ≥ (m−1)M.

Proof. Lemma 1 (below) states that Ckac

equals
⋃
σ∈Sn

n∏
i=1

⋃
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

∏
γ∈OΓ

CΓ

�
vσ(i)
γ

, which yields the bound VCD(Ckac) ≥

max
σ∈Sn

n∑
i=1

max
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

∑
γ∈OΓ

VCD(CΓ

�
vσ(i)
γ

). Using VCD(CΓ

�
vσ(i)
γ

) = m − 1 (see

Lemma 5), independent of Γ and γ, one obtains, for any σ ∈ Sn,

VCD(Ckac) ≥ (m− 1)
n∑
i=1

max
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

|OΓ|

= (m− 1)
n∑
i=1

max
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

m|Γ|

= (m− 1)M .

For k = n − 1, we have VCD(Cn−1
ac ) ≥ (m − 1)M = (m − 1)(m0 + m1 + · · · +

mn−1) = mn− 1 and due to being an irreflexive class VCD(Cn−1
ac ) ≤ mn− 1 therefore

VCD(Cn−1
ac ) = mn − 1.

For k = 0, we have VCD(C0
ac) ≥ (m− 1)M = (m− 1)n. Any set Y of larger size

would contains m instances of the same swapped variable vi. Consider the undirected
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graph G with vertex set Dvi in which an edge between vir and vis exists if and only if

Y contains an instance x s.t. the projection of x onto vi shows {vir, vis}. Either i) G

shows m edges, or ii) G shows fewer than m edges. i) means G has m vertices and

m edges and, therefore, there exists a label ` to Y that give rise to a cycle in G and

Y will not be shattered. ii) means there exists at least two instances x, x′ ∈ Y with

the same values {vir, vis} of vi and the label that give rise to different orders of them

would not be realizable for separables and thus Y cannot be shattered. �

Lemma 1. Ckac =
⋃
σ∈Sn

n∏
i=1

⋃
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

CΓ
CPT(vσ(i))

.

Proof. By definition, for v ∈ V and Γ ⊆ V \ {v}, the class CΓ
CPT(v) equals

∏
γ∈OΓ

CΓ
�vγ .

(Any concept representing a preference table for v with Pa(v) = Γ corresponds to a

union of concepts each of which represents a preference statement over Dv conditioned

on some context γ ∈ OΓ.)

Any concept corresponds to choosing a set Γv of parent variables of size at most

k for each variable v, which means Ckac ⊆
∏n

i=1

⋃
Γ⊆V \{vi},|Γ|≤k C

Γ
CPT(vi)

. By acyclicity,

vj ∈ Pa(vi) implies vi /∈ Pa(vj), so that for each concept c ∈ Ckac some σ ∈ Sn fulfills

c ∈
∏n

i=1

⋃
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k C

Γ
CPT(vσ(i))

.

Thus, Ckac ⊆
⋃
σ∈Sn

∏n
i=1

⋃
Γ⊆{vσ(1),...,vσ(i−1)},|Γ|≤k

∏
γ∈OΓ

CΓ

�
vσ(i)
γ

.

Similarly, one can argue that every concept in the class on the right hand side

represents an acyclic CP-net with parent sets of size at most k. With CΓ
CPT(vi)

=∏
γ∈OΓ

CΓ
�viγ

, the statement of the lemma follows. �

Lemma 5. VCD(CΓ
�viγ

) = m− 1 for any vi ∈ V , Γ ⊆ V \ {vi}, and γ ∈ OΓ.

Proof. Let vi ∈ V , Γ ⊆ V \ {vi}, and γ ∈ OΓ. We show that CΓ
�viγ

shatters some set

of size m − 1, but no set of size m. Note first that, by definition, CΓ
�viγ

is simply the

class of all total orders over the domain Dvi of vi.

To show (CΓ
�viγ

) ≥ m− 1, choose any set of m− 1 swaps over Γ ∪ {vi} with fixed

context γ, in which the pairs of swapped values in vi are (vi1, v
i
2),. . . , (vim−1, v

i
m).
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Fix any set S ⊆ Xswap of m swaps over Γ ∪ {vi} with fixed context γ. To show

that S is not shattered, consider the undirected graph G with vertex set Dvi in which

an edge between vir and vis exists iff S contains a swap pair flipping vir to vis or vice

versa. G has m vertices and m edges and thus contains a cycle. The directed versions

of G correspond to the labellings of S; therefore some labelling ` of S corresponds to

a cyclic directed version of G, which does not induce a total order over Dvi . Hence

the labelling ` is not realized by CΓ
�viγ

, so that S is not shattered by CΓ
�viγ

. �

Proposition 8. C∗ac|Xswap = Ckac.

Proof. Ckac ⊆ C∗ac|Xswap holds by the definition of C∗ac as it contains the set of all complete

CP-nets which, in turn, can be defined over Xswap alone.

For C∗ac|Xswap ⊆ C
k
ac, for every concept c ∈ C∗ac|Xswap , assume CPT(vi) is incomplete

with parent set Pa. We construct a new complete preference table CPT(vi)
′ with

the same parent set as follows: for every context u ∈ OPa: if it has a statement

in CPT(vi) we include it as it is in CPT(vi)
′ otherwise we “fill the gap” of u by

adding a statement u : vi2 � vi1. The resulting CPT always exists and has parent set

Pa′ ⊆ Pa. Doing the same for all variables results in a complete CP-net that has the

same mapping as c. �
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